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Preface

Computational statistics is a fascinating and relatively new field within sta-
tistics. While much of classical statistics relies on parameterized functions
and related assumptions, the computational statistics approach is to let the
data tell the story. The advent of computers with their number-crunching
capability, as well as their power to show on the screen two- and three-
dimensional structures, has made computational statistics available for any
data analyst to use.

Computational statistics has a lot to offer the researcher faced with a file
full of numbers. The methods of computational statistics can provide assis-
tance ranging from preliminary exploratory data analysis to sophisticated
probability density estimation techniques, Monte Carlo methods, and pow-
erful multi-dimensional visualization. All of this power and novel ways of
looking at data are accessible to researchers in their daily data anaysis tasks.
One purpose of this book is to facilitate the exploration of these methods and
approaches and to provide the tools to make of this, not just a theoretical
exploration, but a practical one. The two main goals of this book are:

» To make computational statistics techniques available to a wide
range of users, including engineers and scientists, and

* To promote the use of MATLAB® by statisticians and other data
analysts.

MATLAB and Handle Graphics® are registered trademarks of
The MathWorks, Inc.

There are wonderful books that cover many of the techniques in computa-
tional statistics and, in the course of this book, references will be made to
many of them. However, there are very few books that have endeavored to
forgo the theoretical underpinnings to present the methods and techniques in
a manner immediately usable to the practitioner. The approach we take in
this book is to make computational statistics accessible to a wide range of
users and to provide an understanding of statistics from a computational
point of view via algorithms applied to real applications.

This book is intended for researchers in engineering, statistics, psychology,
biostatistics, data mining and any other discipline that must deal with the
analysis of raw data. Students at the senior undergraduate level or beginning
graduate level in statistics or engineering can use the book to supplement
course material. Exercises are includedwith eachchapter, making it suitable
as a textbook for a course in computational statistics and data analysis. Scien-
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tists who would like to know more about programming methods for analyz-
ing data in MATLAB would also find it useful.
We assume that the reader has the following background:

* Calculus : Since this book is computational in nature, the reader
needs only a rudimentary knowledge of calculus. Knowing the
definition of a derivative and an integral is all that is required.

» Linear Algebra : Since MATLAB is an array-based computing lan-
guage, we cast several of the algorithms in terms of matrix algebra.
The reader should have a familiarity with the notation of linear
algebra, array multiplication, inverses, determinants, an array
transpose, etc.

» Probability and Statistics : We assume that the reader has had intro-
ductory probability and statistics courses. However, we provide a
brief overview of the relevant topics for those who might need a
refresher.

We list below some of the major features of the book.

» The focus is on implementation rather than theory, helping the
reader understand the concepts without being burdened by the
theory.

» Referencesthat explain the theory are provided at the end of each
chapter. Thus, those readers who need the theoretical underpin-
nings will know where to find the information.

» Detailed step-by-step algorithms are provided to facilitate imple-
mentation in any computer programming language or appropriate
software. This makes the book appropriate for computer users who
do not know MATLAB.

« MATLAB code in the form of a Computational Statisti cs Toolbox
is provided. These functions are available for download at:

http://www.infinityassociates.com
http://lib.stat.cmu.edu

Please review thereadme file for installation instructions and in-
formation on any changes.

» Exercisesare given at the end of eachchapter. The reader is encour-
aged to go through these, because concepts are sometimes explored
further in them. Exercisesare computational in nature, which is in
keeping with the philosophy of the book.

* Many data sets are included with the book, so the reader canapply
the methods to real problems and verify the results shown in the
book. The data can also be downloaded separately from the toolbox
at http://www.infinityassociates.com . The data are pro-
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http://www.infinityassociates.com
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vided in MATLAB binary files ( .mat ) as well as text, for those who
want to use them with other software.

» Typing in all of the commands in the examples can be frustrating.
So, MATLAB scripts containing the commands used in the exam-
ples are also available for download at

http://www.infinityassociates.com

* A brief introduction to MATLAB is provided in Appendlx A. Most
of the constructs and syntax that are needed to understand the
programming contained in the book are explained.

* Anindex of notation is given in Appendix B. Definitions and page
numbers are provided, so the user can find the corresponding
explanation in the text.

» Where appropriate, we provide references to internet resources for
computer code implementing the algorithms described in the chap-
ter. These include code for MATLAB, S-plus, Fortran, etc.

We would like to acknowledge the invaluable help of the reviewers: Noel
Cressie, James Gentle, Thomas Holland, Tom Lane, David Marchette, Chris-
tian Posse, Carey Priebe, Adrian Raftery, David Scott, Jeffrey Solka, and Clif-
ton Sutton. Their many helpful comments made this book a much better
product. Any shortcomings are the sole responsibility of the authors. We owe
a special thanks to Jeffrey Solka for some programming assistance with finite
mixtures. We greatly appreciate the help and patience of those at CRC Press:
Bob Stern, Joanne Blake, and Evelyn Meany. We also thank Harris Quesnell
and James Yanchak for their help with resolving font problems. Finally, we
are indebted to Naomi Fernandes and Tom Lane at The MathWorks, Inc. for
their special assistance with MATLAB.

1. Any MATLAB programs and data sets hat are included with the book
are provided in good faith. The authors, publishers or distributors do not
guarantee their accuracy and are not responsible for the consequences of
their use.

2. The views expressed in this book are those of the authors and do not
necessarily represent the views of DoD or its components.

Wendy L. and Angel R. Martinez
August 2001
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Chapter 1

Introduction

1.1 What Is Computational Statistics?

Obviously, computational statistics relates to the traditional discipline of sta-
tistics. So, before we define computational statistics proper, we need to get a
handle on what we mean by the field of statistics. At a most basic level, sta-
tistics is concerned with the transformation of raw data into knowledge
[Wegman, 1988].

When faced with an application requiring the analysis of raw data, any sci-
entist must address questions such as:

What data should be collected to answer the questions in the anal-
ysis?

e How much data should be collected?

* What conclusions can be drawn from the data?

* How far can those conclusions be trusted?

Statistics is concerned with the science of uncertainty and can help the scien-
tist deal with these questions. Many classical methods (regression, hypothe-
Sis testing, parameter estimation, confidence intervals, etc.) of statistics
developed over the last century are familiar to scientists and are widely used
in many disciplines [Efron and Tibshirani, 1991].

Now, what do we mean by computational statistics? Here we again follow
the definition given in Wegman [1988]. Wegman defines computational sta-
tistics as a collection of techniques that have a strong “focus on the exploita-
tion of computing in the creation of new statistical methodology.”

Many of these methodologies became feasible after the development of
inexpensive computing hardware since the 1980’s. This computing revolu-
tion has enabled scientists and engineers to store and process massive
amounts of data. However, these data are typically collected without a clear
idea of what they will be used for in a study. For instance, in the practice of
data analysis today, we often collect the data and then we design a study to
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gain some useful information from them. In contrast, the traditional
approach has been to first designthe study based on researchquestions and
then collect the required data.

Because the storage andcollection is so cheap,the data sets that analysts
must deal with today tend to be very large and high-dimensional. It is in sit-
uations like these where many of the classical mehods in statistics are inad-
equate. As examples of computational statistics methods, Wegman [1988]
includes parallel coordinates for high dimensional data representation, non-
parametric functional inference, and data set mapping where the analysis
techniques are considered fixed.

Efron and Tibshirani [1991] referto what we call computational statistics as
computer-intensivetatistical methodsT hey give the following as examples for
these typesof techniques: bootstrap methods, nonparametric regression,
generalized additive models and classification and regression trees. They
note that these methods differ from the classicalmethods in statistics because
they substitute computer algorithms for the more traditional mathematical
method of obtaining an answer. An import ant aspect of computational statis-
tics is that the methods free the analyst from choosing methods mainly
becauseof their mathematical tractability.

Volume 9 of the Handbookof Statistics ComputationalStatistics[Rao, 1993]
covers topics that illustrate the “... trend in modern statisticsof basic method-
ology supported by the state-of-the-art computational and graphical facili-
ties...” It includes chapters on computing, density estimation, Gibbs
sampling, the bootstrap, the jackknife, nonparametric function estimation,
statistical visualization, and others.

We mention the topics that can be considered part of computational statis-
tics to help the reader understand the difference between these and the more
traditional methods of statistics. Table 1.1 [Wegman, 1988] gives an excellent
comparison of the two areas.

1.2 An Overview of the Book

The focus of this book is on methods of computational statistics and how to
implement them. We leave out much of the theory, so the reader can concen-
trate on how the techniques may be applied. In many texts and journal arti-
cles, the theory obscures implementation issues, contributing to a loss of
interest on the part of those needing to apply the theory. The reader should
not misunderstand, though; the methods presented in this book are built on
solid mathematical foundations. Therefore, at the end of each chapter, we
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Comparison Between Traditional Statisti csand Computational Statisti cs
[Wegman, 1988]. Reprinted with permission from the Joumnal of the

Washington Academyof Sciences

Traditional St atistics

Comput ational Statistics

Small to moderate sample size

Independent, identically dist ributed
data sets

One or low di mensional

Manually computational

Mathematically tractable

Well focused questions

Strong unverifiable assumptions:
Relationships (linearity, additivity)
Error structures (normality)

Statistical inference

Predominantly closed form
algorithms

Statistical optimality

Large to very large sample size

Nonhomogeneous data sets

High di mensional
Computationally intensive
Numerically tractable
Imprecise questions
Weak or no assumptions:
Relationships (nonlinearity)
Error structures (distribution free)

Structural inference

Iterative algorithms possible

Statistical robustness

include a section containing referencesthat explain the theoretical concepts
associated with the methods coveredin that chapter.

In this book, we cover some of the most commonly used techniques in com-
putation al statistics. While we cannot include all methods that might be a
part of computational statistics, we try to presentthosethat have been in use
for several years.

Since the focusof this book is on the implementation of the methods, we
include algorithmic descriptions of the procedures. We also provide exam-
ples that illustrate the use of the algorithms in data analysis. It is our hope
that seeing how the techniques are implemented will help the reader under-
stand the concepts and facilitate their use in data analysis.

Some background information is given in Chapters 2, 3, and 4 for those
who might need a refresherin probability and statistics. In Chapter 2, we dis-
cusssome of the general conceptsof probability theory, focusing on how they
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will be used in later chapters of the book. Chapter 3 covers some of the basic
ideas of statistics and sampling distributions. Since many of the methods in
computational statistics are concerned with estimating distributions via sim-
ulation, this chapter is fundamental to the rest of the book. For the same rea-
son, we present some techniques for generating random variables in
Chapter 4.

Some of the methods in computational statistics enable the researcher to
explore the data before other analyses are performed. These techniques are
especially important with high dimensional data sets or when the questions
to be answered using the data are not well focused. In Chapter 5, we present
some graphical exploratory data analysis techniques that could fall into the
category of traditional statistics (e.g., box plots, scatterplots). We include
them in this text so statisticians can see how to implement them in MATLAB
and to educate scientists and engineers as to their usage in exploratory data
analysis. Other graphical methods in this chapter do fall into the category of
computational statistics. Among these are isosurfaces, parallel coordinates,
the grand tour and projection pursuit.

In Chapters 6 and 7, we present methods that come under the general head-
ing of resampling. We first cover some of the general concepts in hypothesis
testing and confidence intervals to help the reader better understand what
follows. We then provide procedures for hypothesis testing using simulation,
including a discussion on evaluating the performance of hypothesis tests.
This is followed by the bootstrap method, where the data set is used as an
estimate of the population and subsequent sampling is done from the sam-
ple. We show how to get bootstrap estimates of standard error, bias and con-
fidence intervals. Chapter 7 continues with two closely related methods
called jackknife and cross-validation.

One of the important applications of computational statistics is the estima-
tion of probability density functions. Chapter 8 covers this topic, with an
emphasis on the nonparametric approach. We show how to obtain estimates
using probability density histograms, frequency polygons, averaged shifted
histograms, kernel density estimates, finite mixtures and adaptive mixtures.

Chapter 9 uses some of the concepts from probability density estimation
and cross-validation. In this chapter, we present some techniques for statisti-
cal pattern recognition. As before, we start with an introduction of the classi-
cal methods and then illustrate some of the techniques that can be considered
part of computational statistics, such as classification trees and clustering.

In Chapter 10 we describe some of the algorithms for nonparametric
regression and smoothing. One nonparametric technique is a tree-based
method called regression trees. Another uses the kernel densities of
Chapter 8. Finally, we discuss smoothing using loess and its variants.

An approach for simulating a distribution that has become widely used
over the last several years is called Markov chain Monte Carlo. Chapter 11
covers this important topic and shows how it can be used to simulate a pos-
terior distribution. Once we have the posterior distribution, we can use it to
estimate statistics of interest (means, variances, etc.).
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We conclude the book with a chapter on spatial statistics as a way of show-
ing how some of the methods can be employed in the analysis of spatial data.
We provide some background on the different types of spatial data analysis,
but we concentrate on spatial point patterns only. We apply kernel density
estimation, exploratory data analysis, and simulation-based hypothesis test-
ing to the investigation of spatial point processes.

We also include several appendices to aid the reader. Appendix A contains
a brief introduction to MATLAB, which should help readers understand the
code in the examples and exercises. Appendix B is an index to notation, with
definitions and references to where it is used in the text. Appendices C and D
include some further information about projection pursuit and MATLAB
source code that is too lengthy for the body of the text. In Appendices E and
F, we provide a list of the functions that are contained in the MATLAB Statis-
tics Toolbox and the Computational Statistics Toolbox, respectively. Finally,
in Appendix G, we include a brief description of the data sets that are men-
tioned in the book.

The explanation of the algorithms in computational statistics (and the under-
standing of them!) depends a lot on notation. In most instances, we follow the
notation that is used in the literature for the corresponding method. Rather
than try to have unique symbols throughout the book, we think it is more
important to be faithful to the convention to facilitate understanding of the
theory and to make it easier for readers to make the connection between the
theory and the text. Because of this, the same symbols might be used in sev-
eral places.

In general, we try to stay with the convention that random variables are
capital letters, whereas small lettersrefer to realizations of random variables.
For example, X is a random variable, and x is an observed value of that ran-
dom variable. When we use the term log, we are referring to the natural log-
arithm.

A symbol that is in bold refers to an array. Arrays can be row vectors, col-
umn vectors or matrices. Typically, a matrix is represented by a bold capital
letter such as B, while a vector is denoted by a bold lowercase letter such as
b. When we are using explicit matrix notation, then we specify the dimen-
sions of the arrays. Otherwise, we do not hold to the convention that a vector
always has to be in a column format. For example, we might represent a vec-
tor of observed random variables as x; X, X; or a vector of parameters as
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1.3 MaTLaB Code

Along with the algorithmic explanation of the procedures, we include
MATLAB commands to show how they are implemented. Any MATLAB
commands, functions or data sets are in courier bold font. For example, plot
denotes the MATLAB plotting function. The commands that are in the exam-
ples can be typed in at the command line to execute the examples. However,
we note that due to typesetting considerations, we often have to continue a
MATLAB command using the continuation punctuation ( ... ). However,
users do not have to include that with their implementations of the algo-
rithms. See Appendix A for more information on how this punctuation is
used in MATLAB.

Since this is a book about computational statistics, we assume the reader
has the MATLAB Statistics Toolbox. In Appendix E, we include a list of func-
tions that are in the toolbox and try to note in the text what functions are part
of the main MATLAB software package and what functions are available
only in the Statistics Toolbox.

The choice of MATLAB for implementation of the methods is due to the fol-
lowing reasons:

» The commands, functions and arguments in MATLAB are not cryp-
tic. It is important to have a programming language that is easy to
understand and intuitive, since we include the programs to help
teach the concepts.

* Itis used extensively by scientists and engineers.
« Student versions are available.
* Itis easy to write programs in MATLAB.

* The source code or M-files can be viewed, so users can learn about
the algorithms and their implementation.

» User-written MATLAB programs are freely available.
» The graphics capabilities are excellent.

It is important to note that the MATLAB code given in the body of the book
is for learning purposes. In many cases, it is not the most efficient way to pro-
gram the algorithm. One of the purposes of including the MATLAB code is
to help the reader understand the algorithms, especially how to implement
them. So, we try to have the code match the procedures and to stay away
from cryptic programming constructs. For example, we use for loops at
times (when unnecessary!) to match the procedure. We make no claims that
our code is the best way or the only way to program the algorithms.

In some cases, the MATLAB code is contained in an appendix, rather than
in the corresponding chapter. These are applications where the MATLAB
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program does not provide insights about the algorithms. For example, with
classification and regression trees, the code can be quite complicated in
places, so the functions are relegated to an appendix (Appendix D). Including
these in the body of the text would distract the reader from the important
concepts being presented.

The majority of the algorithms covered in this book are not available in
MATLAB. So, we provide functions that implement most of the procedures
that are given in the text. Note that these functions are a little different from
the MATLAB code provided in the examples. In most cases, the functions
allow the user to implement the algorithms for the general case. A list of the
functions and their purpose is given in Appendix F. We also give a summary
of the appropriate functions at the end of each chapter.

The MATLAB functions for the book are part of what we are calling the
Computational Statistics Toolbox. To make it easier to recognize these func-
tions, we put the letters ‘cs’ in front. The toolbox can be downloaded from

* http://lib.stat.cmu.edu
* http://www.infinityassociates.com

Information on installing the toolbox is given in the readme file and on the
website.

One of the many strong points about MATLAB is the availability of functions
written by users, most of which are freely available on the internet. With each
chapter, we provide information about internet resources for MATLAB pro-
grams (and other languages) that pertain to the techniques covered in the
chapter.

The following are some internet sources for MATLAB code. Note that these
are not necessarily specific to statistics, but are for all areas of science and
engineering.

* The main website at The MathWorks, Inc. has code written by users
and technicians of the company. The website for user contributed
M-files is:

http://www.mathworks.com/support/ftp/
The website for M-files contributed by The MathWorks, Inc. is:
ftp://ftp.mathworks.com/pub/mathworks/

» Another excellent resource for MATLAB programs is
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http://lib.stat.cmu.edu
http://www.infinityassociates.com
http://www.mathworks.com/support/ftp/
ftp://ftp.mathworks.com/pub/mathworks/

http://www.mathtools.net
At this site, you can sign up to be notified of new submissions.

» The main website for user contributed statistics programs is StatLib
at Carnegie Mellon University. They have a new section containing
MATLAB code. The home page for StatLib is

http://lib.stat.cmu.edu

* We also provide the following internet sites that contain a list of
MATLAB code available for purchase or download.

http://dmoz.org/Science/Math/Software/MATLAB/
http://directory.google.com/Top/-
Science/Math/Software/MATLAB/

1.4 Further Reading

To gain more insight on what is computational statistics, we refer the reader
to the seminal paper by Wegman [1988]. Wegman discusses many of the dif-
ferences between traditional and computational statistics. He also includes a
discussion on what a graduate curriculum in computational statistics should
consist of and contrasts this with the more traditional course work. A later
paper by Efron and Tibshirani [1991] presents a summary of the new focus in
statistical data analysis that came about with the advent of the computer age.
Other papers in this area include Hoaglin and Andrews [1975] and Efron
[1979]. Hoaglin and Andrews discuss the connection between computing
and statistical theory and the importance of properly reporting the results
from simulation experiments. Efron’s article presents a survey of computa-
tional statistics techniques (the jackknife, the bootstrap, error estimation in
discriminant analysis, nonparametric methods, and more) for an audience
with a mathematics background, but little knowledge of statistics. Chambers
[1999] looks at the concepts underlying computing with data, including the
challenges this presents and new directions for the future.

There are very few general books in the area of computational statistics.
One is a compendium of articles edited by C. R. Rao [1993]. This is a fairly
comprehensive overview of many topics pertaining to computational statis-
tics. The new text by Gentle [2001] is an excellent resource in computational
statistics for the student or researcher. A good reference for statistical com-
puting is Thisted [1988].

For those who need a resource for learning MATLAB, we recommend a
wonderful book by Hanselman and Littlefield [1998]. This gives a compre-
hensive overview of MATLAB Version 5 and has been updated for Version 6
[Hanselman and Littlefield, 2001]. These books have information about the
many capabilities of MATLAB, how to write programs, graphics and GUIs,
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http://www.mathtools.net.
http://lib.stat.cmu.edu
http://dmoz.org/Science/Math/Software/MATLAB/
http://directory.google.com/Top/Science/Math/Software/MATLAB/

and much more. For the beginning user of MATLAB, these are a good place
to start.
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Chapter 2

ProbabilityConcepts

2.1 Introduction

A review of probability is covered here at the outset because it provides the
foundation for what is to follow: computational statistics. Readers who
understand probability concepts may safely skip over this chapter.

Probability is the mechanism by which we can manage the uncertainty that
underlies all real world data and phenomena. It enables us to gauge our
degree of belief and to quantify the lack of certitude that is inherent in the
process that generates the data we are analyzing. For example:

* To understand and use statistical hypothesis testing, one needs
knowledge of the sampling distribution of the test statistic.

To evaluate the performance (e.g., standard error, bias, etc.) of an
estimate, we must know its sampling distribution.

» To adequately simulate a real system, one needs to understand the
probability distributions that correctly model the underlying pro-
cesses.

 To build classifiers to predict what group an object belongs to based

on a set of features, one can estimate the probability density func-
tion that describes the individual classes.

In this chapter, we provide a brief overview of probability concepts and
distributions as they pertain to computational statistics. In Section 2.2, we
define probability and discuss some of its properties. In Section 2.3, we cover
conditional probability, independence and Bayes’ Theorem. Expectations are
defined in Section 2.4, and common distributions and their uses in modeling
physical phenomena are discussed in Section 2.5. In Section 2.6, we summa-
rize some MATLAB functions that implement the ideas from Chapter 2.
Finally, in Section 2.7 we provide additional resources for the reader who
requires a more theoretical treatment of probability.
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2.2 Probability

A random experiment is defined as a process or action whose outcome cannot
be predicted with certainty and would likely change when the experiment is
repeated. The variability in the outcomes might arise from many sources:
slight errors in measurements, choosing different objects for testing, etc. The
ability to model and analyze the outcomes from experiments is at the heart of
statistics. Some examples of random experiments that arise in different disci-
plines are given below.

» Engineering : Data are collected on the number of failures of piston
rings in the legs of steam-driven compressors. Engineers would be
interested in determining the probability of piston failure in each
leg and whether the failure varies among the compressors [Hand,
et al., 1994].

» Medicine : The oral glucose tolerance test is a diagnostic tool for
early diabetes mellitus. The results of the test are subject to varia-
tion because of different rates at which people absorb the glucose,
and the variation is particularly noticeable in pregnant women.
Scientists would be interested in analyzing and modeling the vari-
ation of glucose before and after pregnancy [Andrews and
Herzberg, 1985].

» Manufacturing : Manufacturers of cement are interested in the ten-
sile strength of their product. The strength depends on many fac-
tors, one of which is the length of time the cement is dried. An
experiment is conducted where different batches of cement are
tested for tensile strength after different drying times. Engineers
would like to determine the relationship between drying time and
tensile strength of the cement [Hand, et al., 1994].

» Software Engineering : Engineers measure the failure times in CPU
seconds of a command and control software system. These data
are used to obtain models to predict the reliability of the software
system [Hand, et al., 1994].

The sample spaceis the set of all outcomes from an experiment. It is possi-
ble sometimes to list all outcomes in the sample space. This is especially true
in the case of some discrete random variables. Examples of these sample
spaces are:
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» When observing piston ring failures, the sample spaceis 1 0,
where 1 represents a failure and O represents a non-failure.

» If we roll a six-sided die and count the number of dots on the face,
then the sample spaceis 1 2 3456

The outcomes from random experiments are often represented by an
uppercase variable such asX. This is called arandom variable , and its value
is subject to the uncertainty intrinsic to the experiment. Formally, a random
variable is a real-valued function defined on the sample space. As we see in
the remainder of the text, a random variable can take on different values
according to a probability distribution. Using our examples of experiments
from above, a random variable X might represent the failure time of a soft-
ware system or the glucose level of a patient. The observed value of a random
variable X is denoted by a lowercasex. For instance, a random variable X
might represent the number of failures of piston rings in a compressor, and
x = 5 would indicate that we observed 5 piston ring failures.

Random variables can be discrete or continuous. A discrete random vari-
able can take on values from a finite or countably infinite set of numbers.
Examples of discrete random variables are the number of defective parts or
the number of typographical errors on a page. A continuous random variable
is one that can take on values from an interval of real numbers. Examples of
continuous random variables are the inter-arrival times of planes at a run-
way, the average weight of tablets in a pharmaceutical production line or the
average voltage of a power plant at different times.

We cannot list all outcomes from an experiment when we observe a contin-
uous random variable, because there are an infinite number of possibilities.
However, we could specify the interval of values that X can take on. For
example, if the random variable X represents the tensile strength of cement,
then the sample space might be 0 kglent? .

An eventis a subset of outcomes in the sample space. An event might be
that a piston ring is defective or that the tensile strength of cement is in the
range 40 to 50 kg/cm?2. The probability of an event is usually expressed using
the random variable notation illustrated below.

» Discrete Random Variables: Letting 1 represent a defective piston
ring and letting O represent a good piston ring, then the probability
of the event that a piston ring is defective would be written as

PX=1.

» Continuous Random Variables : Let X denote the tensile strength
of cement. The probability that an observed tensile strength is in
the range 40 to 50 kg/cm? is expressed as

P 40 kglcnf X 50 kg/enf .
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Some events have a special property when they are considered together.
Two events that cannot occur simultaneously or jointly are called mutually
exclusive events This means that the intersection of the two events is the
empty set and the probability of the events occurring together is zero. For
example, a piston ring cannot be both defective and good at the same time.
So, the event of getting a defective part and the event of getting a good part
are mutually exclusive events. The definition of mutually exclusive events
can be extended to any number of events by considering all pairs of events.
Every pair of events must be mutually exclusive for all of them to be mutu-
ally exclusive.

Probability is a measure of the likelihood that some event will occur. It is also
a way to quantify or to gauge the likelihood that an observed measurement
or random variable will take on values within some set or range of values.
Probabilities always range between 0 and 1. A probability distribution of a
random variable describes the probabilities associated with each possible
value for the random variable.

We first briefly describe two somewhat classical methods for assigning
probabilities: the equal likelihood model and the relative frequency method.
When we have an experiment where each ofn outcomes is equally likely,
then we assign a probability mass of 1 n to each outcome. This is the equal
likelihood model. Some experiments where this model can be used are flip-
ping a fair coin, tossing an unloaded die or randomly selecting a card from a
deck of cards.

When the equal likelihood assumption is not valid, then the relative fre-
guency method can be used. With this technique, we conduct the experiment
n times and record the outcome. The probability of event E is assigned by
P E = f n,wherefdenotes the number of experimental outcomes that sat-
isfy event E.

Another way to find the desired probability that an event occurs is to use a
probability density function when we have continuous random variables or
a probability mass function in the case of discrete random variables. Section
2.5 contains several examples of probability density (mass) functions. In this
text, f X is used to represent the probability mass or density function for
either discrete or continuous random variables, respectively. We now discuss
how to find probabilities using these functions, first for the continuous case
and then for discrete random variables.

To find the probability that a continuous random variable falls in a partic-
ular interval of real numbers, we have to calculate the appropriate area under
the curve of f x . Thus, we have to evaluate the integral of f x over the inter-
val of random variables corresponding to the event of interest. This is repre-
sented by
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Pa X b= fxadx. (2.1)

The area under the curve of f x betweenaand b represents the probability

that an observed value of the random variable X will assume a value between

aand b. This concept is illustrated in Figure 2.1 where the shaded area repre-
sents the desired probability.

0.2
0.18
0.16
0.14}

0.12}

f(x)

0.1
0.08 |
0.06
0.04}
0.02

6 4 2 0 2 4 6
Random Variable X

The area under the curve of f(x) between -1 and 4 is the same as the probability that an
observed value of the random variable will assume a value in the same interval.

It should be noted that a valid probability density function should be non-
negative, and the total area under the curve must equal 1. If this is not the
case, then the probabilities will not be properly restricted to the interval

0 1 . This will be an important consideration in Chapter 8 where we dis-
cuss probability density estimation techniques.

The cumulative distribution function F x is defined as the probability
that the random variable X assumes a value less than or equal to a giverx.
This is calculated from the probability density function, as follows

Fx =P X x = ftdt. (2.2)
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This shows the same bivariate histogram of Figure 5.22, where the heights of the bars are
plotted using the MATLAB function bar3 .
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Here is a different display of the bivariate histogram of Example 5.15. The size and color of
the markers indicate the heights of the bins.
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that relate the marker size and color to the height of the bins. We add the
colorbar  to map the heights of the bins to the color.

% Plot the 2-D histogram as a scatterplot with

% heights proportional to marker size.

% Find the bin centers to use in the scatterplot.

nl = length(tl);

n2 = length(t2);

ttl = linspace((t1(1)+t1(2))/2,...
(t1(n1-1)+t1(nl1))/2,nbl);

tt2 = linspace((t2(1)+t2(2))/2,...
(t2(n2-1)+t2(n2))/2,nb2);

[Xxs,yys] = meshgrid(ttl,tt2);

scatter(xxs(:),yys(:),(Z(:)+eps)*1000,...

(Z(:)+eps)*1000,filled")

% Create a colorbar and set the axis

% to the correct scale

h_ax = colorbar;

% Get the current labels.

temp = get(h_ax,'Yticklabel');

[nr,nc] = size(temp);

% Convert from strings to numbers.

newlab = cell(nr,1);

tempcell = cellstr(temp);

% Re-scale and convert back to numbers.

for i=1:nr

newlab{i}=num2str((str2num(tempcell{i})/1000));
end
set(h_ax,"Yticklabel',newlab)

This graphic is given in Figure 5.24. Note that we still see the same bivariate
normal distribution. The reader might want to compare this plot with the
scatterplot of the sample shown in Figure 5.22.

As with 2-D data, one way we can view trivariate data is with the scatterplot.
This is the 3-D analog of the bivariate scatterplot. In this case, the ordered tri-
ples xy z are plotted as points. MATLAB provides a function called
scatter3  that will create a 3-D scatterplot. Analogous to the bivariate case,
you can also use theplot3 function using a symbol for the marker style to
obtain a 3-D scatterplot.
A useful MATLAB command when visualizing anything in 3-D is

rotate3d . Simply type this in at the command line, and you will be able to
rotate your graphic using the mouse. There is also a toolbar button that acti-
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vates the same capability. One reason for looking at scatterplots of the data is
to look for interesting structures. The ability to view these structures for 3-D
data is dependent on the viewpoint or projection to the screen. When looking
at 3-D scatterplots, the analyst should rotate them to search the data for pat-
terns or structure.

Example 5.16

Three variables were measured on ten insects from each of three species
[Hand, et al.,1994]. The variables correspond to the width of the first joint of
the first tarsus, the width of the first joint of the second tarsus and the maxi-
mal width of the aedeagus. All widths are measured in microns. These data
were originally used in cluster analysis [Lindsey, Herzberg, and Watts, 1987].
What we would like to see from the scatterplot is whether the data for each
species can be separated from the others. In other words, is there clear sepa-
ration or clustering between the species using these variables? The 3-D scat-
terplot for these data is shown in Figure 5.25. This view of the scatterplot
indicates that using these variables for pattern recognition or clustering (see
Chapter 9) is reasonable.

% Load the insect data

load insect

% Create a 3-D scatter plot using a

% different color and marker

% for each class of insect.

% Plot the first class and hold the plot.

plot3(insect(1:10,1),insect(1:10,2),...
insect(1:10,3),ro")

hold on

% Plot the second class.

plot3(insect(11:20,1),insect(11:20,2),...
insect(11:20,3),'gx")

% Plot the third class.

plot3(insect(21:30,1),insect(21:30,2),...
insect(21:30,3),'b*")

% Be sure to turn the hold off!

hold off
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This is a 3-D scatterplot of theinsect data. Each species is plotted using a different symbol.
This plot indicates that we should be able to identify (with reasonable success) the species
based on these three variables.

5.4 Exploring Multi-Dimensional Data

Several methods have been developed to address the problem of visualizing
multi-dimensional data. Here we consider applications where we are trying
to explore data that has more than three dimensions d 3

We discuss several ways of statically visualizing multi-dimensional data.
These include the scatterplot matrix, slices, 3-D contours, star plots, Andrews
curves, and parallel coordinates. We finish this section with a description of
projection pursuit exploratory data analysis and the grand tour. The grand
tour provides a dynamic display of projections of multi-dimensional data,
and projection pursuit looks for structure in 1-D or 2-D projections. It should
be noted that some of the methods presented here are not restricted to the
case where the dimensionality of our data is greater than 3-D.

In the previous sections, we presented the scatterplot as a way of looking at
2-D and 3-D data. We can extend this to multi-dimensional data by looking
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at 2-D scatterplots of all possible pairs of variables. This allows one to view
pairwise relationships and to look for interesting structures in two dimen-
sions. MATLAB provides a function called plotmatrix that will create a
scatterplot matrix. Its use is illustrated below.

Example 5.17

Theiris data are well-known to statisticians and are often used to illustrate
classification, clustering or visualization techniques. The data were collected
by Anderson [1935] and were analyzed by Fisher [1936], so the data are often
called Fishefs iris databy statisticians. The data consist of 150 observations
containing four measurements based on the petals and sepals of three species
of iris. These three species arelris setosalris virginica and Iris versicolor We
apply the plotmatrix function to the iris data set.

load iris

% This loads up three matrices, one for each species.
% Get the plotmatrix display of the Iris setosa data.
[H,ax,bigax,P] = plotmatrix(setosa);
axes(bigax),title('lIris Setosa’)
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This is the scatterplot matrix for the Iris setosadata using the plotmatrix function.
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The results are shown in Figure 5.26. Several argument options are available
for the plotmatrix function. If the first two arguments are matrices, then
MATLAB plots one column versus the other column. In our example, we use
a single matrix argument, and MATLAB creates scatterplots of all possible
pairs of variables. Histograms of each variable or column are shown along
the diagonal of the scatterplot matrix. Optional output arguments allow one
to add a title or change the plot as shown in the following MATLAB com-
mands. Here we replace the histograms with text that identifies the variable
names and display the result in Figure 5.27.

% Create the labels as a cell array of strings.
labs = {'Sepal Length','Sepal Width',...

'Petal Length’, 'Petal Width'};
[H,ax,bigax,P] = plotmatrix(virginica);
axes(bigax)
title('Virginica')

% Delete the histograms.
delete(P)
%Put the labels in - the positions might have
% to be adjusted depending on the text.
fori=1:4
txtax = axes('Position’,get(ax(i,i),'Position’),...
‘units’,'normalized");
text(.1, .5,labs{i})
set(txtax,xtick',[],'ytick',[],...
'xgrid’,'off','ygrid’,'off','box’,'on")
end

If we have a function defined over a volume, f x y z, then we can view it
using the MATLAB slice function or the isosurface  function (available
in MATLAB 5.3 and higher). This situation could arise in cases where we
have a probability density function defined over a volume. The slice capa-
bility allows us to view the distribution of our data on slices through a vol-
ume. Theisosurface  function allows us to view 3-D contours through our
volume. These are illustrated in the following examples.

Example 5.18

To illustrate the slice function, we need f x y z values that are defined
over a 3-D grid or volume. We will use a trivariate normal distribution cen-
tered at the origin with covariance equal to the identity matrix. The following
MATLAB code displays slices through the x = 0, y = 0, and z = 0 planes,
and the resulting display is shown in Figure 5.28. A standard normal bivari-
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By using MATLAB ’s Handle Graphics, we can add text for the variable name to the diagonal
boxes.

ate density is given in Figure 5.29 to help the reader understand what the
slice  function is showing. The density or height of the surface defined over
the volume is mapped to a color. Therefore, in the slice  plot, you can see
that the maximum density or surface height is at the origin with the height
decreasing at the edges of the slices. The color at each point is obtained by
interpolation into the volume f x y z.

% Create a grid for the domain.

[X,y,z] = meshgrid(-3:.1:3,-3:.1:3,-3:.1:3);
[n,d] = size(x());

% Evaluate the trivariate standard normal.

a = (2*pi)(3/2);

arg = (x."2 +y.n2 + z."2),

prob = exp((-.5)*arg)/a,;

% Slice through the x=0, y=0, z=0 planes.
slice(x,y,z,prob,0,0,0)

xlabel(*X Axis'),ylabel('Y Axis'),zlabel('Z Axis")

Isosurfaces are a way of viewing contours through a volume. An isosurface
is a surface where the function valuesf x y z are constant. These are similar
to / -level contours [Scott, 1992], which are defined by
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These are slices through thex = 0y = 0 z = 0 planes for a standard trivariate normal
distribution. Each of these planes slice through the volume, and the value of the volume (in
this case, the height of the trivariate normal density) is represented by the color. The mode
at the origin is clearly seen. We can also see that it is symmetric, because the volume is a
mirror image in every slice. Finally, note that the ranges for all the axes are consistent with
a standard normal distribution.

S = xt X =/ fha o/ 1, (5.8)

where x is ad-dimensional vector. Generally, the / -level contours are nested
surfaces.

The MATLAB function isosurface(X,Y,Z,V,isosvalue) deter-
mines the contour from the volume data V at the value given by isovalue
The arrays in X, Y, and Z define the coordinates for the volume. The outputs
from this function are the faces and vertices corresponding to the isosurface
and can be passed directly into the patch function for displaying.

Example 5.19

We illustrate several isosurfaces of 3-D contours for data that is uniformly
distributed over the volume defined by a unit cube. We display two contours
of different levels in Figures 5.30 and 5.31.

% Get some data that will be between 0 and 1.
data = rand(10,10,10);
data = smooth3(data,'gaussian’);
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This is the surface plot for a standard normal bivariate distribution. to help the reader
understand what is shown in Figure 5.28.

% Just in case there are some figure windows
% open - we should start anew.
close all
fori=1[0.4 0.6]
figure
hpatch=patch(isosurface(data,i),...
'Facecolor','blue’,...
‘Edgecolor’,'none’,...
‘AmbientStrength’,.2,...
‘SpecularStrength’,.7,...
'DiffuseStrength’,.4);
isonormals(data,hpatch)
title(['f(x,y,z) = ' num2str(i)])
daspect([1,1,1])
axis tight
axis off
view(3)
camlight right
camlight left
lighting phong
drawnow
end
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In Figure 5.30, we have the isosurface forf x y z = 0.4. The isosurface for
fxyz = 0.6isgiven in Figure 5.31. Again, these are surface contours
where the value of the volume is the same.

fix,y,z)=04

This is the isosurface of Example 5.19 forf x y z = 0.4 .

It would be better if we had a context to help us understand what we are
viewing with the isosurfaces. This can be done easily in MATLAB using the
function called isocaps . This function puts caps on the boundaries of the
domain and shows the distribution of the volume f x y z above the isosur-
face. The color of the cap is mapped to the valuesf x y z that are above the
given value isovalue . Values below the isovalue can be shown on the
isocap via the optional input argument, enclose . The following example
illustrates this concept by adding isocaps to the surfaces obtained in
Example 5.19.

Example 5.20

These MATLAB commands show how to add isocaps to the isosurfaces in
the previous example.

for i=[0.4 0.6]
figure
hpatch = patch(isosurface(data,i),...
'Facecolor','blue’,...
‘Edgecolor’,'none’,...
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fix,y,z)= 0.6

This is the isosurface of Example 5.19 forf x y z = 0.6.

'AmbientStrength’,.2,...
'SpecularStrength’,.7,...
'DiffuseStrength’,.4);

isonormals(data,hpatch)

patch(isocaps(data,i),...
'Facecolor','interp’, ...
'EdgeColor’,'none’)

colormap hsv

title(['f(x,y,z) ="' num2str(i)])

daspect([1,1,1])

axis tight

axis off

view(3)

camlight right

camlight left

lighting phong

drawnow

end

Figure 5.32 shows theisosurface of Figure 5.30 with the isocaps . Itis
easier now to see what values are‘insid€ the isosurface or contour.
Figure 5.33 shows theisocaps added to theisosurface  corresponding to
Figure 5.31.
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fixyz) =04

This is the isosurface of Figure 5.30 with isocaps added. Note that the color of the
edges is mapped to the volume. The default is to map all values abovef x y z = 0.4 to
the color on the isocaps . This can be changed by an input argument to isocaps .

Star diagrams were developed by Fienberg [1979] as a way of viewing multi-

dimensional observations as a glyph or star. Each observed data point in the
sample is plotted as a star, with the value of each measurement shown as a
radial line from a common center point. Thus, each measured value for an

observation is plotted as a spoke that is proportional to the size of the mea-

sured variable with the ends of the spokes connected with line segments to

form a star. Star plots are a nice way to view the entire data set over all dimen-
sions, but they are not suitable when there is a large number of observations
(n  10) or many dimensions (e.g.,d 15).

The next example applies this technique to data obtained from ratings of
eight brands of cereal [Chakrapani and Ehrenberg, 1981; Venables and Ripley,
1994]. In our version of the star plot, the first variable is plotted as the spoke
at angle 6 = 0, and the rest are shown counter-clockwise from there.

Example 5.21
This example shows the MATLAB code to plot d-dimensional observations in
a star plot. Thecereal file contains a matrix where each row corresponds to
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This is the isosurface of Figure 5.31 with isocaps added. Note that the color of the
edges is mapped to the volume.

an observation and each column represents one of the variables or the per-
cent agreement with the following statements about the cereal:

e come back to

* tastes nice

* popular with all the family
* very easy to digest

* nourishing

* natural flavor

* reasonably priced

* alot of food value

» stays crispy in milk

* helps to keep you fit
« fun for children to eat

The resulting star plot is shown in Figure 5.34.

load cereal
% This file contains the labels and
% the matrix of 8 observations.
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clf

n=_8;

p=11;

% Find number of rows and columns for the stars.
ncol = floor(sqrt(n));

nrow = ceil(n/ncol);

% Re-scale the data.

md = min(cereal(:));

data = 1 + cereal - md;

% Get angles that are linearly spaced.
% Do not use the last point.

theta = linspace(0,2*pi,p+1);
theta(end) = [];

k=0;

fori=1:n
k = k+1;
% get the observation for plotting
r = data(k,:);

[x,y] = pol2cart(theta,r);
X =x(:); % make col vectors
Y =y();
X = [zeros(p,1) X];
Y = [zeros(p,1) Y];
x = [x(); x(L)];
y =[y(); y()I;
subplot(nrow,ncol,k),
patch(x,y,'w")
hold on
plot(X(1,:),Y(1,))
forii=2:p
plot(X(ii,:),Y(ii,:))
end
title(labs{k})
axis off
hold off

end

Andrews curves [Andrews, 1972] were developed as a method for visualiz-
ing multi-dimensional data by mapping each observation onto a function.
This is similar to star plots in that each observation or sample point is repre-
sented by a glyph, except that in this case the glyph is a curve. This function
is defined as
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Cereal 1 Cereal 2

== e

Cereal 3 Cereal 4
Cereal 5 Cereal 6
Cereal 7 Cereal 8

&%

This is the star plot of the cereal data.

fot = X, A/2+X,Sint +X;C08t +X,SiN2t +X;CO2t + (5.9)

where the range oft isgiven by —# t # . Each observation is projected onto
a set of orthogonal basis functions represented by sines and cosines and then
plotted. Thus, each sample point is now represented by a curve given by
Equation 5.9. We illustrate how to get the Andrews curves in Example 5.22.

Example 5.22
We use a simple example to show how to get Andrews curves. The data we
have are the following observations:

X, = 264
X, = 573
X3= 1809.
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Using Equation 5.9, we construct three curves, one corresponding to each
data point. The Andrews curves for the data are:

f_ t =2 .J2+6sint + 4cost

1

5 J2+ 7sint + 3cost

x, L

f, t =1 J2+8sint + 9cost.

We can plot these three functions in MATLAB using the following com-
mands. The Andrews curves for these data are shown in Figure 5.35.

% Get the domain.

t = linspace(-pi,pi);

% Evaluate function values for each observation.
f1 = 2/sqrt(2)+6*sin(t)+4*cos(t);

f2 = 5/sqrt(2)+7*sin(t)+3*cos(t);

f3 = 1/sqrt(2)+8*sin(t)+9*cos(t);
plot(t,f1,".",t,f2,"*',1,f3,'0")

legend('F1','F2','F3")

xlabel('t")

15

101

101

15

Andrews curves for the three data points in Example 5.22.
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It has been shown [Andrews, 1972; Embrechts and Herzberg, 1991] that
because of the mathematical properties of the trigonometric functions, the
Andrews curves preserve means, distance (up to a constant) and variances.
One consequence of this is that Andrews curves showing functions close
together suggest that the corresponding data points will also be close
together. Thus, one use of Andrews curves is to look for clustering of the data
points.

Example 5.23

We show how to construct Andrews curves for the iris  data, using only the
observations for Iris setosaand Iris virginica observations. We plot the curves
for each species in a different line style to see if there is evidence that we can
distinguish between the species using these variables.

load iris
% This defines the domain that will be plotted.
theta = (-pi+eps):0.1:(pi-eps);
n = 50;
p=4;
ysetosa = zeros(n,p);
% There will n curves plotted,
% one for each data point.
yvirginica = zeros(n,p);
% Take dot product of each row with observation.
ang = zeros(length(theta),p);
fstr = '[1/sqrt(2) sin(i) cos(i) sin(2*)]';
k=0;
% Evaluate sin and cos functions at each angle theta.
for i = theta
k = k+1;
ang(k,:) = eval(fstr);
end
% Now generate a ‘y’ for each observation.
fori=1:n
for j = 1L:length(theta)
% Find dot product with observation.
ysetosa(i,j)=setosa(i,:)*ang(j,:)";
yvirginica(i,j)=virginica(i,:)*ang(j,:)";
end
end
% Do all of the plots.
plot(theta,ysetosa(l,:),'r',...
theta,yvirginica(1,:),'b-.")
legend('lris Setosa’,'lris Virginica')
hold
fori=2:n

© 2002 by Chapman & Hall/lCRC



plot(theta,ysetosa(i,:),'r,...
theta,yvirginica(i,:),'b-.")
end
hold off
title('Andrews Plot’)
xlabel('t")
ylabel('Andrews Curve’)

The curves are shown in Figure 5.36. By plotting the two groups with differ-
ent line styles, we can gain some insights about whether or not these two spe-
cies of iris can be distinguished based on these features. From the Andrews
curves, we see that the observations exhibit similarity within each class and
that they show differences between the classes. Thus, we might get reason-
able discrimination using these features.

Andrews Plot
16 T T T T T T T
/= — lIris Setosa
14+ / X\ |- — Iris Virginica

101

Andrews Curve

These are the Andrews curves for the Iris setosaand Iris virginica data. The curves corre-
sponding to each species are plotted with different line styles. Note that the observations
within each group show similar curves, and that we seem to be able to separate these two
species.

Andrews curves are dependent on the order of the variables. Lower fre-
guency terms exert more influence on the shape of the curves, so re-ordering
the variables and viewing the resulting plot might provide insights about the
data. By lower frequency terms, we mean those that are first in the sum given
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in Equation 5.9. Embrechts and Herzberg [1991] also suggest that the data be
rescaled so they are centered at the origin and have covariance equal to the
identity matrix. Andrews curves can be extended by using orthogonal bases
other than sines and cosines. For example, Embrechts and Herzberg [1991]
illustrate Andrews curves using Legendre polynomials and Chebychev poly-
nomials.

In the Cartesian coordinate system the axes are orthogonal, so the most we
can view is three dimensions. If instead we draw the axes parallel to each
other, then we can view many axes on the same display. This technigque was
developed by Wegman [1986] as a way of viewing and analyzing multi-
dimensional data and was introduced by Inselberg [1985] in the context of
computational geometry and computer vision. Parallel coordinate tech-
niques were expanded on and described in a statistical setting by Wegman
[1990]. Wegman [1990] also gave a rigorous explanation of the properties of
parallel coordinates as a projective transformation and illustrated the duality
properties between the parallel coordinate representation and the Cartesian
orthogonal coordinate representation.

A parallel coordinate plot for d-dimensional data is constructed by draw-
ing d lines parallel to each other. We draw d copies of the real line represent-
ing the coordinates for x; X, X4- Thelines are the same distance apart and
are perpendicular to the Cartesian y axis. Additionally, they all have the same
positive orientation as the Cartesian x axis. Some versions of parallel coordi-
nates [Inselberg, 1985] draw the parallel axes perpendicular to the Cartesian
X axis.

Apoint C = ¢ ¢, is shown in Figure 5.37 with the MATLAB code
that generates it given in Example 5.24. We see that the point is a polygonal
line with verticesat ¢ i—1 i =1 d in Cartesian coordinates on the x;
parallel axis. Thus, a point in Cartesian coordinates is represented in parallel
coordinates as a series of connected line segments.

Example 5.24
We now plot the point C = 1 3 7 2 in parallel coordinates using these
MATLAB commands.

c=[1372]
% Get range of parallel axes.
x=[17];

% Plot the 4 parallel axes.

plot(x,zeros(1,2),x,0nes(1,2),x,...
2*ones(1,2),x,3*ones(1,2))

hold on

% Now plot point c as a polygonal line.
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*

This shows the parallel coordinate representation for the 4-D point (1,3,7,2).

plot(c,0:3,c,0:3,"*")

ax = axis;

axis([ax(1) ax(2) -1 41])
set(gca,'ytick',0)

hold off

If we plot observations in parallel coordinates with colors designating
what class they belong to, then the parallel coordinate display can be used to
determine whether or not the variables will enable us to separate the classes.
This is similar to the Andrews curves in Example 5.23, where we used the
Andrews curves to view the separation between two species of iris. The par-
allel coordinate plot provides graphical representations of multi-dimensional
relationships [Wegman, 1990]. The next example shows how parallel coordi-
nates can display the correlation between two variables.

Example 5.25
We first generate a set of 20 bivariate normal random variables with correla-
tion given by 1. We plot the data using the function called csparallel to

show how to recognize various types of correlation in parallel coordinate
plots.

% Get a covariance matrix with correlation 1.
covmat =[11; 1 1];
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% Generate the bivariate normal random variables.
% Note: you could use csmvrnd to get these.
[u,s,v] = svd(covmat);

vsqrt = (v¥(u'.*sqrt(s)));

subdata = randn(20,2);

data = subdata*vsqrt;

% Close any open figure windows.

close all

% Create parallel plot using CS Toolbox function.
csparallel(data)

titte('Correlation of 1)

This is shown in Figure 5.38. The direct linear relationship between the first
variable and the second variable is readily apparent. We can generate data
that are correlated differently by changing the covariance matrix. For exam-
ple, to obtain a random sample for data with a correlation of 0.2, we can use

covmat=[41.2;1.2, 9];

In Figure 5.39, we show the parallel coordinates plot for data that have a cor-
relation coefficient of -1. Note the different structure that is visible in the par-
allel coordinates plot.

In the previous example, we showed how parallel coordinates can indicate
the relationship between variables. To provide further insight, we illustrate
how parallel coordinates can indicate clustering of variables in a dimension.
Figure 5.40 shows data that can be separated into clusters in both of the
dimensions. This is indicated on the parallel coordinate representation by
separation or groups of lines along the x, and x, parallel axes. In Figure 5.41,
we have data that are separated into clusters in only one dimension, X, , but
not in the x, dimension. This appears in the parallel coordinates plot as a gap
in the x, parallel axis.

As with Andrews curves, the order of the variables makes a difference.
Adjacent parallel axes provide some insights about the relationship between
consecutive variables. To see other pairwise relationships, we must permute
the order of the parallel axes. Wegman [1990] provides a systematic way of
finding all permutations such that all adjacencies in the parallel coordinate
display will be visited.

Before we proceed to other topics, we provide an example applying paral-
lel coordinates to the iris  data. In Example 5.26, we illustrate a parallel
coordinates plot of the two classes:Iris setosand Iris virginica.

Example 5.26
First we load up the iris data. An optional input argument of the
csparallel function is the line style for the lines. This usage is shown
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Correlation of 1

X1

This is a parallel coordinate plot for bivariate data that have a correlation coefficient of 1.

Correlation of 1

x1

X2

The data shown in this parallel coordinate plot are negatively correlated.
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Clustering in Both Dimensions

x1

X2

Clustering in two dimensions produces gaps in both parallel axes.

Clustering in X,

Clustering in only one dimension produces a gap in the corresponding parallel axis.
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below, where we plot the Iris setosabservations as dot-dash lines and thelris
virginica as solid lines. Theparallel coordinate plots is given in Figure 5.42.

load iris

figure
csparallel(setosa,’-.")
hold on
csparallel(virginica,'-")
hold off

From this plot, we see evidence of groups or separation in coordinates x,
and Xj.

Here we see an example of a parallel coordinate plot for the iris  data. The Iris setosais

shown as dot-dash lines and the Iris virginica as solid lines. There is evidence of groups in

two of the coordinate axes, indicating that reasonable separation between these species could
be made based on these features.
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The Andrews curves and parallel coordinate plots are attempts to visualize
all of the data points and all of the dimensions at once. An Andrews curve
accomplishes this by mapping a data point to a curve. Parallel coordinate dis-
plays accomplish this by mapping each observation to a polygonal line with
vertices on parallel axes. Another option is to tackle the problem of visualiz-
ing multi-dimensional data by reducing the data to a smaller dimension via

a suitable projection. These methods reduce the data to 1-D or 2-D by project-
ing onto a line or a plane and then displaying each point in some suitable
graphic, such as a scatterplot. Once the data are reduced to something that
can be easily viewed, then exploring the data for patterns or interesting struc-
ture is possible.

One well-known method for reducing dimensionality is principal compo-
nent analysis (PCA) [Jackson, 1991]. This method uses the eigenvector
decomposition of the covariance (or the correlation) matrix. The data are then
projected onto the eigenvector corresponding to the maximum eigenvalue
(sometimes known as the first principal component) to reduce the data to one
dimension. In this case, the eigenvector is one that follows the direction of the
maximum variation in the data. Therefore, if we project onto the first princi-
pal component, then we will be using the direction that accounts for the max-
imum amount of variation using only one dimension. We illustrate the notion
of projecting data onto a line in Figure 5.43.

We could project onto two dimensions using the eigenvectors correspond-
ing to the largest and second largest eigenvalues. This would project onto the
plane spanned by these eigenvectors. As we see shortly, PCA can be thought
of in terms of projection pursuit, where the interesting structure is the vari-
ance of the projected data.

There are an infinite number of planes that we can use to reduce the dimen-
sionality of our data. As we just mentioned, the first two principal compo-
nents in PCA span one such plane, providing a projection such that the
variation in the projected data is maximized over all possible 2-D projections.
However, this might not be the best plane for highlighting interesting and
informative structure in the data. Structure is defined to be departure from
normality and includes such things as clusters, linear structures, holes, outli-
ers, etc. Thus, the objective is to find a projection plane that provides a 2-D
view of our data such that the structure (or departure from normality) is max-
imized over all possible 2-D projections.

We can use the Central Limit Theorem to motivate why we are interested
in departures from normality. Linear combinations of data (even Bernoulli
data) look normal. Since in most of the low-dimensional projections, one
observes a Gaussian, if there is something interesting (e.g., clusters, etc.), then
it has to be in the few non-normal projections.

Freidman and Tukey [1974] describe projection pursuit as a way of search-
ing for and exploring nonlinear structure in multi-dimensional data by exam-
ining many 2-D projections. The idea is that 2-D orthogonal projections of the

© 2002 by Chapman & Hall/lCRC



101

This illustrates the projection of 2-D data onto a line.

data should reveal structure that is in the original data. The projection pursuit
technigue can also be used to obtain 1-D projections, but we look only at the
2-D case. Extensions to this method are also described in the literature by
Friedman [1987], Posse [1995a, 1995b], Huber [1985], and Jones and Sibson
[1987]. In our presentation of projection pursuit exploratory data analysis, we
follow the method of Posse [1995a, 1995b].

Projection pursuit exploratory data analysis (PPEDA) is accomplished by
visiting many projections to find an interesting one, where interestingis mea-
sured by an index. In most cases, our interest is in non-normality, so the pro-
jection pursuit index usually measures the departure from normality. The
index we use is known as the chi-square index and is developed in Posse
[1995a, 1995b]. For completeness, other projection indexes are given in
Appendix C, and the interested reader is referred to Posse [1995b] for a sim-
ulation analysis of the performance of these indexes.

PPEDA consists of two parts:

1) a projection pursuit index that measures the degree of the structure
(or departure from normality), and

2) a method for finding the projection that yields the highest value
for the index.
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Posse [1995a, 1995b] uses a random search to locate the global optimum of the
projection index and combines it with the structure removal of Freidman
[1987] to get a sequence of interesting 2-D projections. Each projection found
shows a structure that is less important (in terms of the projection index) than
the previous one. Before we describe this method for PPEDA, we give a sum-
mary of the notation that we use in projection pursuit exploratory data anal-
ysis.

NOTATION - PROJECTION PURSUIT EXPLORATORY DATA ANALYSIS

X isan n 0d matrix, where each row X; corresponds to ad-dimen-
sional observation and n is the sample size.

Z is the sphered version of X.
is the 10d sample mean:

= X n. (5.10)

3 is the sample covariance matrix:

1 - ST

3= == Xi— X- . (5.11)

/ . areorthonormal (/ '/ =1 =.". and /'. = 0) d-dimensional

vectors that span the projection plane.
P /. s the projection plane spanned by/ and
zf z; are the sphered observations projected onto the vectors/ and

Z =27/
(5.12)

. T
/" ." denotes the plane where the index is maximum.

Pl.2/ . denotes the chi-square projection index evaluated using
the data projected onto the plane spanned by / and.

9, is the standard bivariate normal density.

C is the probability evaluated over the k-th region using the standard
bivariate normal,

c = 9,dz,dz,. (5.13)

By
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B, is a box in the projection plane.
lg, is the indicator function for region By

1 =# 36,]=0 8 is the angle by which the data are rotated in
the plane before being assigned to regions B, .
/> and.: ; aregiven by
/. =/ cos —.sin
(5.14)

=/ sin ;+. cos |

T j

c is a scalar that determines the size of the neighborhood around

/" ." thatis visited in the search for planes that provide better
values for the projection pursuit index.

v is a vector uniformly distributed on the unit d-dimensional sphere.

half specifies the number of steps without an increase in the projection
index, at which time the value of the neighborhood is halved.

m represents the number of searches or random starts to find the best
plane.

Posse [1995a, 1995b] developed an index based on the chi-square. The plane
is first divided into 48 regions or boxes B, that are distributed in rings. See
Figure 5.44 for an illustration of how the plane is partitioned. All regions have
the same angular width of 45 degrees and the inner regions have the same
radial width of 2log6 * > 5 This choice for the radial width provides
regions with approximately the same probability for the standard bivariate
normal distribution. The regions in the outer ring have probability 1 48The
regions are constructed in this way to account for the radial symmetry of the
bivariate normal distribution.

Posse [1995a, 1995b] provides the population version of the projection
index. We present only the empirical version here, because that is the one that
must be implemented on the computer. The projection index is given by

Plal. =3 Ek{ﬁ_ s,z 'z ' —g . (5.15)

j=1k=1

The chi-square projection index is not affected by the presence of outliers.
This means that an interesting projection obtained using this index will not
be one that is interesting solely because of outliers, unlike some of the other
indexes (see Appendix C). It is sensitive to distributions that have a hole in
the core, and it will also yield projections that contain clusters. The chi-square
projection pursuit index is fast and easy to compute, making it appropriate

© 2002 by Chapman & Hall/lCRC



This shows the layout of the regions B, for the chi-square projection index. [Posse, 1995a]

for large sample sizes. Posse [1995a] provides a formula to approximate the
percentiles of the chi-square index so the analyst can assess the significance
of the observed value of the projection index.

The second part of PPEDA requires a method for optimizing the projection
index over all possible projections onto 2-D planes. Posse [1995a] shows that
his optimization method outperforms the steepest-ascent techniques [Fried-
man and Tukey, 1974]. The Posse algorithm starts by randomly selecting a
starting plane, which becomes the current best plane / . . The method
seeks to improve the current best solution by considering two candidate solu-
tions within its neighborhood. These candidate planes are given by

| +cv - a. a
& = b, = ——————
gzl =V o % &

I/ —cv |."- a." &

In this approach, we start a global search by looking in large neighborhoods
of the current best solution plane / . and gradually focus in on a maxi-
mum by decreasing the neighborhood by half after a specified number of
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steps with no improvement in the value of the projection pursuit index.
When the neighborhood is small, then the optimization process is termi-
nated.

A summary of the steps for the exploratory projection pursuit algorithm is
given here. Details on how to implement these steps are provided in
Example 5.27 and in Appendix C. The complete search for the best plane
involves repeating steps 2 through 9 of the procedure m times, using m ran-
dom starting planes. Keep in mind that the best plane /" ." is the plane
where the projected data exhibit the greatest departure from normality.

PROCEDURE - PROJECTION PURSUIT EXPLORATORY DATA ANALYSIS

1. Sphere the data using the following transformation
zZ =:;71%Q" X - i=1 n,

where the columns of Q are the eigenvectors obtained from 3 , ;
is a diagonal matrix of corresponding eigenvalues, and X; is the
i-th observation.

2. Generate a random starting plane, / , ., . This is the current best
plane, /" ."

3. Evaluate the projection index Pl.2/ , ., for the starting plane.

4. Generate two candidate planes & b, and a, b, according to
Equation 5.16.

5. Evaluate the value of the projection index for these planes,
Pl.za, by and Pl.2 & b, .

6. If one of the candidate planes yields a higher value of the projection
pursuit index, then that one becomes the current best plane
[

7. Repeat steps 4 through 6 while there are improvements in the
projection pursuit index.

8. If the index does not improve for halftimes, then decrease the value
of ¢ by half.

9. Repeat steps 4 through 8 untilc is some small number set by the
analyst.

Note that in PPEDA we are working with sphered or standardized versions

of the original data. Some researchers in this area [Huber, 1985] discuss the
benefits and the disadvantages of this approach.
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In PPEDA, we locate a projection that provides a maximum of the projection
index. We have no reason to assume that there is only one interesting projec-
tion, and there might be other views that reveal insights about our data. To
locate other views, Friedman [1987] devised a method called structure
removal. The overall procedure is to perform projection pursuit as outlined
above, remove the structure found at that projection, and repeat the projec-
tion pursuit process to find a projection that yields another maximum value
of the projection pursuit index. Proceeding in this manner will provide a
sequence of projections providing informative views of the data.

Structure removal in two dimensions is an iterative process. The procedure
repeatedly transforms data that are projected to the current solution plane
(the one that maximized the projection pursuit index) to standard normal
until they stop becoming more normal. We can measure ‘more normalusing
the projection pursuit index.

We start with a d 0 d matrix U", where the first two rows of the matrix are
the vectors of the projection obtained from PPEDA. The rest of the rows of U
have ones on the diagonal and zero elsewhere. For example, ifd = 4 , then

We use the Gram-Schmidt process [Strang, 1988] to makeJ™  orthonormal.
We denote the orthonormal version as U .

The next step in the structure removal process is to transform the Z matrix
using the following

T=uz". (5.17)

In Equation 5.17,T is d 0 n, so each column of the matrix corresponds to ad-
dimensional observation. With this transformation, the first two dimensions
(the first two rows of T) of every transformed observation are the projection
onto the plane givenby /" ." .

We now remove the structure that is represented by the first two dimen-
sions. We let < be a transformation that transforms the first two rows of T to
a standard normal and the rest remain unchanged. This is where we actually
remove the structure, making the data normal in that projection (the first two
rows). Letting T, and T, represent the first two rows of T, we define the
transformation as follows
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<T, =(7FT,

<T, =( 'FT, (5.18)

<T, =T i =3 d,
where (' is the inverse of the standard normal cumulative distribution
function and Fis a function defined below (see Equations 5.19 and 5.20). We
see from Equation 5.18, that we will be changing only the first two rows of T.

We now describe the transformation of Equation 5.18 in more detail, work-

ing only with T,and T, First, we note that T,can be written as

T,= 7, Z
and T, as
T, = 2z Z z,

Recall that zf and z; would be coordinates of the j-th observation projected
onto the plane spanned by /" ."
Next, we define a rotation about the origin through the angle as follows

z'' =2z "'cos +2' " sin
=2t 2t 1t . (5.19)
z; =12z cos -z sin,

where =0# 4 # 8 3# 8 and zj1t represents thej-th element of T, at

the t-th iteration of the process. We now apply the following transformation
to the rotated points,

W, o1t wp 72t
por = (WLAS0 g L (at8 S0 (g )

where r z; ' represents the rank (position in the ordered list) of z '

This transformation replaces each rotated observation by its normal score
in the projection. With this procedure, we are deflating the projection index
by making the data more normal. It is evident in the procedure given below,
that this is an iterative process. Friedman [1987] states that during the first
few iterations, the projection index should decrease rapidly. After approxi-
mate normality is obtained, the index might oscillate with small changes.
Usually, the process takes between 5 to 15 complete iterations to remove the
structure.
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Once the structure is removed using this process, we must transform the
data back using

Z==U'< Uz" . (5.21)

In other words, we transform back using the transpose of the orthonormal
matrix U. From matrix theory [Strang, 1988], we see that all directions orthog-
onal to the structure (i.e., all rows of T other than the first two) have not been
changed. Whereas, the structure has been Gaussianized and then trans-
formed back.

PROCEDURE - STRUCTURE REMOVAL

1. Create the orthonormal matrix U, where the first two rows of U
contain the vectors / * . *.

2. Transform the data Z using Equation 5.17 to getT.

3. Using only the first two rows of T, rotate the observations using
Equation 5.19.

4. Normalize each rotated point according to Equation 5.20.

5. For angles of rotation =0# 4 # 8 3# 8, repeat steps 3
through 4.

6. Evaluate the projection index using z' '™ and z”'™* , after going
through an entire cycle of rotation (Equation 5.19) and normaliza-
tion (Equation 5.20).

7. Repeat steps 3 through 6 until the projection pursuit index stops
changing.

8. Transform the data back using Equation 5.21.

t+1 t+

Example 5.27

We use a synthetic data set to illustrate the MATLAB functions used for
PPEDA. The source code for the functions used in this example is given in
Appendix C. These data contain two structures, both of which are clusters. So
we will search for two planes that maximize the projection pursuit index.
First we load the data set that is contained in the file called ppdata . This
loads a matrix X containing 400 six-dimensional observations. We also set up
the constants we need for the algorithm.

% First load up a synthetic data set.
% This has structure

% in two planes - clusters.

% Note that the data is in

% ppdata.mat

load ppdata
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% For m random starts, find the best projection plane
% using N structure removal procedures.

% Two structures:

N=2;

% Four random starts:

m=4;

¢ = tan(80*pi/180);

% Number of steps with no increase.

half = 30;

We now set up some arrays to store the results of projection pursuit.

% To store the N structures:
astar = zeros(d,N);

bstar = zeros(d,N);

ppmax = zeros(1,N);

Next we have to sphere the data.

% Sphere the data.

[n,d] = size(X);

muhat = mean(X);

[V.D] = eig(cov(X));

Xc = X-ones(n,1)*muhat;
Z = ((DYM-1/2)*V'*Xc')';

We use the sphered data as input to the function csppeda . The outputs from
this function are the vectors that span the plane containing the structure and
the corresponding value of the projection pursuit index.

% Now do the PPEDA.
% Find a structure, remove it,
% and look for another one.
Zt =127,
fori=1:N
[astar(:,i),bstar(:,i),ppmax(i)] =,...
csppeda(Zt,c,half,m);

% Now remove the structure.

Zt = csppstrtrem(Zt,astar(:,i),bstar(:,i));
end

Note that each column of astar and bstar contains the projections for a
structure, each one found using m random starts of the Posse algorithm. To
see the first structure and second structures, we project onto the best planes
as follows:

% Now project and see the structure.
projl = [astar(:,1), bstar(:,1)];

proj2 = [astar(:,2), bstar(:,2)];

Zpl = Z*projl,;
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Zp2 = Z*proj2;

figure
plot(Zp1(:,1),Zp1(:,2),'k."),title('Structure 1")
xlabel(\alpha™*"),ylabel(\beta™*")

figure
plot(Zp2(:,1),Zp2(:,2),'k."),title('Structure 2')
xlabel(\alpha™*'),ylabel(\beta™*")

The results are shown in Figure 5.45 and Figure 5.46, vinere we see that pro-
jection pursuit did find two structures. The first structure has a projection
pursuit index of 2.67, and the second structure has an index equal to 0.572.

The grand tour of Asimov [1985] is an interactive visualization technique that
enables the analyst to look for interesting structure embedded in multi-
dimensional data. The idea is to project thed-dimensional data to a plane and
to rotate the plane through all possible angles, searching for structure in the
data. As with projection pursuit, structure is defined as departure from nor-
mality, such as clusters, spirals, linear relationships, etc.

In this procedure, we first determine a plane, project the data onto it, and
then view it as a 2-D scatterplot. This process is repeated for a sequence of
planes. If the sequence of planes is smooth (in the sense that the orientation
of the plane changes slowly), then the result is a movie that shows the data
points moving in a continuous manner. Asimov [1985] describes two meth-
ods for conducting a grand tour, called the torus algorithm and the random
interpolation algorithm . Neither of these methods is ideal. With the torus
method we may end up spending too much time in certain regions, and it is
computationally intensive. The random interpolation method is better com-
putationally, but cannot be reversed easily (to recover the projection) unless
the set of random numbers used to generate the tour is retained. Thus, this
method requires a lot of computer storage. Because of these limitations, we
describe the pseudo grand tour described in Wegman and Shen [1993].

One of the important aspects of the torus grand tour is the need for a con-
tinuous space-filling path through the manifold of planes. This requirement
satisfies the condition that the tour will visit all possible orientations of the
projection plane. Here, we do not follow a space-filling curve, so this will be
called a pseudo grand tour. In spite of this, the pseudo grand tour has many
benefits:

» It can be calculated easily;

» It does not spend a lot of time in any one region;
» |t still visits an ample set of orientations; and

* ltis easily reversible.
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Here we see the first structure that was found using PPEDA. This structure yields a value
of 2.67 for the chi-square projection pursuit index.

Structure 2

Here is the second structure we found using PPEDA. This structure has a value of 0.572 for
the chi-square projection pursuit index.
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The fact that the pseudo grand tour is easily reversible enables the analyst to
recover the projection for further analysis. Two versions of the pseudo grand
tour are available: one that projects onto a line and one that projects onto a
plane.

As with projection pursuit, we need unit vectors that comprise the desired
projection. In the 1-D case, we require a unit vector / t such that

IelrF= It =1

for every t, where t represents a point in the sequence of projections. For the
pseudo grand tour, / t must be a continuous function of t and should pro-
duce all possible orientations of a unit vector.

We obtain the projection of the data using

Z'=1"tx, (5.22)

where x; is the i-th d-dimensional data point. To get the movie view of the
pseudo grand tour, we plot Z ' on afixed 1-D coordinate system, re-display-
ing the projected points ast increases.

The grand tour in two dimensions is similar. We need a second unit vector
. t thatis orthonormalto / t

z'=.Ttx. (5.23)

To obtain the movie view of the 2-D pseudo grand tour, we display zl "and
z ' in a 2-D scatterplot, replotting the points as t increases.

The basic idea of the grand tour is to project the data onto a 1-D or 2-D
space and plot the projected data, repeating this process many times to pro-
vide many views of the data. It is important for viewing purposes to make
the time steps small to provide a nearly continuous path and to provide
smooth motion of the points. The reader should note that the grand tour is an
interactive approach to EDA. The analyst must stop the tour when an inter-
esting projection is found.

Asimov [1985] contends that we are viewing more than one or two dimen-
sions because the speed vectors provide further information. For example,
the further away a point is from the computer screen, the faster the point
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rotates. We believe that the extra dimension conveyed by the speed is difficult
to understand unless the analyst has experience looking at grand tour mov-
ies.

In order to implement the pseudo grand tour, we need a way of obtaining
the projection vectors / t and. t .Firstwe consider the data vectorx. If d
is odd, then we augment each data point with a zero, to get an even number
of elements. In this case,

X = X Xg 0; for d odd.

This will not affect the projection. So, without loss of generality, we present
the method with the understanding that dis even. We take the vector/ t to
be

/I t = .42 d sin>t cos>,t sin 4 ,t cos>y,t (5.24)

and the vector . t as
.t = .2 d cos>t —sin>;t COS> ,t —sin>y ,t . (5.25)

We choose>; and>; such that the ratio>; >; isirrational for every i and
j. Additionally, we must choose these such that no >; >; is a rational multi-
ple of any other ratio. It is also recommended that the time step ?t be a small
positive irrational number. One way to obtain irrational values for >is to let
> = A/Ei,where P; is thei-th prime number.

The steps for implementing the 2-D pseudo grand tour are given here. The
details on how to implement this in MATLAB are given in Example 5.28.

PROCEDURE - PSEUDO GRAND TOUR

1. Set each>; to an irrational number.
2. Find vectors / t and. t using Equations 5.24 and 5.25.

3. Project the data onto the plane spanned by these vectors using
Equations 5.23 and 5.24.

4. Display the projected points, zZ ' and z ', in a 2-D scatterplot.

5. Using ?t irrational, increment the time, and repeat steps 2
through 4.

Before we illustrate this in an example, we note that once we stop the tour at

an interesting projection, we can easily recover the projection by knowing the
time step.
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Example 5.28

In this example, we use theiris data to illustrate the grand tour. First we
load up the data and set up some preliminaries.

% This is for the iris data.

load iris

% Put data into one matrix.

X = [setosa;virginica;versicolor];

% Set up vector of frequencies.

th = sqrt([2 3));

% Set up other constants.

[n,d] = size(x);

% This is a small irrational number:

delt = eps*10"14;

% Do the tour for some specified time steps.
maxit = 1000;

cof = sqrt(2/d);

% Set up storage space for projection vectors.
a = zeros(d,1);

b = zeros(d,1);

z = zeros(n,2);

We now do some preliminary plotting, just to get the handles we need to use
MATLAB ’'s Handle Graphics for plotting. This enables us to update the
points that are plotted rather than replotting the entire figure.

% Get an initial plot, so the tour can be implemented
% using Handle Graphics.

Hlinl = plot(z(1:50,1),z(1:50,2),'r0");
set(gcf,' backingstore’,'off")
set(gca,'Drawmode’,'fast’)

hold on

HIlin2 = plot(z(51:100,1),z(51:100,2),'go");
HIin3 = plot(z(101:150,1),z(101:150,2),'bo");
hold off

axis equal

axis vis3d

axis off

Now we do the actual pseudo grand tour, where we use a maximum number
of iterations given by maxit .

for t = O:delt:(delt*maxit)
% Find the transformation vectors.
forj=1:d/2
a(2*(j-1)+1) = cof*sin(th(j)*t);
a(2*)) = cof*cos(th(j)*t);
b(2*(j-1)+1) = cof*cos(th(j)*t);
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b(2*)) = cof*(-sin(th(j)*t));

end

% Project onto the vectors.
z(:,1) = x*a;

z(:,2) = x*b;

set(Hlin1,'xdata’,z(1:50,1),'ydata’,z(1:50,2))
set(Hlin2,'xdata’,z(51:100,1),'ydata’,z(51:100,2))
set(Hlin3,'xdata’',z(101:150,1),'ydata’,z(101:150,2))
drawnow

end

5.5 MaTLaB Code

MATLAB has many functions for visualizing data, both in the main package
and in the Statistics Toolbox. Many of these were mentioned in the text and
are summarized in Appendix E. Basic MATLAB has functions for scatterplots
(scatter ), histograms (hist , bar ), and scatterplot matrices
(plotmatrix ). The Statistics Toolbox has functions for constructing g-q
plots (normplot , qgplot , weibplot ), the empirical cumulative distribu-
tion function ( cdfplot ), grouped versions of plots (gscatter
gplotmatrix ), and others. Some other graphing functions in the standard
MATLAB package that might be of interest include pie charts ( pie ), stair
plots (stairs ), error bars (errorbar ), and stem plots (stem).

The methods for statistical graphics described in Cleveland’s Visualizing
Data [1993] have been implemented in MATLAB. They are available for
download at

http://www.datatool.com/Dataviz_home.htm

This book contains many useful techniques for visualizing data. Since
MATLAB code is available for these methods, we urge the reader to refer to
this highly readable text for more information on statistical visualization.

Rousseeuw, Ruts and Tukey [1999] describe a bivariate generalization of
the univariate boxplot called a bagplot. This type of plot displays the loca-
tion, spread, correlation, skewness and tails of the data set. Software
(MATLAB and S-Plus®) for constructing a bagplot is available for download
at

http://win-www.uia.ac.be/u/statis/index.html.
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In the Computational Statistics Toolbox, we include several functions that
implement some of the algorithms and graphics covered in Chapter 5. These
are summarized in Table 5.3.

List of Functions from Chapter 5 Included in the
Computational Statistics Toolbox

Purpose M aTLaB Function

Star Plot csstars
Stem-and-leaf Plot csstemleaf

Parallel Coordinates Plot csparallel

Q-Q Plot csqqplot
Poissonness Plot cspoissplot
Andrews Curves csandrews
Exponential Probability Plot csexpoplot
Binomial Plot cshinoplot
PPEDA csppeda
csppstrtrem

csppind

5.6 Further Reading

One of the first treatises on graphical exploratory data analysis is John
Tukey’s Exploratory Data Analysig1977]. In this book, he explains many
aspects of EDA, including smoothing techniques, graphical techniques and
others. The material in this book is practical and is readily accessible to read-
ers with rudimentary knowledge of data analysis. Another excellentb ook on
this subject is Graphical Exploratory Data Analysiglu Toit, Steyn and Stumpf,
1986], which includes several techniques (e.g., Chernoff faces and profiles)
that we do not cover. For texts that emphasize the visualization of technical
data, see Fortner and Meyer [1997] and Fortner [1995]. The paper by Weg-
man, Carr and Luo [1993] discusses many of the methods we present, along
with others such as stereoscopic displays, generalized nonlinear regression
using skeletons and a description of d-dimensional grand tour. This paper
and Wegman [1990] provide an excellent theoretical treatment of parallel
coordinates.

The Grammar of Graphidsy Wilkinson [1999] describes a foundation for
producing graphics for scientific journals, the internet, statistical packages, or
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any visualization system. It looks at the rules for producing pie charts, bar
charts scatterplots, maps, function plots, and many others.

For the reader who is interested in visualization and information design,
the three books by Edward Tufte are recommended. His first book, The Visual
Display of Quantitative Informatior[Tufte, 1983], shows how to depict hum-
bers. The second in the series is callecEnvisioning Information[Tufte, 1990],
and illustrates how to deal with pictures of nouns (e.g., maps, aerial photo-
graphs, weather data). The third book is entitled Visual Explanations[Tufte,
1997], and it discusses how toillustrate pictures of verbs. These three books
also provide many examples of good graphics and bad graphics. We highly
recommend the book by Wainer [1997] for any statistician, engineer or data
analyst. Wainer discusses the subject of good and bad graphics in a way that
is accessible to the general reader.

Other techniques for visualizing multi-dimensional data have been pro-
posed in the literature. One method introduced by Chernoff [1973] represents
d-dimensional observations by a cartoon face, where features of the face
reflect the values of the measurements. The size and shape of the nose, eyes,
mouth, outline of the face and eyebrows, etc. would be determined by the
value of the measurements. Chernoff faces can be used to determine simple
trends in the data, but they are hard to interpret in most cases.

Another graphical EDA method that is often used is called brushing.
Brushing [Venables and Ripley, 1994; Cleveland, 1993] is an interactive tech-
nique where the user can highlight data points on a scatterplot and the same
points are highlighted on all other plots. For example, in a scatterplot matrix,
highlighting a point in one plot shows up as highlighted in all of the others.
This helps illustrate interesting structure across plots.

High-dimensional data can also be viewed using color histograms or data
images. Color histograms are described in Wegman [1990]. Data images are
discussed in Minotte and West [1998] and are a special case of color histo-
grams.

For more information on the graphical capabilities of MATLAB, we refer
the reader to the MATLAB documentation Using MATLAB Graphics Another
excellent resource is the book calledGraphics and GUk with MATLAB by
Marchand [1999]. These go into more detail on the graphics capabilities in
MATLAB that are useful in data analysis such as lighting, use of the camera,
animation, etc.

We now describe references that extend the techniques given in this book.

» Stem-and-leaf: Various versions and extensions of the stem-and-
leaf plot are available. We show an ordered stem-and-leaf plot in
this book, but ordering is not required. Another version shades the
leaves. Most introductory applied statistics books have information
on stem-and-leaf plots (e.g., Montgomery, et al. [1998]). Hunter
[1988] proposes an enhanced stem-and-leaf called theligidot plot .
This combines a stem-and-leaf with a time sequence plot. As data
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are collected they are plotted as a sequence of connected dots and
a stem-and-leaf is created at the same time.

» Discrete Quantile Plots : Hoaglin and Tukey [1985] provide similar
plots for other discrete distributions. These include the negative
binomial, the geometric and the logarithmic series. They also dis-
cuss graphical techniques for plotting confidence intervals instead
of points. This has the advantage of showing the confidence one
has for each count.

» Box plots: Other variations of the box plot have been described in
the literature. See McGill, Tukey and Larsen [1978] for a discussion
of the variable width box plot. With this type of display, the width
of the box represents the number of observations in each sample.

» Scatterplots: Scatterplot techniques are discussed in Carr, et al.
[1987]. The methods presented in this paper are especially pertinent
to the situation facing analysts today, where the typical data set
that must be analyzed is often very large n =10 10° . They
recommend various forms of binning (including hexagonal bin-
ning) and representation of the value by gray scale or symbol area.

 PPEDA: Jones and Sibson [1987] describe a steepest-ascent algo-
rithm that starts from either principal components or random
starts. Friedman [1987] combines steepest-ascent with a stepping
search to look for a region of interest. Crawford [1991] uses genetic
algorithms to optimize the projection index.

» Projection Pursuit : Other uses for projection pursuit have been
proposed. These include projection pursuit probability density esti-
mation [Friedman, Stuetzle, and Schroeder, 1984], projection pur-
suit regression [Friedman and Stuetzle, 1981], robust estimation [Li
and Chen, 1985], and projection pursuit for pattern recognition
[Flick, et al., 1990]. A 3-D projection pursuit algorithm is given in
Nason [1995]. For a theoretical and comprehensive description of
projection pursuit, the reader is directed to Huber [1985]. This
invited paper with discussion also presents applications of projec-
tion pursuit to computer tomography and to the deconvolution of
time series. Another paper that provides applications of projection
pursuit is Jones and Sibson [1987]. Not surprisingly, projection
pursuit has been combined with the grand tour by Cook, et al.
[1995]. Montanari and Lizzani [2001] apply projection pursuit to
the variable selection problem. Bolton and Krzanowski [1999]
describe the connection between projection pursuit and principal
component analysis.
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Exercises

5.1. Generate a sample of 1000 univariate standard normal random vari-
ables using randn . Construct a frequency histogram, relative fre-
guency histogram, and density histogram. For the density histogram,
superimpose the corresponding theoretical probability density func-
tion. How well do they match?

5.2. Repeat problem 5.1 for random samples generated from the expnen-
tial, gamma, and beta distributions.

5.3. Do a quantile plot of the Tibetan skull data of Example 5.3 using the
standard normal quantiles. Is it reasonable to assume the data follow
a normal distribution?

5.4. Try the following MATLAB code using the 3-D multivariate normal
as defined in Example 5.18. This will create a slice through the volume
at an arbitrary angle. Notice that the colors indicate a normal distri-
bution centered at the origin with the covariance matrix equal to the
identity matrix.

% Draw a slice at an arbitrary angle

hs = surf(linspace(-3,3,20),...
linspace(-3,3,20),zeros(20));

% Rotate the surface :

rotate(hs,[1,-1,1],30)

% Get the data that will define the

% surface at an arbitrary angle.

xd = get(hs,'XData);

yd = get(hs,"YData");

zd = get(hs,'ZzData");

delete(hs)

% Draw slice:

slice(x,y,z,prob,xd,yd,zd)

axis tight

% Now plot this using the peaks surface as the slice.

% Try plotting against the peaks surface

[xd,yd,zd] = peaks;

slice(x,y,z,prob,xd,yd,zd)

axis tight

5.5. Repeat Example 5.23 using the data folris virginica and Iris versicolor
Do the Andrews curves indicate separation between the classes? Do
you think it will be difficult to separate these classes based on these
features?

5.6. Repeat Example 5.4, where you generate random variables such that
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How can you tell from the g-q plot that the scale and the location
parameters are different?

5.7. Write a MATLAB program that permutes the axes in a parallel coor-
dinates plot. Apply it to the iris data.

5.8. Write a MATLAB program that permutes the order of the variables
and plots the resulting Andrews curves. Apply it to the iris data.

5.9. Implement Andrews curves using a different set of basis functions as
suggested in the text.

5.10. Repeat Example 5.16 and useotate3d  (or the rotate toolbar button)
to rotate about the axes. Do you see any separation of the different
types of insects?

5.11. Do a scatterplot matrix of the Iris versicolordata.

5.12. Verify that the two vectors used in Equations 5.24 and 5.25 are
orthonormal.

5.13. Write a function that implements Example 5.17 for any data set. The
user should have the opportunity to input the labels.

5.14. Define a trivariate normal as your volume, f x y z . Use the
MATLAB functions isosurface  andisocaps to obtain contours of
constant volume or probability (in this case).

5.15. Construct a quantile plot using the forearm data, comparing the
sample to the quantiles of a normal distribution. Is it reasonable to
model the data using the normal distribution?

5.16. Themoths data represent the number of moths caught in a trap over
24 consecutive nights [Hand, et al., 1994]. Use the stem-and-leaf to
explore the shape of the distribution.

5.17. Thebiology data set contains the number of research papers for
1534 biologists [Tripathi and Gupta, 1988; Hand, et al., 1994]. Con-
struct a binomial plot of these data. Analyze your results.

5.18. In thecounting data set, we have the number of scintillations in
72 second intervals arising from the radioactive decay of polonium
[Rutherford and Geiger, 1910; Hand, et al., 1994]. Construct a Pois-
sonness plot. Does this indicate agreement with the Poisson distribu-
tion?

5.19. Use the MATLAB Statistics Toolbox function boxplot to compare
box plots of the features for each species ofiris  data.

5.20. Thethrombos data set contains measurements of urinary-thrombo-
globulin excretion in 12 normal and 12 diabetic patients [van Oost, et
al.; 1983; Hand, et al., 1994]. Put each of these into a column of a
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matrix and use the boxplot function to compare normal versus
diabetic patients.

5.21. To explore theshading options in MATLAB, try the following code
from the documentation:

% The ezsurf function is available in MATLAB 5.3

% and later.

% First get a surface.

ezsurf('sin(sqrt(x"2+y”~2))/sqrt(x"2+y~2)',...
[-6*pi,6*pi])

% Now add some lighting effects:

view(0,75)

shading interp

lightangle(-45,30)

set(findobj('type’,'surface’),...
'FaceLighting’,’phong’,...
'‘AmbientStrength’,0.3,'DiffuseStrength’,0.8,...
'‘SpecularStrength’,0.9,'SpecularExponent’,25,...
'‘BackFaceLighting’,'unlit’)

axis off

5.22. Thebank data contains two matrices comprised of measurements
made on genuine money and forged money. Combine these two
matrices into one and use PPEDA to discover any clusters or groups
in the data. Compare your results with the known groups in the data.

5.23. Using the data in Example 5.27, do a scatterplot matrix of the original
sphered data set. Note the structures in the first four dimensions. Get
the first structure and construct another scatterplot matrix of the
sphered data after the first structure has been removed. Repeat this
process after both structures are removed.

5.24. Load the data sets inposse . These contain several data sets from
Posse [1995b]. Apply the PPEDA method to these data.
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Chapter 6

Monte CarloMethods for Inferential Statistics

6.1 Introduction

Methods in inferential statistics are used to draw conclusions about a popu-
lation and to measure the reliability of these conclusions using information
obtained from a random sample. Inferential statistics involves techniques
such as estimating population parameters using point estimates, calculating
confidence interval estimates for parameters, hypothesis testing, and model-
ing (e.g., regression and density estimation). To measure the reliability of the
inferences that are made, the statistician must understand the distribution of
any statistics that are used in the analysis. In situations where we use a well-
understood statistic, such as the sample mean, this is easily done analytically.
However, in many applications, we do not want to be limited to using such
simple statistics or to making simplifying assumptions. The goal of this chap-
ter is to explain how simulation or Monte Carlo methods can be used to make
inferences when the traditional or analytical statistical methods fail.
According to Murdoch [2000], the term Monte Carlo originally referred to
simulations that involved random walks and was first used by Jon von Neu-
mann and S. M. Ulam in the 1940s. Today, the Monte Carlo method refers to
any simulation that involves the use of random numbers. In the following
sections, we show that Monte Carlo simulations (or experiments) are an easy
and inexpensive way to understand the phenomena of interest [Gentle, 1998].
To conduct a simulation experiment, you need a model that represents your
population or phenomena of interest and a way to generate random numbers
(according to your model) using a computer. The data that are generated
from your model can then be studied as if they were observations. As we will
see, one can use statistics based on the simulated data (means, medians,
modes, variance, skewness, etc.) to gain understanding about the population.
In Section 6.2, we give a short overview of methods used in classical infer-
ential statistics, covering such topics as hypothesis testing, power, and confi-
dence intervals. The reader who is familiar with these may skip this section.
In Section 6.3, we discuss Monte Carlo simulation methods for hypothesis
testing and for evaluating the performance of the tests. The bootstrap method
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for estimating the bias and variance of estimates is presented in Section 6.4.
Finally, Sections 6.5 and 6.6 conclude the chapter with information about
available MATLAB code and references on Monte Carlo simulation and the
bootstrap.

6.2 Classical Inferential Statistics

In this section, we will cover two of the main methods in inferential statistics:
hypothesis testing and calculating confidence intervals. With confidence
intervals, we are interested in obtaining an interval of real numbers that we
expect (with specified confidence) contains the true value of a population
parameter. In hypothesis testing, our goal is to make a decision about not
rejecting or rejecting some statement about the population based on data
from a random sample. We give a brief summary of the concepts in classical
inferential statistics, endeavoring to keep the theory to a minimum. There are
many books available that contain more information on these topics. We rec-
ommend Casella and Berger [1990], Walpole and Myers [1985], Bickel and
Doksum [1977], Lindgren [1993], Montgomery, Runger and Hubele [1998],
and Mood, Graybill and Boes [1974].

In hypothesis testing, we start with a statistical hypothesis , which is a con-
jecture about one or more populations. Some examples of these are:

» A transportation official in the Washington, D.C. area thinks that
the mean travel time to work for northern Virginia residents has
increased from the average time it took in 1995.

* A medical researcher would like to determine whether aspirin
decreases the risk of heart attacks.

* A pharmaceutical company needs to decide whether a new vaccine
is superior to the one currently in use.

* An engineer has to determine whether there is a difference in
accuracy between two types of instruments.

We generally formulate our statistical hypotheses in two parts. The first is
the null hypothesis represented by H,, which denotes the hypothesis we
would like to test. Usually, we are searching for departures from this state-
ment. Using one of the examples given above, the engineer would have the
null hypothesis that there is no difference in the accuracy between the two
instruments.
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There must be an alternative hypothesis such that we would decide in
favor of one or the other, and this is denoted by H, . If we reject H, , then this
leads to the acceptance ofH, . Returning to the engineering example, the
alternative hypothesis might be that there is a difference in the instruments
or that one is more accurate than the other. When we perform a statistical
hypothesis test, we can never know with certainty what hypothesis is true.
For ease of exposition, we will use the terms accept the null hypothesis and
reject the null hypothesis for our decisions resulting from statistical hypoth-
esis testing.

To clarify these ideas, lets look at the example of the transportation official
who wants to determine whether the average travel time to work has
increased from the time it took in 1995. The mean travel time to work for
northern Virginia residents in 1995 was 45 minutes. Since he wants to deter-
mine whether the mean travel time has increased, the statistical hypotheses
are given by:

Ho: = 45 minutes
H,: 45 minutes.

The logic behind statistical hypothesis testing is summarized below, with
details and definitions given after.

STEPS OF HYPOTHESIS TESTING

1. Determine the null and alternative hypotheses, using mathematical
expressions if applicable. Usually, this is an expression that in-
volves a characteristic or descriptive measure of a population.

2. Take a random sample from the population of interest.

3. Calculate a statistic from the sample that provides information
about the null hypothesis. We use this to make our decision.

4. If the value of the statistic is consistent with the null hypothesis,
then do not reject Hy, .

5. If the value of the statistic is not consistent with the null hypothesis,
then reject H, and accept the alternative hypothesis.

The problem then becomes one of determining when a statistic is consistent
with the null hypothesis. Recall from Chapter 3 that a statistic is itself a ran-
dom variable and has a probability distribution associated with it. So, in
order to decide whether or not an observed value of the statistic is consistent
with the null hypothesis, we must know the distribution of the statistic when
the null hypothesis is true. The statistic used in step 3 is called atest statistic .

Let’s return to the example of the travel time to work for northernVirginia
residents. To perform the analysis, the transportation official takes a random
sample of 100 residents in northern Virginia and measures the time it takes

© 2002 by Chapman & Hall/lCRC



them to travel to work. He uses the sample mean to help determine whether
there is sufficient evidence to reject the null hypoth esis and conclude that the
mean travel time has increased. The sample mean that he calculates is 47.2
minutes. This is slightly higher than the mean of 45 minutes for the null
hypothesis. However, the sample mean is a random variable and has some
variation associated with it. If the variance of the sample mean under the null
hypothesis is large, then the observed value of X = 47.2 minutes might not
be inconsistent with H,. This is explained further in Example 6.1.

Example 6.1

We continue with the transportation example. We need to determine whether
or not the value of the statistic obtained from a random sample drawn from
the population is consistent with the null hypothesis. Here we have a random
sample comprised of n = 100 commute times. The sample mean of these
observations is X = 47.2 minutes. If the transportation official assumes that
the travel times to work are normally distributed with = 1®&inutes (one
might know a reasonable value for  based on previous experience with the
population), then we know from Chapter 3 that Xis approximately normally
distributed with mean  ,and standard deviation , = , ./nStandardiz-

X
ing the observed value of the sample mean, we have

X — X— o _ 47.2-45_ 22

0
« An X 15 J100 1.5

z, = = 1.47, (6.1)

where z, is the observed value of the test statistic, and , is the mean under
the null hypothesis. Thus, we have that the value of X = 47.2 minutes is 1.47
standard deviations away from the mean, if the null hypothesis is really true.
(This is why we use , in Equation 6.1.) We know that approximately 95% of
normally distributed random variables fall within two standard deviations
either side of the mean. Thus, X = 47.2 minutes is not inconsistent with the
null hypothesis.

In hypothesis testing, the rule that governs our decision might be of the
form: if the observed statistic is within some region, then we reject théypuith-
esis The critical region is an interval for the test statistic over which we
would reject H,. This is sometimes called the rejection region. The critical
value is that value of the test statistic that divides the domain of the test sta-
tistic into a region where H, will be rejected and one where H, will be
accepted. We need to know the distribution of the test statistic under the null
hypothesis to find the critical value(s).

The critical region depends on the distribution of the statistic under the
null hypothesis, the alternative hypothesis, and the amount of error we are
willing to tolerate. Typically, the critical regions are areas in the tails of the
distribution of the test statistic when H,is true. It could be in the lower talil,
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the upper tail or both tails, and which one is appropriate depends on the
alternative hypothesis. For example:

» If a large value of the test statistic would provide evidence for the
alternative hypothesis, then the critical region is in the upper tail
of the distribution of the test statistic. This is sometimes referred
to as anupper tail test .

» If a small value of the test statistic provides evidence for the alter-
native hypothesis, then the critical region is in the lower tail of the
distribution of the test statistic. This is sometimes referred to as a
lower tail test .

» If small or large values of the test statistic indicate evidence for the
alternative hypothesis, then the critical region is in the lower and
upper tails. This is sometimes referred to as atwo-tail test .

There are two types of errors that can occur when we make a decision in
statistical hypothesis testing. The firstis a Type | error, which arises when we
reject H, when it is really true. The other error is called Type Il error, and this
happens when we fail to detect that H, is actually false. These errors are sum-
marized in Table 6.1.

Types of Error in Statistical Hypothesis Testing

Probability of
Type of Error Description Error

Type | Error Rejecting H, /
when it is true

Type Il Error Not rejecting H,
when it is false

Recall that we are usually searching for significant evidence that the alter-
native hypothesis is valid, and we do not want to change from the status quo
(i.e., rejectH, ) unless there is sufficient evidence in the data to lead us in that
direction. So, when setting up a hypothesis test we ensure that the probability
of wrongly rejecting H,is controlled. The probability of making a Type |
error is denoted by / and is sometimes called the significance level of the
test. The/ is set by the analyst, and it represents the maximum probability
of Type | error that will be tolerated. Typical values of [/ are
/ = 0.01 0.05 0.10.The critical value is found as the quantile (under the
null hypothesis) that gives a significance level of / .

The specific procedure for conducting an hypothesis test using these ideas
is given below. This is called the critical value approach , because the decision
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is based on whether the value of the test statistic falls in the rejection region.
We will discuss an alternative method later in this section. The concepts of
hypothesis testing using the critical value approach are illustrated in Exam-
ple 6.2.

PROCEDURE - HYPOTHESIS TESTING (CRITICAL VALUE APPROACH)

1. Determine the null and alternative hypotheses.
2. Find a test statistic T that will provide evidence that should be
2. Find a test statistic T that will provide evidence that sh
2. Find a test statistic T that will provic
2. Find a test ¢

















































































































































































































































































Finite mixtures offer advantages in the area of the computational load put
on the system. Two issues to consider with many probability density estima-
tion methods are the computational burden in terms of the amount of infor-
mation we have to store and the computational effort needed to obtain the
probability density estimate at a point. We can illustrate these ideas using the
kernel density estimation method. To evaluate the estimate at a point x (in the
univariate case) we have to retain all of the data points, because the estimate
is a weighted sum of n kernels centered at each sample point. In addition, we
must calculate the value of the kernel n times. The situation for histograms
and frequency polygons is a little better. The amount of information we must
store to provide an estimate of the probability density is essentially driven by
the number of bins. Of course, the situation becomes worse when we move
to multivariate kernel estimates, histograms, and frequency polygons. With
the massive, high-dimensional data sets we often work with, the computa-
tional effort and the amount of information that must be stored to use the
density estimates is an important consideration. Finite mixtures is a tech-
nique for estimating probability density functions that can require relatively
little computer storage space or computations to evaluate the density esti-
mates.

Univariate Finite Mixtures

The finite mixture method assumes the density f x can be modeled as the
sum of ¢ weighted densities, with ¢ << n. The most general case for the
univariate finite mixture is

fx = pig x;6; , (8.31)

i=1

where p; represents the weight or mixing coefficient for the i-th term, and
g x;6; denotes a probability density, with parameters represented by the
vector 6;. To make sure that this is a bona fide density, we must impose the
condition that p,+ +p, =1 and p; 0. To evaluate f x , we take our
point x, find the value of the component densities g x;6; at that point, and
take the weighted sum of these values.

Example 8.8

The following example shows how to evaluate a finite mixture model at a
given x. We construct the curve for a three term finite mixture model, where
the component densities are taken to be normal. The model is given by

fx =0309x%x-31+0309x;,01 +0409 x;2 0.5,
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where 9 x; ° represents the normal probability density function at x. We
see from the model that we have three terms or component densities, cen-
tered at -3, 0, and 2. The mixing coefficient or weight for the first two terms
are 0.3 leaving a weight of 0.4 for the last term. The following MATLAB code
produces the curve for this model and is shown in Figure 8.12.

% Create a domain x for the mixture.
x = linspace(-6,5);
% Create the model - normal components used.
mix = [0.3 0.3 0.4]; % mixing coefficients
mus = [-3 0 2]; % term means
vars = [1 1 0.5];
nterm = 3;
% Use Statistics Toolbox function to evaluate
% normal pdf.
fhat = zeros(size(X));
for 1 = l:nterm
fthat = fhat+mix(i)*normpdf(x,mus(i),vars(i));
end
plot(x,fhat)
title("3 Term Finite Mixture™)

Hopefully, the reader can see the connection between finite mixtures and
kernel density estimation. Recall that in the case of univariate kernel density
estimators, we obtain these by evaluating a weighted kernel centered at each
sample point, and adding these n terms. So, a kernel estimate can be consid-
ered a special case of a finite mixture where ¢ = n.

The component densities of the finite mixture can be any probability den-
sity function, continuous or discrete. In this book, we confine our attention to
the continuous case and use the normal density for the component function.
Therefore, the estimate of a finite mixture would be written as

fem X = POX i 1, (8.32)
i=1

where 9 Xx; fAdenomsthenonnalprobabnnydensnyfuncnonvvnhrnean
i and variance ;. In this case, we have to estimate c-1 independent mixing
coefficients, as well as the ¢ means and c variances using the data. Note that
to evaluate the density estimate at a point x, we only need to retain these
3c -1 parameters. Since ¢ << n, this can be a significant computational sav-
ings over evaluating density estimates using the kernel method. With finite
mixtures much of the computational burden is shifted to the estimation part

of the problem.
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FIGURE 8.12
This shows the probability density function corresponding to the three-term finite mixture
model from Example 8.8.

Visualizing Finite Mixtures

The methodology used to estimate the parameters for finite mixture models
will be presented later on in this section ( page 296 ). We first show a method
for visualizing the underlying structure of finite mixtures with normal com-
ponent densities [Priebe, et al. 1994], because it is used to help visualize and
explain another approach to density estimation (adaptive mixtures). Here,
structure refers to the number of terms in the mixture, along with the compo-
nent means and variances. In essence, we are trying to visualize the high-
dimensional parameter space (recall there are 3c-1 parameters for the univari-
ate mixture of normals) in a 2-D representation. This is called a dF plot, where
each component is represented by a circle. The circles are centered at the
mean ;and the mixing coefficient p;. The size of the radius of the circle indi-
cates the standard deviation. An example of a dF plot is given in Figure 8.13
and is discussed in the following example.

Example 8.9

We construct a dF plot for the finite mixture model discussed in the previous
example. Recall that the model is given by
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dF Plot for Univariate Finite Mixture
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FIGURE 8.13
This shows the dF plot for the three term finite mixture model of Figure 8.12.

fx =0309x%x-31+0309x,01 +0409 x;2 0.5

Our first step is to set up the model consisting of the number of terms, the
component parameters and the mixing coefficients.

% Recall the model - normal components used.

mix = [0.3 0.3 0.4]; % mixing coefficients
mus = [-3 0 2]; % term means

vars = [1 1 0.5];

nterm = 3;

Next we set up the figure for plotting. Note that we re-scale the mixing coef-
ficients for easier plotting on the vertical axis and then map the labels to the
corresponding value.

t = 0:.05:2*pi+eps; % values to create circle
% To get some scales right.

minx = -5;

maxx = 5;

scale = maxx-minx;

lim = [minx maxx minx maxx];

% Set up the axis limits.
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figure
axis equal
axis(lim)
grid on
% Create and plot a circle for each term.
hold on
for i=1l:nterm
% rescale for plotting purposes
ycord = scale*mix(i)+minx;
xc = mus(i)+sqrt(vars(i))*cos(t);
yc = ycord+sgrt(vars(i))*sin(t);
plot(xc,yc,mus(i),ycord, "*")
end
hold off
% Relabel the axis to show the right coefficient.
tick = (maxx-minx)/10;
set(gca, "Ytick" ,minx:tick:maxx)
set(gca, "XTick" ,minx:tick:maxx)
set(gca, "YTickLabel ", ...
"0]0.1]0.2]0.3]0.4]0.5]0.6]0.7]0.8]0-9]1")
xlabel (*Means ™) ,ylabel (*"Mixing Coefficients®)
title("dF Plot for Univariate Finite Mixture~®)

The first circle on the left corresponds to the component with p; = 0.3 and

i = =3. Similarly, the middle circle of Figure 8.13 represents the second
term of the model. Note that this representation of the mixture makes it easier
to see which terms carry more weight and where they are located in the
domain.

Multivariate Finite Mixtures

Finite mixtures is easily extended to the multivariate case. Here we define the
multivariate finite mixture model as the weighted sum of multivariate com-
ponent densities,

fx = pig X; 6, .

i=1

As before, the mixing coefficients or weights must be nonnegative and sum
to one, and the component density parameters are represented by 6;. When
we are estimating the function, we often use the multivariate normal as the
component density. This gives the following equation for an estimate of a
multivariate finite mixture
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c

few X = PO X 130, (8.33)

i=1

where x is a d-dimensional vector, ", is ad-dimensional vector of means, and
3i isa d0d covariance matrix. There are still c-1 mixing coefficients to esti-
mate. However, there are now ¢ 0 d values that have to be estimated for the
meansand cd c+1 2 values for the component covariance matrices.

The dF representation has been extended [Solka, Poston, Wegman, 1995] to
show the structure of a multivariate finite mixture, when the data are 2-D or
3-D. In the 2-D case, we represent each term by an ellipse centered at the
mean of the component density ;, with the eccentricity of the ellipse show-
ing the covariance structure of the term. For example, a term with a covari-
ance that is close to the identity matrix will be shown as a circle. We label the
center of each ellipse with text identifying the mixing coefficient. An example
is illustrated in Figure 8.14.

A dF plot for a trivariate finite mixture can be fashioned by using color to
represent the values of the mixing coefficients. In this case, we use the three
dimensions in our plot to represent the means for each term. Instead of
ellipses, we move to ellipsoids, with eccentricity determined by the covari-
ance as before. See Figure 8.15 for an example of a trivariate dF plot. The dF
plots are particularly useful when working with the adaptive mixtures den-
sity estimation method that will be discussed shortly. We provide a function
called csdfplot that will implement the dF plots for univariate, bivariate
and trivariate data.

Example 8.10

In this example, we show how to implement the function called csdfplot
and illustrate its use with bivariate and trivariate models. The bivariate case
is the following three component model:

p, = 0.5 p, = 0.3 p; = 0.2,

3, = 10 32:0.50 3, = 10.5_
01 0 05 05 1
% First create the model.

% The function expects a vector of weights;
% a matrix of means, where each column of the matrix
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% corresponds to a d-D mean; a 3-D array of

% covariances, where each page of the array is a
% covariance matrix.

pies = [0.5 0.3 0.2]; % mixing coefficients

mus = [-1 1 5; -1 1 6];

% Delete any previous variances in the workspace.
clear vars
vars(:,:,1)
vars(:,:,2)
vars(:,:,3)
figure
csdfplot(mus,vars,pies)

eye(2);
eye(2)*.5
[1 0.5; 0.5 1];

The resulting plot is shown in Figure 8.14. Note that the covariance of two of
the component densities are represented by circles, with one larger than the
other. These correspond to the first two terms of the model. The third compo-
nent density has an elliptical covariance structure indicating non-zero off-
diagonal elements in the covariance matrix. We now do the same thing for the
trivariate case, where the model is

-1 1
1= |-1 2= |1 3 = |6]
-1 1
100 05 0 0 1 0702
311010 3|10 05 0 3; =107 1 05|-
001 0 0 05 0205 1

The mixing coefficients are the same as before. We need only to adjust the
means and the covariance accordingly.

mus(3,:) = [-1 1 2];

% Delete previous vars array or you will get an error.
clear vars

vars(:,:,1) = eye(3);

vars(:,:,2) = eye(3)*.5;

vars(:,:,3)=[1 0.7 0.2;

0.7 1 0.5;

0.2 0.5 1];
figure
csdfplot(mus,vars,pies)

% get a different viewpoint
view([-34,9])
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The trivariate dF plot for this model is shown in Figure 8.15. Two terms (the
first two) are shown as spheres and one as an ellipsoid.

dF Plot

FIGURE 8.14
Bivariate dF plot for the three term mixture model of Example 8.10.

EM Algorithm for Estimating the Parameters

The problem of estimating the parameters in a finite mixture has been stud-
ied extensively in the literature. The book by Everitt and Hand [1981] pro-
vides an excellent overview of this topic and offers several methods for
parameter estimation. The technique we present here is called the Expecta-
tion-Maximization (EM) method. This is a general method for optimizing
likelihood functions and is useful in situations where data might be missing
or simpler optimization methods fail. The seminal paper on this topic is by
Dempster, Laird and Rubin [1977], where they formalize the EM algorithm
and establish its properties. Redner and Walker [1984] apply it to mixture
densities. The EM methodology is now a standard tool for statisticians and is
used in many applications.

In this section, we discuss the EM algorithm as it can be applied to estimat-
ing the parameters of a finite mixture of normal densities. To use the EM algo-
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FIGURE 8.15
Trivariate dF plot for the three term mixture model of Example 8.10.

rithm, we must have a value for the number of terms ¢ in the mixture. This is
usually obtained using prior knowledge of the application (the analyst
expects a certain number of groups), using graphical exploratory data analy-
sis (looking for clusters or other group structure) or using some other method
of estimating the number of terms. The approach called adaptive mixtures
[Priebe, 1994] offers a way to address the problem of determining the number
of component densities to use in the finite mixture model. This approach is
discussed later.

Besides the number of terms, we must also have an initial guess for the
value of the component parameters. Once we have an initial estimate, we
update the parameter estimates using the data and the equations given
below. These are called the iterative EM update equations, and we provide
the multivariate case as the most general one. The univariate case follows eas-
ily.

The first step is to determine the posterior probabilities given by

ﬁij=p—1—‘9%x';‘3‘; i=1 c;j=1 n. (8.34)
X.
]
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where Hij represents the estimated posterior probability that point x; belongs
to the i-th term, 9 x;; ; 3; is the multivariate normal density for the i-th
term evaluated at x;, and

C
fx = P9 X5« 3k (8.35)

k=1

is the finite mixture estimate at point x;

The posterior probability tells us the likelihood that a point belongs to each
of the separate component densities. We can use this estimated posterior
probability to obtain a weighted update of the parameters for each compo-
nent. This yields the iterative EM update equations for the mixing coeffi-
cients, the means and the covariance matrices. These are

R 1 -
Pi = Hij (8.36)
j=1
~ B 1 Ai'X'
c= 1 H (8.37)
n p
j=1
~ n -~ ~ ~ T
g=1f MiX- i Xx-i (8.38)
n Pi

j=1
Note that if d = 1, then the update equation for the variance is

no-~ )
pol Rixo (8.39)
n Pi
j=1
The steps for the EM algorithm to estimate the parameters for a finite mixture
with multivariate normal components are given here and are illustrated in
Example 8.11.

FINITE MIXTURES - EM PROCEDURE

1. Determine the number of terms or component densities ¢ in the
mixture.
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2. Determine an initial guess at the component parameters. These are
the mixing coefficients, means and covariance matrices for each
normal density.

3. For each data point X;, calculate the posterior probability using
Equation 8.34.

4. Update the mixing coefficients, the means and the covariance ma-
trices for the individual components using Equations 8.36 through
8.38.

5. Repeat steps 3 through 4 until the estimates converge.

Typically, step 5 is implemented by continuing the iteration until the changes
in the estimates at each iteration are less than some pre-set tolerance. Note
that with the iterative EM algorithm, we need to use the entire data set to
simultaneously update the parameter estimates. This imposes a high compu-
tational load when dealing with massive data sets.

Example 8.11

In this example, we provide the MATLAB code that implements the multi-
variate EM algorithm for estimating the parameters of a finite mixture prob-
ability density model. To illustrate this, we will generate a data set that is a
mixture of two terms with equal mixing coefficients. One term is centered at
the point -2 2 and the other is centered at 2 0 . The covariance of each
component density is given by the identity matrix. Our first step is to gener-
ate 200 data points from this distribution.

% Create some artificial two-term mixture data.
n = 200;

data = zeros(n,2);

% Now generate 200 random variables. First find
% the number that come from each component.

r = rand(1,n);

% Find the number generated from component 1.
ind = length(find(r <= 0.5));

% Create some mixture data. Note that the

% component densities are multivariate normals.
% Generate the Tirst term.

data(l:ind,1) = randn(ind,1) - 2;

data(l:ind,2) = randn(ind,1) + 2;

% Generate the second term.

data(ind+1:n,1) = randn(n-ind,1) + 2;
data(ind+1:n,2) = randn(n-ind,1);

We must then specify various parameters for the EM algorithm, such as the
number of terms.

c = 2; % number of terms
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[n,d] = size(data); % n=# pts, d=# dims

tol = 0.00001; % set up criterion for stopping EM
max_it = 100;

totprob = zeros(n,1l);

We also need an initial guess at the component density parameters.

% Get the initial parameters for the model to start EM
mu(:,1) [-1 -1]"; % each column represents a mean
mu(:,2) [1 1]";

mix_cof [0.3 0.71;

var_mat(:,:,1) eye(d);

var_mat(:,:,2) eye(d);

varup = zeros(size(var_mat));

muup = zeros(size(mu));

% Just to get started.

num_it = 1;

deltol = tol+1l;% to get started

The following steps implement the EM update formulas found in
Equations 8.34 through 8.38.

while num_it <= max_it & deltol > tol
% get the posterior probabilities
totprob = zeros(n,1l);

for i=1:c
posterior(:,i) = mix_cof(i)*...
csevalnorm(data,mu(:z,1)",var_mat(:,:,1));
totprob = totprob+posterior(:,i);
end

den = totprob*ones(1,c);

posterior = posterior./den;

% Update the mixing coefficients.

mix_cofup = sum(posterior)/n;

% Update the means.

mut = data"*posterior;

MIX = ones(d,1)*mix_cof;

muup = mut./(MIX*n);

% Update the means and the variances.

for i=1:c
cen_data = data-ones(n,1)*mu(:,i)";
mat = cen_data"*...

diag(posterior(:,i))*cen_data;

varup(:,:,i)=mat./(mix_cof(i)*n);

end

% Get the tolerances.

delvar = max(max(max(abs(varup-var_mat))));

delmu = max(max(abs(muup-mu)));
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delpi = max(abs(mix_cof-mix_cofup));
deltol = max([delvar,delmu,delpi]);
% Reset parameters.
num_it = num_it+1;
mix_cof = mix_cofup;
mu = muup;
var_mat = varup;
end % while loop

For our data set, it took 37 iterations to converge to an answer. The conver-
gence of the EM algorithm to a solution and the number of iterations depends
on the tolerance, the initial parameters, the data set, etc. The estimated model
returned by the EM algorithm is

p, = 0.498 P,
"= |-208 T o183
2.03 -0.03

For brevity, we omit the estimated covariances, but we can see from these
results that the model does match the data that we generated.

0.502,

Adaptive Mixtures

The adaptive mixtures [Priebe, 1994] method for density estimation uses a
data-driven approach for estimating the number of component densities in a
mixture model. This technique uses the recursive EM update equations that
are provided below. The basic idea behind adaptive mixtures is to take one
point at a time and determine the distance from the observation to each com-
ponent density in the model. If the distance to each component is larger than
some threshold, then a new term is created. If the distance is less than the
threshold for all terms, then the parameter estimates are updated based on
the recursive EM equations.

We start our explanation of the adaptive mixtures approach with a descrip-
tion of the recursive EM algorithm for mixtures of multivariate normal den-
sities. This method recursively updates the parameter estimates based on a
new observation. As before, the first step is to determine the posterior prob-
ability that the new observation belongs to each term:

gin+1 _ E)ingAXn+1; in 3i

; i=1 o, (8.40)
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where H" " represents the estimated posterior probability that the new
observation x"** belongs to the i-th term, and the superscript n denotes
the estimated parameter values based on the previous n observations. The
denominator is the finite mixture density estimate

for the new observation using the mixture from the previous n points.

The remainder of the recursive EM update equations are given by Equa-
tions 8.41 through 8.43. Note that recursive equations are typically in the
form of the old value for an estimate plus an update term using the new
observation. The recursive update equations for mixtures of multivariate
normals are:

bt = san
R R g_n+1 R
in+1 - irl + IAn Xn+1_ il"l (842)
np;
"+l " gn+1 n+l1 ~n n+t  ~n T Zn
3 :3i+.An[X B R _3i] (8.43)
np;

This reduces to the 1-D case in a straightforward manner, as was the case with
the iterative EM update equations.
. The adaptive mixtures approach updates our probability density estimate
f x and also provides the opportunity to expand the parameter space (i.e.,
the model) if the data indicate that should be done. To accomplish this, we
need a way to determine when a new component density should be added.
This could be done in several ways, but the one we present here is based on
the Mahalanobis distance. If this distance is too large for all of the terms (or
alternatively if the minimum distance is larger than some threshold), then we
can consider the new point too far away from the existing terms to update the
current model. Therefore, we create a new term.

The squared Mahalanobis distance between the new observation x "
and the i-th term is given by

+1

MD; x = X - 3i X - i . (8.44)

We create a new term if
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min, MD? x "** te, (8.45)

where t; is a threshold to create a new term. The rule in Equation 8.45 states
that if the smallest squared Mahalanobis distance is greater than the thresh-
old, then we create a new term. In the univariate case, if t; = 1 is used, then
anew term is created if a new observation is more than one standard devia-
tion away from the mean of each term. For t. = 4, anew term would be cre-
ated for an observation that is at least two standard deviations away from the
existing terms. For multivariate data, we would like to keep the same term
creation rate as in the 1-D case. Solka [1995] provides thresholds t; based on
the squared Mahalanobis distance for the univariate, bivariate, and trivariate
cases. These are shown in Table 8.3.

TABLE 8.3
Recommended Thresholds for Adaptive Mixtures
Dimensionality Create Threshold

1 1

2 2.34

3 3.54

When we create a new term, we initialize the parameters using
Equations 8.46 through 8.48. We denote the current number of terms in the
model by N.

N+1 = X , (846)
~n+l _ 1

Pn:1 = 1 (8.47)
30 =13, (8.48)

where 1 3; isa weighted average using the posterior probabilities. In prac-
tice, some other estimate or initial covariance can be used for the new term.
To ensure that the mixing coefficients sum to one when a new term is added,

the f)i”” must be rescaled using
Sn+l nf)in
= =1 N
Pi N+l |
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We continue through the data set, one point at a time, adding new terms as
necessary. Our density estimate is then given by

N

fam X = PO X 130 (8.49)

i=1

This allows for a variable number of terms N, where usually N << n. The
adaptive mixtures technique is captured in the procedure given here, and a
function called csadpmix is provided with the Computational Statistics
Toolbox. Its use in the univariate case is illustrated in Example 8.12.

ADAPTIVE MIXTURES PROCEDURE:

1. Initialize the adaptive mixtures procedure using the first data point
1
e

“P=xt,pt =1,and3; =1,

where | denotes the identity matrix. In the univariate case, the
variance of the initial term is one.

2. For a new data point x "*! , calculate the squared Mahalanobis
distance as in Equation 8.44.

3. If the minimum squared distance is greater than t., then create a
new term using Equations 8.46 through 8.48. Increase the number
of terms N by one.

4. If the minimum squared distance is less than the create threshold
tc, then update the existing terms using Equations 8.41
through 8.43.

5. Continue steps 2 through 4 using all data points.

In practice, the adaptive mixtures method is used to get initial values for
the parameters, as well as an estimate of the number of terms needed to
model the density. One would then use these as a starting point and apply the
iterative EM algorithm to refine the estimates.

Example 8.12

In this example, we illustrate the MATLAB code that implements the univari-
ate adaptive mixtures density estimation procedure. The source code for
these functions are given in Appendix D. We generate random variables
using the same three term mixture model that was discussed in Example
8.9.Recall that the model is given by
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fx =0309x%x-31+0309x,01 +0409 x;2 0.5

% Get the true model to generate data.

pi_tru = [0.3 0.3 0.4];

n 100;

X zeros(n,1);

% Now generate 100 random variables. First find
% the number that fall in each one.

r = rand(1,100);

% Find the number generated from each component.

indl = length(find(r <= 0.3));
ind2 = length(find(r > 0.3 & r <= 0.6));
ind3 = length(find(r > 0.6));

% create some artificial 3 term mixture data
x(1:indl) = randn(indl1,1) - 3;
x(ind1+1:ind2+indl)=randn(ind2,1);
x(indl+ind2+1:n) = randn(ind3,1)*sqrt(0.5)+2;

We now call the adaptive mixtures function csadpmix to estimate the
model.

% Now call the adaptive mixtures function.
maxterms = 25;
[pihat,muhat,varhat] = csadpmix(x,maxterms);

The following MATLAB commands provide the plots shown in Figure 8.16.

% Get the plots.

csdfplot(muhat,varhat,pihat,min(x) ,max(x));

axis equal

nterms = length(pihat);

figure

csplotuni(pihat,muhat,varhat, ...
nterms,min(x)-5,max(x)+5,100)

We reorder the observations and repeat the process to get the plots in
Figure 8.17.

% Now re-order the points and repeat

% the adaptive mixtures process.

ind = randperm(n);

X = x(ind);

[pihat,muhat,varhat] = csadpmix(x,maxterms);

Our example above demonstrates some interesting things to consider with
adaptive mixtures. First, the model complexity or the number of terms is
sometimes greater than is needed. For example, in Figure 8.16, we show adF
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plot for the three term mixture model in Example 8.12. Note that the adaptive
mixture approach yields more than three terms. This is a problem with mix-
ture models in general. Different models (i.e., number of terms and estimated
component parameters) can produce essentially the same function estimate
or curve for f x . This is illustrated in Figures 8.16 and 8.17, where we see
that similar curves are obtained from two different models for the same data
set. These results are straight from the adaptive mixtures density estimation
approach. In other words, we did not use this estimate as an initial starting
point for the EM approach. If we had applied the iterative EM to these esti-
mated models, then the curves should be the same.

The other issue that must be considered when using the adaptive mixtures
approach is that the resulting model or estimated probability density func-
tion depends on the order in which the data are presented to the algorithm.
This is also illustrated in Figures 8.16 and 8.17, where the second estimated
model is obtained after re-ordering the data. These issues were addressed by
Solka [1995].

8.5 Generating Random Variables

In the introduction, we discussed several uses of probability density esti-
mates, and it is our hope that the reader will discover many more. One of the
applications of density estimation is in the area of modeling and simulation.
Recall that a key aspect of modeling and simulation is the collection of data
generated according to some underlying random process and the desire to
generate more random variables from the same process for simulation pur-
poses. One option is to use one of the density estimation techniques dis-
cussed in this chapter and randomly sample from that distribution. In this
section, we provide the methodology for generating random variables from
finite or adaptive mixtures density estimates.

We have already seen an example of this procedure in Example 8.11 and
Example 8.12. The procedure is to first choose the class membership of gen-
erated observations based on uniform (0,1) random variables. The number of
random variables generated from each component density is given by the
corresponding proportion of these uniform variables that are in the required
range. The steps are outlined here.

PROCEDURE - GENERATING RANDOM VARIABLES (FINITE MIXTURE)
1. We are given a finite mixture model (p;, 9; X;6; ) with ¢ compo-

nents, and we want to generate n random variables from that
distribution.
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Mixing Coefficient
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FIGURE 8.16
The upper plot shows the dF representation for Example 8.12. Compare this with Figure 8.17

for the same data. Note that the curves are essentially the same, but the number of terms
and associated parameters are different. Thus, we can get different models for the same data.
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Mixing Coefficient

0.35

0.3

0.25

0.2
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0.1
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FIGURE 8.17 )
This is the second estimated model using adaptive mixtures for the data generated in

Example 8.12. This second model was obtained by re-ordering the data set and then imple-
menting the adaptive mixtures technique. This shows the dependence of the technique on
the order in which the data are presented to the method.

© 2002 by Chapman & Hall/CRC



2. First determine the component membership of each of the n random
variables. We do this by generating n uniform (0,1) random vari-
ables (U;). Component membership is determined as follows

If 0 U; p,,then X; is from component density 1.

If p, U, p;+p,,then X; is from component density 2.

Te-1
If p; U; 1,then X; isfrom component density c.
i=1
3. Generate the X; from the corresponding g; X;6; using the compo-
nent membership found in step 2.

Note that with this procedure, one could generate random variables from a
mixture of any component densities. For instance, the model could be a mix-
ture of exponentials, betas, etc.

Example 8.13

Generate a random sample of size n from a finite mixture estimate of the Old
Faithful Geyser data (geyser). First we have to load up the data and build a
finite mixture model.

load geyser

% Expects rows to be observations.

data = geyser-;

% Get the Finite mixture.

% Use a two term model.

% Set initial model to means at 50 and 80.

muin = [50, 80];

% Set mixing coefficients equal.

piesin = [0.5, 0.5];

% Set initial variances to 1.

varin = [1, 1];

max_it = 100;

tol = 0.001;

% Call the finite mixtures.

[pies,mus,vars]=...
cstinmix(data,muin,varin,piesin,max_it,tol);

Now generate some random variables according to this estimated model.

% Now generate some random variables from this model.
% Get the true model to generate data from this.

n = 300;

X = zeros(n,1l);
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% Now generate 300 random variables. First find
in each one.

% the number that fall

r = rand(1,n);
% Find the number generated from component 1.

ind = length(find(r <= pies(1)));

% Create some mixture data. Note that the

% component densities are normals.

X(1:ind) = randn(ind,1l)*sqgrt(vars(1l)) + mus(l);
x(ind+1:n) = randn(n-ind,l)*sqrt(vars(2)) + mus(2);

We can plot density histograms to compare the two data sets. These are
shown in Figure 8.18. Not surprisingly, they look similar, but different. The
user is asked to explore this further in the exercises.

Original Geyser Data

Data Generated from the Estimate

0.05 0.05
0.045 ] 0.045 |
0.04} 0.04} -
0.035} 0.035
0.03} 0.03} I
0.025} e 0.025| i
0.02} [] | 0.02} ]
0.015} 0.015}
0.01} 0.01}
0.005 | 0.005 |
olL o 0 :
40 60 80 100 120 40 60 80 100 120
FIGURE 8.18

Histogram density estimates of the Old Faithful geyser data. The one on the right shows
the estimate from the data that was sampled from the finite mixture density estimate of the

original data.
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8.6 MaTLAB Code

The MATLAB Statistics Toolbox does not have any functions for nonparamet-
ric density estimation. The functions it has for estimating distribution param-
eters (e.g., mle, normfit, expfit, betafit, etc.) can be used for
parametric density estimation. The standard MATLAB package has func-
tions for frequency histograms, as explained in Chapter 5.

We provide several functions for nonparametric density estimation with
the Computational Statistics Toolbox. These are listed in Table 8.4.

TABLE 8.4

List of Functions from Chapter 8 Included in the Computational Statistics
Toolbox

Purpose MaTLAB Function
These provide a bivariate histogram. cshist2d
cshistden

This returns a frequency polygon density csfregpoly

estimate.
This function returns the Averaged csash

Shifted Histogram.

These functions perform kernel density cskernnd

estimation. cskern2d

Create plots csdfplot

csplotuni

Functions for finite and adaptive csfinmix

mixtures csadpmix
I

8.7 Further Reading

The discussion of histograms, frequency polygons and averaged shifted his-
tograms presented in this book follows that of Scott [1992]. Scott’s book is an
excellent resource for univariate and multivariate density estimation, and it
describes many applications of the techniques. It includes a comprehensive
treatment of the underlying theory on selecting smoothing parameters, ana-
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lyzing the performance of density estimates in terms of the asymptotic mean
integrated squared error, and also addresses high dimensional data.

The summary book by Silverman [1986] provides a relatively non-theoret-
ical treatment of density estimation. He includes a discussion of histograms,
kernel methods and others. This book is readily accessible to most statisti-
cians, data analysts or engineers. It contains applications and computational
details, making the subject easier to understand.

Other books on density estimation include Tapia and Thompson [1978],
Devroye and Gyorfi [1985], Wand and Jones [1995], and Simonoff [1996]. The
Tapia and Thompson book offers a theoretical foundation for density estima-
tion and includes a discussion of Monte Carlo simulations. The Devroye and
Gyorfi text describes the underlying theory of density estimation using the
L, (absolute error) viewpoint instead of L, (squared error). The books by
Wand and Jones and Simonoff look at using kernel methods for smoothing
and exploratory data analysis.

A paper by lzenman [1991] provides a comprehensive review of many
methods in univariate and multivariate density estimation and includes an
extensive bibliography. Besides histograms and kernel methods, he discusses
projection pursuit density estimation [Friedman, Stuetzle, and Schroeder,
1984], maximum penalized likelihood estimators, sieve estimators, and
orthogonal estimators.

For the reader who would like more information on finite mixtures, we rec-
ommend Everitt and Hand [1981] for a general discussion of this topic. The
book provides a summary of the techniques for obtaining mixture models
(estimating the parameters) and illustrates them using applications. That text
also discusses ways to handle the problem of determining the number of
terms in the mixture and other methods for estimating the parameters. It is
appropriate for someone with a general statistics or engineering background.
For readers who would like more information on the theoretical details of
finite mixtures, we refer them to McLachlan and Basford [1988] or Tittering-
ton, Smith and Makov [1985]. A recent book by McLachlan and Peel [2000]
provides many examples of finite mixtures, linking them to machine learn-
ing, data mining, and pattern recognition.

The EM algorithm is described in the text by McLachlan and Krishnan
[1997]. This offers a unified treatment of the subject, and provides numerous
applications of the EM algorithm to regression, factor analysis, medical imag-
ing, experimental design, finite mixtures, and others.

For a theoretical discussion of the adaptive mixtures approach, the reader
is referred to Priebe [1993, 1994]. These examine the error in the adaptive mix-
tures density estimates and its convergence properties. A recent paper by
Priebe and Marchette [2000] describes a data-driven method for obtaining
parsimonious mixture model estimates. This methodology addresses some
of the problems with the adaptive/finite mixtures approach: 1) that adaptive
mixtures is not designed to yield a parsimonious model and 2) how many
terms or component densities should be used in a finite mixture model.

© 2002 by Chapman & Hall/CRC



Solka, Poston, and Wegman [1995] extend the static dF plot to a dynamic
one. References to MATLAB code are provided in this paper describing a
dynamic view of the adaptive mixtures and finite mixtures estimation pro-
cess in time (i.e., iterations of the EM algorithm).
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Exercises

8.1.

8.2.

8.3.

8.4.

8.5.

8.6.

8.7.

8.8.

8.9.

Create a MATLAB function that will return the value of the histogram
estimate for the probability density function. Do this for the 1-D case.

Generate arandom sample of data from a standard normal. Construct
akernel density estimate of the probability density function and verify
that the area under the curve is approximately 1 using trapz.

Generate 100 univariate normals and construct a histogram. Calculate
the MSE at a point x, using Monte Carlo simulation. Do this for
varying bin widths. What is the better bin width? Does the sample
size make a difference? Does it matter whether X, is in the tails or
closer to the mean? Repeat this experiment using the absolute error.
Are your conclusions similar?

Generate univariate normal random variables. Using the Normal Ref-
erence Rules for h, construct a histogram, a frequency polygon and a
kernel estimate of the data. Estimate the MSE at a point x, using
Monte Carlo simulation.

Generate a random sample from the exponential distribution. Con-
struct a histogram using the Normal Reference Rule. Using Monte
Carlo simulation, estimate the MISE. Use the skewness factor to adjust
h and re-estimate the MISE. Which window width is better?

Use the snowfall data and create a MATLAB movie that shows
how 1-D histograms change with bin width. See help on movie for
information on how to do this. Also make a movie showing how
changing the bin origin affects the histogram.

Repeat Example 8.2 for bin widths given by the Freedman-Diaconis
Rule. Is there a difference in the results? What does the histogram
look like if you use Sturge’s Rule?

Write a MATLAB function that will return the value of a bivariate
histogram at a point, given the bin counts, the sample size, and the
window widths.

Write a MATLAB function that will evaluate the cumulative distribu-
tion function for a univariate frequency polygon. You can use the
trapz, quad, or quadl functions.

8.10. Load the iris data. Create a 150 0 2 matrix by concatenating the

first two columns of each species. Construct and plot a frequency
polygon of these data. Do the same thing for all possible pairs of
columns. You might also look at a contour plot of the frequency
polygons. Is there evidence of groups in the plots?
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8.11. In this chapter, we showed how you could construct a kernel density
estimate by placing a weighted kernel at each data point, evaluating
the kernels over the domain, and then averaging the n curves. In that
implementation, we are looping over all of the data points. An alter-
native implementation is to loop over all points in the domain where
you want to get the value of the estimate, evaluate a weighted kernel
at each point, and take the average. The following code shows you
how to do this. Implement this using the Buffalo snowfall data.
Verify that this is a valid density by estimating the area under the
curve.

load snowfall
X = 0:140;
n length(snowfall);
h 1.06*sqrt(var(snowfall))*n~(-1/5);
fhat = zeros(size(X));
% Loop over all values of x in the domain
% to get the kernel evaluated at that point.
for 1 = 1:length(x)
xloc = x(i)*ones(1,n);
% Take each value of x and evaluate it at
% n weighted kernels -
% each one centered at a data point, then add them up.
arg = ((xloc-snowfall)/h) ."2;
fthat(i) = (sum(exp(--5*(arg)))/(n*h*sqrt(2*pi)));
end

8.12. Write a MATLAB function that will construct a kernel density esti-
mate for the multivariate case.

8.13. Write a MATLAB function that will provide the finite mixture den-
sity estimate at a point in d dimensions.

8.14. Implement the univariate adaptive mixtures density estimation pro-
cedure on the Buffalo snowfall data. Once you have your initial
model, use the EM algorithm to refine the estimate.

8.15. In Example 8.13, we generate a random sample from the kernel
estimate of the Old Faithful geyser data. Repeat this example to
obtain a new random sample of geyser data from the estimated
model and construct a new density estimate from the second sample.
Find the integrated squared error between the two density estimates.
Does the error between the curves indicate that the second random
sample generates a similar density curve?

8.16. Say we have a kernel density estimate where the kernel used is a
normal density. If we put this in the context of finite mixtures, then
what are the values for the component parameters (p;, i, iz) in the
corresponding finite mixture?
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8.17. Repeat Example 8.12. Plot the curves from the estimated models.
What is the ISE between the two estimates? Use the iterative EM
algorithm on both models to refine the estimates. What is the ISE after
you do this? What can you say about the two different models? Are
your conclusions different if you use the IAE?

8.18. Write a MATLAB function that will generate random variables
(univariate or multivariate) from a finite mixture of normals.

8.19. Using the method for generating random variables from a finite
mixture that was discussed in this chapter, develop and implement
an algorithm for generating random variables based on a kernel den-
sity estimate.

8.20. Write a function that will estimate the MISE between two functions.
Convert it to also estimate the MIAE between two functions.

8.21. Apply some of the univariate density estimation techniques from
this chapter to the forearm data.

8.22. The elderly data set contains the height measurements (in centi-
meters) of 351 elderly females [Hand, et al., 1994]. Use some of the
univariate density estimation techniques from this chapter to explore
the data. Is there evidence of bumps and modes?

8.23. Apply the multivariate techniques of this chapter to the nfl data
[Csorgo and Welsh, 1989; Hand, et al., 1994]. These data contain bivari-
ate measurements of the game time to the first points scored by
kicking the ball between the end posts ( X, ), and the game time to
the first points scored by moving the ball into the end zone ( X, ).
The times are in minutes and seconds. Plot your results.
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Chapter 9

Statistical Pattern Recognition

9.1 Introduction

Statistical pattern recognition is an application in computational statistics
that uses many of the concepts we have covered so far, such as probability
density estimation and cross-validation. Examples where statistical pattern
recognition techniques can be used are numerous and arise in disciplines
such as medicine, computer vision, robotics, military systems, manufactur-
ing, finance and many others. Some of these include the following:

= A doctor diagnoses a patient’s illness based on the symptoms and
test results.

= A radiologist locates areas where there is non-healthy tissue in x-
rays.

= A military analyst classifies regions of an image as natural or man-
made for use in targeting systems.

= A geologist determines whether a seismic signal represents an
impending earthquake.

= A loan manager at a bank must decide whether a customer is a
good credit risk based on their income, past credit history and other
variables.

= A manufacturer must classify the quality of materials before using
them in their products.

In all of these applications, the human is often assisted by statistical pattern
recognition techniques.

Statistical methods for pattern recognition are covered in this chapter. In
this section, we first provide a brief introduction to the goals of pattern rec-
ognition and a broad overview of the main steps of building classifiers. In
Section 9.2 we present a discussion of Bayes classifiers and pattern recogni-
tion in an hypothesis testing framework. Section 9.3 contains techniques for
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evaluating the classifier. In Section 9.4, we illustrate how to construct classi-
fication trees. Section 9.5 contains methods for unsupervised classification or
clustering, including agglomerative methods and k-means clustering.

We first describe the process of statistical pattern recognition in a super-
vised learning setting. With supervised learning, we have cases or observa-
tions where we know which class each case belongs to. Figure 9.1 illustrates
the major steps of statistical pattern recognition.

The first step in pattern recognition is to select features that will be used to
distinguish between the classes. As the reader might suspect, the choice of
features is perhaps the most important part of the process. Building accurate
classifiers is much easier with features that allow one to readily distinguish
between classes.

Once features are selected, we obtain a sample of these features for the dif-
ferent classes. This means that we find objects that belong to the classes of
interest and then measure the features. Each observed set of feature measure-
ments (sometimes also called a case or pattern) has a class label attached to
it. Now that we have data that are known to belong to the different classes,
we can use this information to create the methodology that will take as input
a set of feature measurements and output the class that it belongs to. How
these classifiers are created will be the topic of this chapter.

Wy

Class w

Feature
> Mem bership

Extractor

2

h 4

A 4
o

Sensor

FIGURE 9.1
This shows a schematic diagram of the major steps for statistical pattern recognition.

One of the main examples we use to illustrate these ideas is one that we
encountered in Chapter 5. In the i ris data set, we have three species of iris:
Iris setosa, Iris versicolor and Iris virginica. The data were used by Fisher [1936]
to develop a classifier that would take measurements from a new iris and
determine its species based on the features [Hand, et al., 1994]. The four fea-
tures that are used to distinguish the species of iris are sepal length, sepal
width, petal length and petal width. The next step in the pattern recognition
process is to find many flowers from each species and measure the corre-
sponding sepal length, sepal width, petal length, and petal width. For each
set of measured features, we attach a class label that indicates which species
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it belongs to. We build a classifier using these data and (possibly) one of the
techniques that are described in this chapter. To use the classifier, we measure
the four features for an iris of unknown species and use the classifier to assign
the species membership.

Sometimes we are in a situation where we do not know the class member-
ship for our observations. Perhaps we are unable or unwilling to assume how
many groups are represented by the data. In this case, we are in the unsuper-
vised learning mode. To illustrate this, say we have data that comprise mea-
surements of a type of insect called Chaetocnema [Lindsey, Herzberg, and
Wiatts, 1987; Hand, et al., 1994]. These variables measure the width of the first
joint of the first tarsus, the width of the first joint of the second tarsus, and the
maximal width of the aedegus. All measurements are in microns. We suspect
that there are three species represented by these data. To explore this hypoth-
esis further, we could use one of the unsupervised learning or clustering tech-
niques that will be covered in Section 9.5.

9.2 Bayes Decision Theory

The Bayes approach to pattern classification is a fundamental technique, and
we recommend it as the starting point for most pattern recognition applica-
tions. If this method is not adequate, then more complicated techniques may
be used (e.g., neural networks, classification trees). Bayes decision theory
poses the classification problem in terms of probabilities; therefore, all of the
probabilities must be known or estimated from the data. We will see that this
is an excellent application of the probability density estimation methods from
Chapter 8.

We have already seen an application of Bayes decision theory in Chapter 2.
There we wanted to know the probability that a piston ring came from a par-
ticular manufacturer given that it failed. It makes sense to make the decision
that the part came from the manufacturer that has the highest posterior prob-
ability. To put this in the pattern recognition context, we could think of the
part failing as the feature. The resulting classification would be the manufac-
turer (M, or Mg) that sold us the part. In the following, we will see that
Bayes decision theory is an application of Bayes’ Theorem, where we will
classify observations using the posterior probabilities.

We start off by fixing some notation. Let the class membership be repre-
sentedby >;,j =1 J for a total of J classes. For example, with the Iris
data, we have J = 3 classes:

>, = Iris setosa

>, = Iris versicolor

N
Il

3 = Irisvirginica.
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The features we are using for classification are denoted by the d-dimensional
vector x, d = 1 2 . With the iris data, we have four measurements, so
d = 4. Inthe supervised learning situation, each of the observed feature vec-
tors will also have a class label attached to it.

Our goal is to use the data to create a decision rule or classifier that will take
a feature vector x whose class membership is unknown and return the class
it most likely belongs to. A logical way to achieve this is to assign the class
label to this feature vector using the class corresponding to the highest pos-
terior probability. This probability is given by

P >|x; j=1 J. (9.1)

Equation 9.1 represents the probability that the case belongs to the j-th class
given the observed feature vector x. To use this rule, we would evaluate all of
the J posterior probabilities, and the one with the highest probability would
be the class we choose. We can find the posterior probabilities using Bayes’
Theorem:

P>|x = P_>im_, (9.2)
P x
where
J
Px = P> P x> . (9.3)

i=1

We see from Equation 9.2 that we must know the prior probability that it
would be in class j given by

ji=1 1, (9.4)

and the class-conditional probability (sometimes called the state-condi-
tional probability)

P X|>; j=1 J. (9.5)

The class-conditional probability in Equation 9.5 represents the probability
distribution of the features for each class. The prior probability in Equation
9.4 represents our initial degree of belief that an observed set of features is a
case from the j-th class. The process of estimating these probabilities is how
we build the classifier.

We start our explanation with the prior probabilities. These can either be
inferred from prior knowledge of the application, estimated from the data or
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assumed to be equal. In the piston ring example, we know how many parts
we buy from each manufacturer. So, the prior probability that the part came
from a certain manufacturer would be based on the percentage of parts
obtained from that manufacturer. In other applications, we might know the
prevalence of some class in our population. This might be the case in medical
diagnosis, where we have some idea of the percentage of the population who
are likely to have a certain disease or medical condition. In the case of the
iris data, we could estimate the prior probabilities using the proportion of
each class in our sample. We had 150 observed feature vectors, with 50 com-
ing from each class. Therefore, our estimated prior probabilities would be

ﬁ>j=m=i=0.33; 12123
N 150

Finally, we might use equal priors when we believe each class is equally
likely. .

Now that we have our prior probabilities, P >; , we turn our attention to
the class-conditional probabilities P x|>; . We can use the density estimation
techniques covered in Chapter 8 to obtain these probabilities. In essence, we
take all of the observed feature vectors that are known to come from class >;
and estimate the density using only those cases. We will cover two
approaches: parametric and nonparametric.

Estimating Class-Conditional Probabilities: Parametric Method

In parametric density estimation, we assume a distribution for the class-con-
ditional probability densities and estimate them by estimating the corre-
sponding distribution parameters. For example, we might assume the
features come from a multivariate normal distribution. To estimate the den-
sity, we have to estimate AJ- and 3; for each class. This procedure is illustrated
in Example 9.1 for the iris data.

Example 9.1

In this example, we estimate our class-conditional probabilities using the
irisdata. We assume that the required probabilities are multivariate normal
for each class. The following MATLAB code shows how to get the class-con-
ditional probabilities for each species of iris.

load iris

% This loads up three matrices:

% setosa, virginica and versicolor

% We will assume each class is multivariate normal.
% To get the class-conditional probabilities, we

% get estimates for the parameters for each class.
muset = mean(setosa);
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covset = cov(setosa);

muvir = mean(virginica);
covvir = cov(virginica);
muver = mean(versicolor);
covver = cov(versicolor);

Estimating Class-Conditional Probabilities: Nonparametric

If it is not appropriate to assume the features for a class follow a known dis-
tribution, then we can use the nonparametric density estimation techniques
from Chapter 8. These include the averaged shifted histogram, the frequency
polygon, kernel densities, finite mixtures and adaptive mixtures. To obtain
the class-conditional probabilities, we take the set of measured features from
each class and estimate the density using one of these methods. This is illus-
trated in Example 9.2, where we use the product kernel to estimate the prob-
ability densities for the iris data.

Example 9.2

We estimate the class-conditional probability densities for the iris data
using the product kernel, where the univariate normal kernel is used for each
dimension. We illustrate the use of two functions for estimating the product
kernel. One is called cskern2d that can only be used for bivariate data. The
output arguments from this function are matrices for use in the MATLAB
plotting functions surf and mesh. The cskern2d function should be used
when the analyst wants to plot the resulting probability density.We use it on
the first two dimensions of the i ris data and plot the surface for Iris virginica
in Figure 9.2.

load iris

% This loads up three matrices:

% setosa, virginica and versicolor

% We will use the product kernel to estimate densities.
% To try this, get the kernel estimate for the First
% two features and plot.

% The arguments of 0.1 indicate the grid size in

% each dimension. This creates the domain over

% which we will estimate the density.
[xset,yset,pset]=cskern2d(setosa(:,1:2),0.1,0.1);
[xvir,yvir,pvir]=cskern2d(virginica(:,1:2),0.1,0.1);
[xver,yver,pver]=cskern2d(versicolor(:,1:2),0.1,0.1);
mesh(xvir,yvir,pvir)

colormap(gray(256))
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FIGURE 9.2
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Using only the first two features of the data for Iris virginica, we construct an estimate of
the corresponding class-conditional probability density using the product kernel. This is the

output from the function cskern2d.

A more useful function for statistical pattern recognition is cskernmd, which
returns the value of the probability density f x for a given d-dimensional

vector Xx.

% 1T one needs the value of the probability curve,

% then use this.

ps = cskernmd(setosa(l,1:2),setosa(:,1:2));
pver = cskernmd(setosa(l,1:2),versicolor(:,1:2));
pvir = cskernmd(setosa(l,1:2),virginica(:,1:2));

Bayes Decision Rule

Now that we know how to get the prior probabilities and the class-condi-
tional probabilities, we can use Bayes’ Theorem to obtain the posterior prob-
abilities. Bayes Decision Rule is based on these posterior probabilities.
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BAYES DECISION RULE:
Given a feature vector X, assign it to class >; if

P >x P >x; i=1 i, (9.6)

This states that we will classify an observation x as belonging to the class that
has the highest posterior probability. It is known [Duda and Hart, 1973] that
the decision rule given by Equation 9.6 yields a classifier with the minimum
probability of error.

We can use an equivalent rule by recognizing that the denominator of the
posterior probability (see Equation 9.2) is simply a normalization factor and
is the same for all classes. So, we can use the following alternative decision
rule:

PXx[> P> PX>P>,; i=1 . (9.7)

Equation 9.7 is Bayes Decision Rule in terms of the class-conditional and
prior probabilities. If we have equal priors for each class, then our decision is
based only on the class-conditional probabilities. In this case, the decision
rule partitions the feature space into J decision regions J, J, J;. Ifxis
in region J;, then we will say it belongs to class >;.

We now turn our attention to the error we have in our classifier when we
use Bayes Decision Rule. An error is made when we classify an observation
as class >;when it is really in the j-th class. We denote the complement of
region J; as J;, which represents every region except J,. To get the proba-
bility of error, we calculate the following integral over all values of x [Duda
and Hart, 1973; Webb, 1999]

P error = P x|>; P >; dx. (9.8)

J
i=1

Thus, to find the probability of making an error (i.e., assigning the wrong
class to an observation), we find the probability of error for each class and

add the probabilities together. In the following example, we make this clearer
by looking at a two class case and calculating the probability of error.

Example 9.3

We will look at a univariate classification problem with equal priors and two
classes. The class-conditionals are given by the normal distributions as fol-
lows:
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9x;11.

P x|>,

P x|>,
The priors are

P> =06
P>, =04

The following MATLAB code creates the required curves for the decision rule
of Equation 9.7.

% This illustrates the 1-D case for two classes.
% We will shade in the area where there can be
% misclassified observations.

% Get the domain for the densities.

dom = -6:.1:8;

dom = dom~;

% Note: could use csnormp or normpdf.

pxgl = csevalnorm(dom,-1,1);

pxg2 = csevalnorm(dom,1,1);
plot(dom,pxgl,dom,pxg2)

% Find decision regions - multiply by priors
ppxgl = pxgl*0.6;

pPpxg2 = pxg2*0.4;
plot(dom,ppxgl, "k ,dom,ppxg2, "k*)

xlabel ("x%)

The resulting plot is given in Figure 9.3, where we see that the decision
regions given by Equation 9.7 are obtained by finding where the two curves
intersect. If we observe a value of a feature given by x = -2, then we would
classify that object as belonging to class >, . If we observe x = 4, then we
would classify that object as belonging to class >,. Let’s see what happens
when x = —-0.75. We can find the probabilities using

X = -0.75;

% Evaluate each un-normalizd posterior.
pol = csevalnorm(x,-1,1)*0.6;

po2 = csevalnorm(x,1,1)*0.4;

P -0.75|>, P >, =023
P-075/>, P >, = 0.04.

These are shown in Figure 9.4. Note that there is non-zero probability that the
case corresponding to x = —-0.75 could belong to class 2. We now turn our
attention to how we can estimate this error.
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FIGURE 9.3
Here we show the univariate, two class case from Example 9.3. Note that each curve

represents the probabilities in Equation 9.7. The point where the two curves intersect par-
titions the domain into one where we would classify observationsasclass 1 >, and another
where we would classify observations as class 2 >, .

% To get estimates of the error, we can

% estimate the integral as follows

% Note that 0.1 is the step size and we

% are approximating the integral using a sum.
% The decision boundary is where the two curves meet.
indl = find(ppxgl >= ppxg2);

% Now find the other part.

ind2 = find(ppxgl<ppxg2);

pmisl = sum(ppxgl(ind2))*.1;

pmis2 = sum(ppxg2(indl))*.1;

errorhat = pmisl + pmis2;

From this, we estimate the probability of error as 0.15.To get this probability,
we find the shaded area under the curves as shown in Figure 9.5.

We would like to note several points regarding Bayes Decision Rule and the
classification error. First, as we already saw in Example 9.3, the boundaries
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FIGURE 9.4
The vertical dotted line represents x = -0.75 . The probabilities needed for the decision rule

of Equation 9.7 are represented by the horizontal dotted lines. We would classify this case
as belonging to class 1 (>,), but there is a possibility that it could belong to class 2 (>,).

for the decision regions are found as the x such that the following equation is
satisfied:

PXx|> P> =PXx|/>P>; i j.

Secondly, we can change this decision region as we will see shortly when we
discuss the likelihood ratio approach to classification. If we change the deci-
sion boundary, then the error will be greater, illustrating that Bayes Decision
Rule is one that minimizes the probability of misclassification [Duda and
Hart, 1973].

Example 9.4

We continue Example 9.3, where we show what happens when we change
the decision boundary to x = -0.5. This means that if a feature has a value
of x -0.5, then we classify it as belonging to class 1. Otherwise, we say it
belongs to class 2. The areas under the curves that we need to calculate are
shown in Figure 9.6. As we see from the following MATLAB code, where we
estimate the error, that the probability of error increases.

% Change the decision boundary.
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FIGURE 9.5
The shaded regions show the probability of misclassifying an object. The lighter region

shows the probability of classifying as class 1 when it is really class 2. The darker region
shows the probability of classifying as class 2, when it belongs to class 1.

bound = -0.5;

indl = find(dom <= bound);
ind2 = find(dom > bound);
pmisl = sum(ppxgl(ind2))*.1;
pmis2 = sum(ppxg2(indl))*.1;
errorhat = pmisl + pmis2;

This yields an estimated error of 0.20.

Bayes decision theory can address more general situations where there
might be a variable cost or risk associated with classifying something incor-
rectly or allowing actions in addition to classifying the observation. For
example, we might want to penalize the error of classifying some section of
tissue in an image as cancerous when it is not, or we might want to include
the action of not making a classification if our uncertainty is too great. We will
provide references at the end of the chapter for those readers who require the
more general treatment of statistical pattern recognition.
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FIGURE 9.6
If we move the decision boundary to x = -0.5, then the probability of error is given by the

shaded areas. Not surprisingly, the error increases when we change from the boundary given
by Bayes Decision Rule.

Likelihood Ratio Approach

The likelihood ratio technique addresses the issue of variable misclassifica-
tion costs in a hypothesis testing framework. This methodology does not
assign an explicit cost to making an error as in the Bayes approach, but it
enables us to set the amount of error we will tolerate for misclassifying one
of the classes.

Recall from Chapter 6 that in hypothesis testing we have two types of
errors. One type of error is when we wrongly reject the null hypothesis when
it is really true. This is the Type I error. The other way we can make a wrong
decision is to not reject the null hypothesis when we should. Typically, we try
to control the probability of Type I error by setting a desired significance level
/ , and we use this level to determine our decision boundary. We can fit our
pattern recognition process into the same framework.

In the rest of this section, we consider only two classes, >; and >,. First,
we have to determine what class corresponds to the null hypothesis and call
this the non-target class. The other class is denoted as the target class. In this
book, we use >, to represent the target class and >, to represent the non-tar-
get class. The following examples should clarify these concepts.
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= \We are building a classifier for a military command and control
system that will take features from images of objects and classify
them as targets or non-targets. If an object is classified as a target,
then we will destroy it. Target objects might be tanks or military
trucks. Non-target objects are such things as school buses or auto-
mobiles. We would want to make sure that when we build a clas-
sifier we do not classify an object as a tank when it is really a school
bus. So, we will control the amount of acceptable error in wrongly
saying it (a school bus or automobile) is in the target class. This is
the same as our Type | error, if we write our hypotheses as

H, Obiject is a school bus, automobile, etc.
H, Obiject is a tank, military vehicle, etc.

= Another example, where this situation arises is in medical diagno-
sis. Say that the doctor needs to determine whether a patient has
cancer by looking at radiographic images. The doctor does not want
to classify a region in the image as cancer when it is not. So, we
might want to control the probability of wrongly deciding that
there is cancer when there is none. However, failing to identify a
cancer when it is really there is more important to control. There-
fore, in this situation, the hypotheses are

Ho X-ray shows cancerous tissue
H, X-ray shows only healthy tissie

The terminology that is sometimes used for the Type | error in pattern recog-
nition is false alarms or false positives. A false alarm is wrongly classifying
something as a target >; , when it should be classified as non-target >, .
The probability of making a false alarm (or the probability of making a Type |
error) is denoted as

PFA =7/.

This probability is represented as the shaded area in Figure 9.7.

Recall that Bayes Decision Rule gives a rule that yields the minimum prob-
ability of incorrectly classifying observed patterns. We can change this
boundary to obtain the desired probability of false alarm /. Of course, if we
do this, then we must accept a higher probability of misclassification as
shown in Example 9.4.

In the two class case, we can put our Bayes Decision Rule in a different
form. Starting from Equation 9.7, we have our decision as

PXx|> P> Px|> P> Kxisin>, (9.9)
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The shaded region shows the probability of false alarm or the probability of wrongly
classifying as target (class >, ) when it really belongs to class >,.

or else we classify x as belonging to >, . Rearranging this inequality yields the
following decision rule

P x> P>

L =
RX TP X>, P>

= Hc Kxisin >;. (9.10)

The ratio on the left of Equation 9.10 is called the likelihood ratio, and the
guantity on the right is the threshold. If Ly H. , then we decide that the case
belongs to class >, . If Ly H, then we group the observation with class >, .

If we have equal priors, then the threshold is one (Hc = 1). Thus, when
L, 1, we assign the observation or pattern to >, and if L 1, then we
classify the observation as belonging to >, . We can also adjust this threshold
to obtain a desired probability of false alarm, as we show in Example 9.5.

Example 9.5

We use the class-conditional and prior probabilities of Example 9.3 to show
how we can adjust the decision boundary to achieve the desired probability
of false alarm. Looking at Figure 9.7, we see that
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C
PFA = Px|> P >,dx,

where C represents the value of x that corresponds to the decision boundary.
We can factor out the prior, so

C
PFA =P >, PXx|>,dx.

We then have to find the value for C such that

C

P FA
P>,

P x|>, dx =

From Chapter 3, we recognize that C is a quantile. Using the probabilities in
Example 9.3, we know that P >, = 0.4 and P x|>, is normal with mean 1
and variance of 1. If our desired P FA = 0.05, then

C

P x|> dx = 29 = 0125,
0.40

We can find the value for C using the inverse cumulative distribution func-
tion for the normal distribution. In MATLAB, this is

c = norminv(0.05/0.4,1,1);

This yields a decision boundary of x = -0.15.

9.3 Evaluating the Classifier

Once we have our classifier, we need to evaluate its usefulness by measuring
the percentage of observations that we correctly classify. This yields an esti-
mate of the probability of correctly classifying cases. It is also important to
report the probability of false alarms, when the application requires it (e.g.,
when there is a target class). We will discuss two methods for estimating the
probability of correctly classifying cases and the probability of false alarm:
the use of an independent test sample and cross-validation.
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Independent Test Sample

If our sample is large, we can divide it into a training set and a testing set. We
use the training set to build our classifier and then we classify observations
in the test set using our classification rule. The proportion of correctly classi-
fied observations is the estimated classification rate. Note that the classifier
has not seen the patterns in the test set, so the classification rate estimated in
this way is not biased. Of course, we could collect more data to be used as the
independent test set, but that is often impossible or impractical.

By biased we mean that the estimated probability of correctly classifying a
pattern is not overly optimistic. A common mistake that some researchers
make is to build a classifier using their sample and then use the same sample
to determine the proportion of observations that are correctly classified. That
procedure typically yields much higher classification success rates, because
the classifier has already seen the patterns. It does not provide an accurate
idea of how the classifier recognizes patterns it has not seen before. However,
for a thorough discussion on these issues, see Ripley [1996]. The steps for
evaluating the classifier using an independent test set are outlined below.

PROBABILITY OF CORRECT CLASSIFICATION- INDEPENDENT TEST SAMPLE

1. Randomly separate the sample into two sets of size ngsr and
Ntrain, Where ngain + Nrest = N. One is for building the classifier
(the training set), and one is used for testing the classifier (the
testing set).

2. Build the classifier (e.g., Bayes Decision Rule, classification tree,
etc.) using the training set.

3. Present each pattern from the test set to the classifier and obtain a
class label for it. Since we know the correct class for these obser-
vations, we can count the number we have successfully classified.
Denote this quantity as N¢c.

4. The rate at which we correctly classified observations is

NCC .

Nrest

P CC =

The higher this proportion, the better the classifier. We illustrate this proce-
dure in Example 9.6.

Example 9.6

We first load the data and then divide the data into two sets, one for building
the classifier and one for testing it. We use the two species of iris that are
hard to separate: Iris versicolor and Iris virginica.
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load iris

% This loads up three matrices:

% setosa, versicolor and virginica.

% We will use the versicolor and virginica.

% To make it interesting, we will use only the

% First two features.

% Get the data for the training and testing set. We
% will just pick every other one for the testing set.
indtrain = 1:2:50;

indtest = 2:2:50;

versitest = versicolor(indtest,1:2);

versitrain = versicolor(indtrain,1:2);

virgitest = virginica(indtest,1:2);

virgitrain = virginica(indtrain,1:2);

We now build the classifier by estimating the class-conditional probabilities.
We use the parametric approach, making the assumption that the class-con-
ditional densities are multivariate normal. In this case, the estimated priors
are equal.

% Get the classifier. We will assume a multivariate
% normal model for these data.

muver = mean(versitrain);

covver = cov(versitrain);

muvir = mean(virgitrain);

covvir = cov(virgitrain);

Note that the classifier is obtained using the training set only. We use the test-
ing set to estimate the probability of correctly classifying observations.

% Present each test case to the classifier. Note that
% we are using equal priors, so the decision is based
% only on the class-conditional probabilities.

% Put all of the test data into one matrix.

X = [versitest;virgitest];

% These are the probability of x given versicolor.
pxgver = csevalnorm(X,muver,covver);

% These are the probability of x given virginica.
pxgvir = csevalnorm(X,muvir,covvir);

% Check which are correctly classified.

% In the Ffirst 25, pxgver > pxgvir are correct.

ind = find(pxgver(1:25)>pxgvir(1:25));

ncc = length(ind);

% In the last 25, pxgvir > pxgver are correct.

ind = find(pxgvir(26:50) > pxgver(26:50));
ncc = ncc + length(ind);
pcc = ncc/50;
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Using this type of classifier and this partition of the learning sample, we esti-
mate the probability of correct classification to be 0.74.

Cross-Validation

The cross-validation procedure is discussed in detail in Chapter 7. Recall that
with cross-validation, we systematically partition the data into testing sets of
size k. The n - k observations are used to build the classifier, and the remaining
k patterns are used to test it. We continue in this way through the entire data
set. When the sample is too small to partition it into a single testing and train-
ing set, then cross-validation is the recommended approach. The following is
the procedure for calculating the probability of correct classification using
cross-validation with k = 1.

PROBABILITY OF CORRECT CLASSIFICATION - CROSS-VALIDATION

. Set the number of correctly classified patterns to 0, N = 0.
. Keep out one observation, call it x;.
. Build the classifier using the remaining n—1 observations.

. Present the observation x; to the classifier and obtain a class label
using the classifier from the previous step.

5. If the class label is correct, then increment the number correctly
classified using

A W N e

Nce = Nect+ 1.

6. Repeat steps 2 through 5 for each pattern in the sample.
7. The probability of correctly classifying an observation is given by

pcc = Mec
n

Example 9.7

We return to the 1 ris data of Example 9.6, and we estimate the probability
of correct classification using cross-validation with k = 1. We first set up
some preliminary variables and load the data.

load iris

% This loads up three matrices:

% setosa, versicolor and virginica.

% We will use the versicolor and virginica.

% Note that the priors are equal, so the decision is
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% based on the class-conditional probabilities.
ncc = 0;

% We will use only the first two features of
% the iris data for our classification.

% This should make it more difficult to

% separate the classes.

% Delete 3rd and 4th features.
virginica(:,3:4) = [1;

versicolor(:,3:4) = [];

[nver,d] = size(versicolor);

[nvir,d] = size(virginica);

n = nvir + nver;

First, we will loop through all of the versicolor observations. We build a
classifier, leaving out one pattern at a time for testing purposes. Throughout
this loop, the class-conditional probability for virginica remains the same,
so we find that first.

% Loop first through all of the patterns corresponding
% to versicolor. Here correct classification
% is obtained if pxgver > pxgvir;
muvir = mean(virginica);
covvir = cov(virginica);
% These will be the same for this part.
for 1 = 1l:nver
% Get the test point and the training set
versitrain = versicolor;
% This is the testing point.
X = versitrain(i,:);
% Delete from training set.
% The result is the training set.
versitrain(i,:)=[1;
muver = mean(versitrain);
covver = cov(versitrain);
pxgver csevalnorm(x,muver,covver);
pxgvir = csevalnorm(x,muvir,covvir);
iT pxgver > pxgvir
% then we correctly classified it
ncc = ncc+l;
end
end

We repeat the same procedure leaving out each virginica observation as
the test pattern.

% Loop through all of the patterns of virginica notes.
% Here correct classification is obtained when
% pxgvir > pxxgver
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muver = mean(versicolor);
covver = cov(versicolor);
% Those remain the same for the following.
for 1 = 1l:nvir
% Get the test point and training set.
virtrain = virginica;
X = virtrain(i,:);
virtrain(i, :)=[]1;
muvir = mean(virtrain);
covvir = cov(virtrain);
pxgver = csevalnorm(x,muver,covver);
pxgvir = csevalnorm(x,muvir,covvir);
iT pxgvir > pxgver
% then we correctly classified it
ncc = ncc+l;
end
end

Finally, the probability of correct classification is estimated using
pcc = ncc/n;

The estimated probability of correct classification for the iris data using
cross-validation is 0.68.

Receiver Operating Characteristic (ROC) Curve

We now turn our attention to how we can use cross-validation to evaluate a
classifier that uses the likelihood approach with varying decision thresholds
Hc . It would be useful to understand how the classifier performs for various
thresholds (corresponding to the probability of false alarm) of the likelihood
ratio. This will tell us what performance degradation we have (in terms of
correctly classifying the target class) if we limit the probability of false alarm
to some level.

We start by dividing the sample into two sets: one with all of the target
observations and one with the non-target patterns. Denote the observations
as follows

x;" K Target pattern >,

x;© K Non-target pattern >, .

Let n, represent the number of target observations (class >, ) and n, denote
the number of non-target (class >,) patterns. We work first with the non-tar-
get observations to determine the threshold we need to get a desired proba-
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bility of false alarm. Once we have the threshold, we can determine the
probability of correctly classifying the observations belonging to the target
class.

Before we go on to describe the receiver operating characteristic (ROC)
curve, we first describe some terminology. For any boundary we might set for
the decision regions, we are likely to make mistakes in classifying cases.
There will be some target patterns that we correctly classify as targets and
some we misclassify as non-targets. Similarly, there will be non-target pat-
terns that are correctly classified as non-targets and some that are misclassi-
fied as targets. This is summarized as follows:

= True Positives - TP: This is the fraction of patterns correctly classi-
fied as target cases.

= False Positives - FP: This is the fraction of non-target patterns
incorrectly classified as target cases.

= True Negatives - TN: This is the fraction of non-target cases cor-
rectly classified as non-target.

= False Negatives - FN: This is the fraction of target cases incorrectly
classified as non-target.

In our previous terminology, the false positives (FP) correspond to the false
alarms. Figure 9.8 shows these areas for a given decision boundary.

A ROC curve is a plot of the true positive rate against the false positive rate.
ROC curves are used primarily in signal detection and medical diagnosis
[Egan, 1975; Lusted, 1971; McNeil, et. al., 1975; Hanley and McNeil, 1983,
Hanley and Hajian-Tilaki, 1997]. In their terminology, the true positive rate is
also called the sensitivity. Sensitivity is the probability that a classifier will
classify a pattern as a target when it really is a target. Specificity is the prob-
ability that a classifier will correctly classify the true non-target cases. There-
fore, we see that a ROC curve is also a plot of sensitivity against 1 minus
specificity.

One of the purposes of a ROC curve is to measure the discriminating power
of the classifier. It is used in the medical community to evaluate the diagnos-
tic power of tests for diseases. By looking at a ROC curve, we can understand
the following about a classifier:

= It shows the trade-off between the probability of correctly classify-
ing the target class (sensitivity) and the false alarm rate (1 — spec-
ificity).

= The area under the ROC curve can be used to compare the perfor-
mance of classifiers.

We now show in more detail how to construct a ROC curve. Recall that the
likelihood ratio is given by
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In this figure, we see the decision regions for deciding whether a feature corresponds to the
target class or the non-target class.

LR X = m i

P x|>,

We start off by forming the likelihood ratios using the non-target >, obser-
vations and cross-validation to get the distribution of the likelihood ratios
when the class membership is truly >,. We use these likelihood ratios to set
the threshold that will give us a specific probability of false alarm.

Once we have the thresholds, the next step is to determine the rate at which
we correctly classify the target cases. We first form the likelihood ratio for
each target observation using cross-validation, yielding a distribution of like-
lihood ratios for the target class. For each given threshold, we can determine
the number of target observations that would be correctly classified by count-
ing the number of Ly that are greater than that threshold. These steps are
described in detail in the following procedure.

CROSS-VALIDATION FOR SPECIFIED FALSE ALARM RATE

1. Given observations with class labels >, (target) and >, (non-
target), set desired probabilities of false alarm and a value for k.
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2. Leave k points out of the non-target class to form a set of test cases
denoted by TEST. We denote cases belonging to class >, as X;© .

3. Estimate the class-conditional probabilities using the remaining
n, —k non-target cases and the n,; target cases.

4, For each of those k observations, form the likelihood ratios

2 _PXi2|>1_ 2

Lr X; X;" in TEST.

= PXi2|>2,

5. Repeat steps 2 through 4 using all of the non-target cases.
6. Order the likelihood ratios for the non-target class.

7. For each probability of false alarm, find the threshold that yields
that value. For example, if the P(FA) = 0.1, then the threshold is
given by the quantile g, of the likelihood ratios. Note that higher
values of the likelihood ratios indicate the target class. We now
have an array of thresholds corresponding to each probability of
false alarm.

8. Leave k points out of the target class to form a set of test cases
denoted by TEST. We denote cases belonging to >, by x;" .

9. Estimate the class-conditional probabilities using the remaining
n, —k target cases and the n, non-target cases.

10. For each of those k observations, form the likelihood ratios

1 _PXi1|>1_

Lg X x; in TEST.

=5 |~ ,

11. Repeat steps 8 through 10 using all of the target cases.

12. Order the likelihood ratios for the target class.

13. For each threshold and probability of false alarm, find the propor-
tion of target cases that are correctly classified to obtain the

P CCryge - If the likelihood ratios Lg xi1 are sorted, then this
would be the number of cases that are greater than the threshold.

This procedure yields the rate at which the target class is correctly classified
for a given probability of false alarm. We show in Example 9. 8 how to imple-
ment this procedure in MATLAB and plot the results in a ROC curve.

Example 9.8

In this example, we illustrate the cross-validation procedure and ROC curve
using the univariate model of Example 9.3. We first use MATLAB to generate
some data.
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%
%
%
%
n
u
nl
n2
x1
X2

We set

Generate some data, use the model in Example 9.3.

p(x]wl) ~ N(-1,1), p(wl) = 0.6

p(xIw2) ~ N(1,1),p(w2) = 0.4;

Generate the random variables.

1000;

rand(1,n);% find out what class they are from
length(find(u <= 0.6));% # in target class
n-nl;
randn(1,nl) - 1;
randn(1,n2) + 1;

up some arrays to store the likelihood ratios and estimated probabili-

ties. We also specify the values for the P FA . For each P FA , we will be
estimating the probability of correctly classifying objects from the target

class.
%

Set up some arrays to store things.

Irl = zeros(1,nl);

Ir2 = zeros(1,n2);

pfa = 0.01:.01:0.99;
pcc = zeros(size(pfa));

We now implement steps 2 through 7 of the cross-validation procedure. This
is the part where we find the thresholds that provide the desired probability
of false alarm.

%
%
%
mu

First find the threshold corresponding
to each false alarm rate.

Build classifier using target data.

1 = mean(x1);

varl = cov(x1l);

%
fo

en
%
Ir
%
th
fo

en

©2002 by C

Do cross-validation on non-target class.
ri=1n2

train = x2;

test = x2(i);

train(i) = [1;

mu2 = mean(train);

var2 = cov(train);

Ir2(i) = csevalnorm(test,mul,varl)./. ..

csevalnorm(test,mu2,var2);

d
sort the likelihood ratios for the non-target class
2 = sort(lr2);
Get the thresholds.

resh = zeros(size(pfa));

r i = 1:length(pfa)

thresh(i) = csquantiles(lr2,1-pfa(i));
d
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For the given thresholds, we now find the probability of correctly classifying
the target cases. This corresponds to steps 8 through 13.

% Now find the probability of correctly
% classifying targets.
mu2 = mean(x2);
var2 = cov(x2);
% Do cross-validation on target class.
for 1 = 1:n1
train = x1;
test = x1(i);
train(i) = [1;
mul = mean(train);
varl = cov(train);
Irl(i) = csevalnorm(test,mul,varl)./. ..
csevalnorm(test,mu2,var?2);
end
% Find the actual pcc.
for i1 = 1:length(pfa)
pcc(i) = length(find(lrl >= thresh(i)));
end
pcc = pcc/nl;

The ROC curve is given in Figure 9.9. We estimate the area under the curve
as 0.91, using

area = sum(pcc)*.01;

9.4 Classification Trees

In this section, we present another technique for pattern recognition called
classification trees. Our treatment of classification trees follows that in the
book called Classification and Regression Trees by Breiman, Friedman, Olshen
and Stone [1984]. For ease of exposition, we do notinclude the MATLAB code
for the classification tree in the main body of the text, but we do include it in
Appendix D. There are several main functions that we provide to work with
trees, and these are summarized in Table 9.1. We will be using these functions
in the text when we discuss the classification tree methodology.

While Bayes decision theory yields a classification rule that is intuitively
appealing, it does not provide insights about the structure or the nature of the
classification rule or help us determine what features are important. Classifi-
cation trees can yield complex decision boundaries, and they are appropriate
for ordered data, categorical data or a mixture of the two types. In this book,
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ROC Curve

FIGURE 9.9
This shows the ROC curve for Example 9.8.

TABLE 9.1

MartLaB Functions for Working with Classification Trees

Purpose MaTLAB Function

Grows the initial large tree csgrowc
Gets a sequence of minimal complexity trees csprunec
Returns the class for a set of features, using cstreec

the decision tree
Plots a tree csplotreec
Given a sequence of subtrees and an index for cspicktreec

the best tree, extract the tree (also cleans out

the tree)

we will be concerned only with the case where all features are continuous
random variables. The interested reader is referred to Breiman, et al. [1984],
Webb [1999], and Duda, Hart and Stork [2001] for more information on the
other cases.
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A decision or classification tree represents a multi-stage decision process,
where a binary decision is made at each stage. The tree is made up of nodes
and branches, with nodes being designated as an internal or a terminal node.
Internal nodes are ones that split into two children, while terminal nodes do
not have any children. A terminal node has a class label associated with it,
such that observations that fall into the particular terminal node are assigned
to that class.

To use a classification tree, a feature vector is presented to the tree. If the
value for a feature is less than some number, then the decision is to move to
the left child. If the answer to that question is no, then we move to the right
child. We continue in that manner until we reach one of the terminal nodes,
and the class label that corresponds to the terminal node is the one that is
assigned to the pattern. We illustrate this with a simple example.

Node 1
x1 <5
Node 2 Node 3
x2 <10
Class 1
Node 4 Node 5
x1 <8 Class 2
Node 6 Node 7
Class 2 Class 1
FIGURE 9.10

This simple classification tree for two classes is used in Example 9.9. Here we make decisions
based on two features, x;, and x,.
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Example 9.9

We show a simple classification tree in Figure 9.10, where we are concerned
with only two features. Note that all internal nodes have two children and a
splitting rule. The split can occur on either variable, with observations that
are less than that value being assigned to the left child and the rest going to
the right child. Thus, at node 1, any observation where the first feature is less
than 5 would go to the left child. When an observation stops at one of the ter-
minal nodes, it is assigned to the corresponding class for that node. We illus-
trate these concepts with several cases. Say that we have a feature vector
given by x = 4 6 , then passing this down the tree, we get

node 1 B node2 K >, .
If our feature vectoris x = 6 6 , then we travel the tree as follows:
node 1 B node 3 B node 4 B node 6 K >,
For a feature vector given by x = 10 12 , we have

node 1 B node 3 B node5 K >,.

We give a brief overview of the steps needed to create a tree classifier and
then explain each one in detail. To start the process, we must grow an overly
large tree using a criterion that will give us optimal splits for the tree. It turns
out that these large trees fit the training data set very well. However, they do
not generalize, so the rate at which we correctly classify new patterns is low.
The proposed solution [Breiman, et al., 1984] to this problem is to continually
prune the large tree using a minimal cost complexity criterion to get a
sequence of sub-trees. The final step is to choose a tree that is the ‘right size’
using cross-validation or an independent test sample. These three main pro-
cedures are described in the remainder of this section. However, to make
things easier for the reader, we first provide the notation that will be used to
describe classification trees.

CLASSIFICATION TREES - NOTATION

L denotes a learning set made up of observed feature vectors and
their class label.

J denotes the number of classes.
T is a classification tree.

t represents a node in the tree.
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t, and t; are the left and right child nodes.
t, is the tree containing only the root node.
T, is a branch of tree T starting at node t.
T is the set of terminal nodes in the tree.
"ﬂ is the number of terminal nodes in tree T.
t,L is the node that is the weakest link in tree T,.
n is the total number of observations in the learning set.

n; is the number of observations in the learning set that belong to the
j-thclass >;,j =1 J.

n t is the number of observations that fall into node t.
n; t is the number of observations at node t that belong to class >;.

#, is the prior probability that an observation belongs to class >;.
This can be estimated from the data as

# = %J . (9.11)

p >; t represents the joint probability that an observation will be in
node t and it will belong to class >;. It is calculated using

p>t = ant (9.12)

n;

p t is the probability that an observation falls into node t and is
given by

pt (9.13)

I
o
Y

~+

p >j|t denotes the probability that an observation isin class >; given
it is in node t. This is calculated from

p >t = P>t (9.14)

pt

r t represents the resubstitution estimate of the probability of mis-
classification for node t and a given classification into class >;. This
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is found by subtracting the maximum conditional probability
p >t for the node from 1:

re =1-max p >t . (9.15)
j

R t is the resubstitution estimate of risk for node t. This is
Rt =rtpt. (9.16)

R T denotes a resubstitution estimate of the overall misclassification
rate for a tree T. This can be calculated using every terminal node
in the tree as follows

RT = rtpt = Rt. (9.17)
tMT tMT
/ is the complexity parameter.

i t denotes a measure of impurity at node t.

?i s t represents the decrease in impurity and indicates the good-
ness of the split s at node t. This is given by

ist =it —pgitg —pi t,_ . (9.18)

p. and py are the proportion of data that are sent to the left and right
child nodes by the split s.

Growing the Tree

The idea behind binary classification trees is to split the d-dimensional space
into smaller and smaller partitions, such that the partitions become purer in
terms of the class membership. In other words, we are seeking partitions
where the majority of the members belong to one class. To illustrate these
ideas, we use a simple example where we have patterns from two classes,
each one containing two features, x, and x,. How we obtain these data are
discussed in the following example.

Example 9.10

We use synthetic data to illustrate the concepts of classification trees. There
are two classes, and we generate 50 points from each class. From Figure 9.11,
we see that each class is a two term mixture of bivariate uniform random
variables.
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% This shows how to generate the data that will be used

% to illustrate classification trees.

deln 25;
data(l:deln,:)
so=deln+1; sf
data(so:sf,:)
so=sf+l; sf =
data(so:sf,1)
data(so:sf,2)
so=st+l; sf =
data(so:sf,1)
data(so:sf,2)

rand(deln,2)+.5;
= 2*deln;
rand(deln,2)-.5;
3*deln;
rand(deln,1)-.5;
rand(deln,1)+.5;
4*deln;
rand(deln,1)+.5;
rand(deln,1)-.5;

A scatterplot of these data is given in Figure 9.11. One class is depicted by the
“* and the other is represented by the ‘0’. These data are available in the file
called cartdata, so the user can load them and reproduce the next several

examples.

Learning Sample

) Y0 *¥ * ¥
* %
O
OO OO o * « * *
*
1 oO 00q * k¥ % *
O @] e) @) *
S o ©O * * R
€ ©) *
S 0sp_ 0% o * o 1
% Kk K N % o le) OO
L * * o
* * * (0]e)
of x o © O 0B -
* ** OO
* % *x ) °© © © QE
05 % * ¥ oo
0.5 0 0.5 1 1.5
Feature x,
FIGURE 9.11

This shows a scatterplot of the data that will be used in our classification tree examples.
Data that belong to class 1 are shown by the “*’, and those that belong to class 2 are denoted

by an ‘o’.
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To grow a tree, we need to have some criterion to help us decide how to
split the nodes. We also need a rule that will tell us when to stop splitting the
nodes, at which point we are finished growing the tree. The stopping rule can
be quite simple, since we first grow an overly large tree. One possible choice
is to continue splitting terminal nodes until each one contains observations
from the same class, in which case some nodes might have only one observa-
tion in the node. Another option is to continue splitting nodes until there is
some maximum number of observations left in a node or the terminal node
is pure (all observations belong to one class). Recommended values for the
maximum number of observations left in a terminal node are between 1
and 5.

We now discuss the splitting rule in more detail. When we split a node, our
goal is to find a split that reduces the impurity in some manner. So, we need
a measure of impurity i(t) for a node t. Breiman, et al. [1984] discuss several
possibilities, one of which is called the Gini diversity index. This is the one
we will use in our implementation of classification trees. The Gini index is
given by

it = p>itp>t, (9.19)

i

which can also be written as

it =1- p’>|t. (9.20)

=1

Equation 9.20 is the one we code in the MATLAB function csgrowc for
growing classification trees.

Before continuing with our description of the splitting process, we first
note that our use of the term ‘best’ does not necessarily mean that the split we
find is the optimal one out of all the infinite possible splits. To grow a tree at
a given node, we search for the best split (in terms of decreasing the node
impurity) by first searching through each variable or feature. We have d pos-
sible best splits for a node (one for each feature), and we choose the best one
out of these d splits. The problem now is to search through the infinite num-
ber of possible splits. We can limit our search by using the following conven-
tion. For all feature vectors in our learning sample, we search for the best split
at the k-th feature by proposing splits that are halfway between consecutive
values for that feature. For each proposed split, we evaluate the impurity cri-
terion and choose the split that yields the largest decrease in impurity.

Once we have finished growing our tree, we must assign class labels to the
terminal nodes and determine the corresponding misclassification rate. It
makes sense to assign the class label to a node according to the likelihood that
itisin class >; given that it fell into node t. This is the posterior probability

© 2002 by Chapman & Hall/CRC



p >;|t given by Equation 9.14. So, using Bayes decision theory, we would
classify an observation at node t with the class >; that has the highest poste-
rior probability. The error in our classification is then given by Equation 9.15.
We summarize the steps for growing a classification tree in the following pro-
cedure. In the learning set, each observation will be a row in the matrix X, so
this matrix has dimensionality n0 d + 1 , representing d features and a class
label. The measured value of the k-th feature for the i-th observation is
denoted by Xiy.

PROCEDURE - GROWING A TREE

1. Determine the maximum number of observations n,,, that will be
allowed in a terminal node.

2. Determine the prior probabilities of class membership #;. These
can be estimated from the data (Equation 9.11), or they can be based
on prior knowledge of the application.

3. If a terminal node in the current tree contains more than the max-
imum allowed observations and contains observations from sev-
eral classes, then search for the best split. For each feature Kk,

a. Put the x;, in ascending order to give the ordered values x ;.

b. Determine all splits s;, in the k-th feature using
Sik = Xikt Xij—Xii1x 2

c. For each proposed split, evaluate the impurity function i t and
the goodness of the split using Equations 9.20 and 9.18.

d. Pick the best, which is the one that yields the largest decrease
in impurity.
4. Out of the k best splits in step 3, split the node on the variable that
yields the best overall split.

5. For that split found in step 4, determine the observations that go
to the left child and those that go to the right child.

6. Repeat steps 3 through 5 until each terminal node satisfies the
stopping rule (has observations from only one class or has the
maximum allowed cases in the node).

Example 9.11

In this example, we grow the initial large tree on the data set given in the pre-
vious example. We stop growing the tree when each terminal node has a
maximum of 5 observations or the node is pure. We first load the data that we
generated in the previous example. This file contains the data matrix, the
inputs to the function csgrowc, and the resulting tree.
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load cartdata

% Loads up data.

% Inputs to function - csgrowc.

maxn = 5; % maximum number in terminal nodes
clas = [1 2]; % class labels

pies = [0.5 0.5]; % optional prior probabilities
Nk = [50, 50]; % number in each class

The following MATLAB commands grow the initial tree and plot the results
in Figure 9.12.

tree = csgrowc(X,maxn,clas,Nk,pies);
csplotreec(tree)

We see from Figure 9.12, that the tree has partitioned the feature space into
eight decision regions or eight terminal nodes.

c1 C 2C 2 c1

FIGURE 9.12 )
This is the classification tree for the data shown in Figure 9.11. This tree partitions the feature

space into 8 decision regions.
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Pruning the Tree

Recall that the classification error for a node is given by Equation 9.15. If we
grow a tree until each terminal node contains observations from only one
class, then the error rate will be zero. Therefore, if we use the classification
error as a stopping criterion or as a measure of when we have a good tree,
then we would grow the tree until there are pure nodes. However, as we men-
tioned before, this procedure over fits the data and the classification tree will
not generalize well to new patterns. The suggestion made in Breiman, et al.
[1984] is to grow an overly large tree, denoted by T,,,., and then to find a
nested sequence of subtrees by successively pruning branches of the tree. The
best tree from this sequence is chosen based on the misclassification rate esti-
mated by cross-validation or an independent test sample. We describe the
two approaches after we discuss how to prune the tree.

The pruning procedure uses the misclassification rates along with a cost for
the complexity of the tree. The complexity of the tree is based on the number
of terminal nodes in a subtree or branch. The cost complexity measure is
defined as

R, T =R T +/[T: / 0. (9.21)

We look for a tree that minimizes the cost complexity given by Equation 9.21.
The / is a parameter that represents the complexity cost per terminal node.
If we have a large tree where every terminal node contains observations from
only one class, then R T will be zero. However, there will be a penalty paid
because of the complexity, and the cost complexity measure becomes

R, T =/[7l.

If /7 is small, then the penalty for having a complex tree is small, and the
resulting tree is large. The tree that minimizes R, T will tend to have few
nodes and large /.

Before we go further with our explanation of the pruning procedure, we
need to define what we mean by the branches of a tree. A branch T, of atree
T consists of the node t and all its descendent nodes. When we prune or
delete this branch, then we remove all descendent nodes of t, leaving the
branch root node t. For example, using the tree in Figure 9.10, the branch cor-
responding to node 3 contains nodes 3, 4, 5, 6, and 7, as shown in Figure 9.13.
If we delete that branch, then the remaining nodes are 1, 2, and 3.

Minimal complexity pruning searches for the branches that have the weak-
est link, which we then delete from the tree. The pruning process produces a
sequence of subtrees with fewer terminal nodes and decreasing complexity.

We start with our overly large tree and denote this tree as T,,,. We are
searching for a finite sequence of subtrees such that
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Node 3

Node 4 Node 5

Node 6 Node 7

FIGURE 9.13
These are the nodes that comprise the branch corresponding to node 3.

Toax T1 T Ty = 4

Note that the starting point for this sequence is the tree T,. Tree T, is found
in a way that is different from the other subtrees in the sequence. We start off
with T..., and we look at the misclassification rate for the terminal node
pairs (both sibling nodes are terminal nodes) in the tree. It is shown in
Breiman, et al. [1984] that

Rt Rt +Rtg. (9.22)

Equation 9.22 indicates that the misclassification error in the parent node is
greater than or equal to the sum of the error in the children. We search
through the terminal node pairs in T, looking for nodes that satisfy

Rt =Rt +Rtgy, (9.23)

and we prune off those nodes. These splits are ones that do not improve the
overall misclassification rate for the descendants of node t. Once we have
completed this step, the resulting treeis T, .
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There is a continuum of values for the complexity parameter / , but if a tree
T / isatree that minimizes R, T for a given 7/, then it will continue to
minimize it until a jump point for / is reached. Thus, we will be looking for
a sequence of complexity values / and the trees that minimize the cost com-
plexity measure for each level. Once we have our tree T,, we start pruning
off the branches that have the weakest link. To find the weakest link, we first
define a function on a tree as follows

Rt -R Ty

— t is an internal node, (9.24)
[Tl -1

g t

where T, isthe branch T, corresponding to the internal node t of subtree T, .
From Equation 9.24, for every internal node in tree T,, we determine the
value for g, t . We define the weakest link t,L in tree T, as the internal node
t that minimizes Equation 9.24,

g tL = min, g, t . (9.25)

Once we have the weakest link, we prune the branch defined by that node.
The new tree in the sequence is obtained by

Teer = Ti=Ters (9.26)

where the subtraction in Equation 9.26 indicates the pruning process. We set
the value of the complexity parameter to

Jior = gt (9.27)
The result of this pruning process will be a decreasing sequence of trees,
Toax T1 T, T = t ,
along with an increasing sequence of values for the complexity parameter
0=/, /o /i /.

We need the following key fact when we describe the procedure for choosing
the best tree from the sequence of subtrees:
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For k 1, thetree T, isthe minimal cost complexity tree for the
interval /, / /.,,and

T/ =T/, =T,.

PROCEDURE - PRUNING THE TREE

1. Start with a large tree T, .

2. Find the first tree in the sequence T, by searching through all
terminal node pairs. For each of these pairs, if
Rt =Rt +R tg ,then delete nodes t, and t;.

3. For all internal nodes in the current tree, calculate g, t as given
in Equation 9.24.

4. The weakest link is the node that has the smallest value for g, t .
5. Prune off the branch that has the weakest link.
6. Repeat steps 3 through 5 until only the root node is left.

Example 9.12

We continue with the same data set from the previous examples. We apply
the pruning procedure to the large tree obtained in Example 9.11. The prun-
ing function for classification trees is called csprunec. The input argument
is a tree, and the output argument is a cell array of subtrees, where the first
tree corresponds to tree T, and the last tree corresponds to the root node.

treeseq = csprunec(tree);
K = length(treeseq);
alpha = zeros(1,K);
% Find the sequence of alphas.
% Note that the root node corresponds to K,
% the last one in the sequence.
for 1 = 1:K
alpha(i) = treeseq{i}.alpha;
end

The resulting sequence for 7/ is
alpha = 0, 0.01, 0.03, 0.07, 0.08, 0.10.

We see that as k increases (or, equivalently, the complexity of the tree
decreases), the complexity parameter increases. We plot two of the subtrees
in Figures 9.14 and 9.15. Note that tree T; with / = 0.08 has fewer terminal
nodes than tree T; with / = 0.03.
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Subtree T5

x1<0.031

c 2 c1

FIGURE 9.14
This is the subtree corresponding to k = 5 from Example 9.12. For this tree, /7 = 0.08.

Choosing the Best Tree

In the previous section, we discussed the importance of using independent
test data to evaluate the performance of our classifier. We now use the same
procedures to help us choose the right size tree. It makes sense to choose a
tree that yields the smallest true misclassification cost, but we need a way to
estimate this.

The values for misclassification rates that we get when constructing a tree
are really estimates using the learning sample. We would like to get less
biased estimates of the true misclassification costs, so we can use these values
to choose the tree that has the smallest estimated misclassification rate. We
can get these estimates using either an independent test sample or cross-val-
idation. In this text, we cover the situation where there is a unit cost for mis-
classification and the priors are estimated from the data. For a general
treatment of the procedure, the reader is referred to Breiman, et al. [1984].
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Subtree T3

c1 C 2C 2 c1

FIGURE 9.15
Here is the subtree corresponding to k = 3 from Example 9.12. For this tree, / = 0.03.

Selecting the Best Tree Using an Independent Test Sample

We first describe the independent test sample case, because it is easier to
understand. The notation that we use is summarized below.

NOTATION - INDEPENDENT TEST SAMPLE METHOD

L, is the subset of the learning sample L that will be used for building
the tree.

L, is the subset of the learning sample L that will be used for testing
the tree and choosing the best subtree.

n’ is the number of cases in L,.

nj2 is the number of observations in L, that belong to class >;.
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n;; is the number of observations in L, that belong to class >; that

were classified as belonging to class >;.

Q" >|>; represents the estimate of the probability that a case be-
longing to class >; is classified as belonging to class >;, using the
independent test sample method.

R™ >; s an estimate of the expected cost of misclassifying patterns

in class >;, using the independent test sample.

R T, is the estimate of the expected misclassification cost for the
tree represented by T, using the independent test sample method.

If our learning sample is large enough, we can divide it into two sets, one
for building the tree and one for estimating the misclassification costs. We use
the set L, to build the tree T,,,, and to obtain the sequence of pruned sub-
trees. This means that the trees have never seen any of the cases in the second
sample L,. So, we present all observations in L, to each of the trees to obtain
an honest estimate of the true misclassification rate of each tree.

Since we_have unit cost and estimated priors given by Equation 9.11, we
can write QTS >i|>; as

2
>[> = ML, (9.28)
n;

Note that if it happens that the number of cases belonging to class >; is zero
(i.e., nj2 = 0), then we set QTS >i|>; = 0. We can see from Equation 9.28
that this estimate is given by the proportion of cases that belong to class >;
that are classified as belonging to class >;.

The total proportion of observations belonging to class >; that are misclas-
sified is given by

R®> = Q" >> . (9.29)

This is our estimate of the expected misclassification cost for class >;. Finally,
we use the total proportion of test cases misclassified by tree T as our estimate
of the misclassification cost for the tree classifier. This can be calculated using

(9.30)

Equation 9.30 is easily calculated by simply counting the number of misclas-
sified observations from L, and dividing by the total number of cases in the
test sample.
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The rule for picking the best subtree requires one more quantity. This is the
standard error of our estimate of the misclassification cost for the trees. In our
case, the prior probabilities are estimated from the data, and we have unit
cost for misclassification. Thus, the standard error is estimated by

~ - . &
SER°T, =1R°T, 1-R°T, nZy , (9.31)
$

where n? is the number of cases in the independent test sample.

To choose the right size subtree, Breiman, et al. [1984] recommend the fol-
lowing. First find the tree that gives the smallest value for the estimated mis-
classification error. Then we add the standard error given by Equation 9.31 to
that misclassification error. Find the smallest tree (the tree with the largest
subscript k) such that its misclassification cost is less than the minimum mis-
classification plus its standard error. In essence, we are choosing the least
complex tree whose accuracy is comparable to the tree yielding the minimum
misclassification rate.

PROCEDURE - CHOOSING THE BEST SUBTREE - TEST SAMPLE METHOD

1. Randomly partition the learning set into two parts, L, and L, or
obtain an independent test set by randomly sampling from the
population.

2. Using L,, grow a large tree T, .
. Prune T,,,, to get the sequence of subtrees T,.

. For each tree in the sequence, take the cases in L, and present them
to the tree.

. Count the number of cases that are misclassified.

. Calculate the estimate for ERTS T, using Equation 9.30.
. Repeat steps 4 through 6 for each tree in the sequence.
. Find the minimum error

A W

o N o O

TS . TS
Rmin = min R~ T,
k

9. Calculate the standard error in the estimate of Rmn using
Equation 9.31.

10. Add the standard error to F};?n to get

Rmin + SE Rmin -
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11. Find the tree with the fewest number of nodes (or equivalently,
the largest k) such that its misclassification error is less than the
amount found in step 10.

Example 9.13

We implement this procedure using the sequence of trees found in
Example 9.12. Since our sample was small, only 100 points, we will not
divide this into a testing and training set. Instead, we will simply generate
another set of random variables from the same distribution. The testing set
we use in this example is contained in the file cartdata. First we generate
the data that belong to class 1.

% Priors are 0.5 for both classes.

% Generate 200 data points for testing.
% Find the number in each class.

n = 200;

u = rand(1,n);

% Find the number in class 1.

nl = length(find(u<=0.5));

n2 = n - nl;

% Generate the ones for class 1

% Half are upper right corner, half are lower left
datal = zeros(nl,2);

u = rand(1,nl);

nll = length(find(u<=0.5));

nl2 = nl - nll;

datal(1:n11,:) = rand(nll,2)+.5;
datal(nli+l:nl1,:) = rand(nl2,2)-.5;

Next we generate the data points for class 2.

% Generate the ones for class 2.

% Half are in lower right corner, half are upper left.
data2 = rand(n2,2);

u = rand(1,n2);

n21 = length(find(u<=0.5));

n22 = n2 - n21;

data2(1:n21,1) rand(n21,1)-.5;

data2(1:n21,2) = rand(n21,1)+.5;

data2(n21+1:n2,1) = rand(n22,1)+.5;

data2(n21+1:n2,2) = rand(n22,1)-.5;

Now we determine the misclassification rate for each tree in the sequence
using the independent test cases. The function cstreec returns the class
label for a given feature vector.

% Now check the trees using independent test
% cases in datal and dataZ2.
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% Keep track of the ones misclassified.

K = length(treeseq);

Rk = zeros(1,K-1); % we do not check the root

for k = 1:K-1

nmis = 0;

treek = treeseq{k};

% loop through the cases from class 1

for 1 = 1:n1
[clas,pclass,node]=cstreec(datal(i,:),treek);
if clas =1

nmis = nmis+l; % misclassified

end

end

% Loop through class 2 cases

for 1 = 1:n2

[clas,pclass,node] = cstreec(data2(i,:),treek);
if clas ~= 2
nmis = nmis+l; % misclassified
end
end
Rk(k) = nmis/n;
end

The estimated misclassification errors are:
Rk = 0.01, 0.035, 0.050, 0.19, 0.32.

We see that the minimum estimated misclassification error is the tree T, . We
show below how to use Equation 9.31 to get the estimated standard error.

% Find the minimum RK.

[mrk,ind] = min(Rk);

% The tree T_1 corresponds to the minimum RK.
% Now find the se for that one.

semrk = sqrt(mrk*(1-mrk)/n);

% The SE is 0.0070. We add that to min(RK).
Rk2 = mrk+semrk;

When we add the estimated standard error of 0.007 to the minimum esti-
mated misclassification error, we get 0.017. None of the other trees in the
sequence has an error less than this, so tree T, is the one we would select as
the best tree.

Selecting the Best Tree Using Cross-Validation

We now turn our attention to the case where we use cross-validation to esti-
mate our misclassification error for the trees. In cross-validation, we divide
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our learning sample into several training and testing sets. We use the training
sets to build sequences of trees and then use the test sets to estimate the mis-
classification error.

In previous examples of cross-validation, our testing sets contained only
one observation. In other words, the learning sample was sequentially parti-
tioned into n test sets. As we discuss shortly, it is recommended that far fewer
than n partitions be used when estimating the misclassification error for trees
using cross-validation. We first provide the notation that will be used in
describing the cross-validation method for choosing the right size tree.

NOTATION - CROSS-VALIDATION METHOD

L, denotes a partition of the learning sample L, such that

LY = L-L,

v=1 V.

T, is a tree grown using the partition L " .

/. denotes the complexity parameter for a tree grown using the
partition L " .

R T represents the estimate of the expected misclassification cost
for the tree using cross-validation.

We start the procedure by dividing the learning sample L into V partitions
L, .Breiman, etal. [1984] recommend avalue of V = 10 and show that cross-
validation using finer partitions does not significantly improve the results.
For better results, it is also recommended that systematic random sampling
be used to ensure a fixed fraction of each class will be in L, and L " . These
partitions L, are set aside and used to test our classification tree and to esti-
mate the misclassification error. We use the remainder of the learning set L "
to get a sequence of trees

max Tlv Tkv TkV+1 TKV = tl ’

for each training partition. Keep in mind that we have our original sequence
of trees that were created using the entire learning samplelL, and that we are
going to use these sequences of trees T, to evaluate the classification perfor-
mance of each tree in the original sequence T,. Each one of these sequences
will also have an associated sequence of complexity parameters

0=1/, 70 1 /.

At this point, we have V + 1 sequences of subtrees and complexity parame-
ters.

© 2002 by Chapman & Hall/CRC



We use the test samples L, along with the trees T, to determine the clas-
sification error of the subtrees T,. To accomplish this, we have to find trees
that have equivalent complexity to T, in the sequence of trees T, .

Recall that a tree T, is the minimal cost complexity tree over the range
/. / /... We define a representative complexity parameter for that
interval using the geometric mean

7= ST s (9.32)

The complexity for a tree T, is given by this quantity. We then estimate the
misclassification error using

FAQCV

T =RV T/, , (9.33)

where the right hand side of Equation 9.33 is the proportion of test cases that
are misclassified, using the trees T,” that correspond to the complexity
parameter /', .

To choose the best subtree, we need an expression for the standard error of
the misclassification error R T, . When we present our test cases from the
partition L,, we record a zero or a one, denoting a correct classification and
an incorrect classification, respectively. We see then that the estimate in Equa-
tion 9.33 is the mean of the ones and zeros. We estimate the standard error of
this from

~ ~ 2
SERYV T, = J% (9.34)

where s’ is n—1 n times the sample variance of the ones and zeros.

The cross-validation procedure for estimating the misclassification error
when we have unit cost and the priors are estimated from the data is outlined
below.

PROCEDURE - CHOOSING THE BEST SUBTREE (CROSS-VALIDATION)

1. Obtain a sequence of subtrees T, that are grown using the learning
sample L.

2. Determine the cost complexity parameter /', for each T, using
Equation 9.32.

3. Partition the learning sample into V partitions, L, . These will be
used to test the trees.

4. For each L,, build the sequence of subtrees using L * . We should
now have V + 1 sequences of trees.
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5. Now find the estimated misclassification error fzcv T, . For /',
corresponding to T,, find all equivalent trees T, , v=1 V.
We do this by choosing the tree T,” such that

I M7

6. Take the test cases in each L, and present them to the tree T,’
found in step 5. Record a one if the test case is misclassified and a
zero if it is classified correctly. These are the classification costs.

7. Calculate R®” T, as the proportion of test cases that are misclas-
sified (or the mean of the array of ones and zeros found in step 6).

8. Calculate the standard error as given by Equation 9.34.

9. Continue steps 5 through 8 to find the misclassification cost for
each subtree T,.

10. Find the minimum error
FAzﬁ\./n = mli(n EQCV T,
11. Add the estimated standard error to it to get
RSY, + SE R,

12. Find the tree with the largest k or fewest number of nodes such
that its misclassification error is less than the amount found in
step 11.

Example 9.14

For this example, we return to the iris data, described at the beginning of
this chapter. We implement the cross-validation approach using V = 5. We
start by loading the data and setting up the indices that correspond to each
partition. The fraction of cases belonging to each class is the same in all test-
ing sets.

load iris

% Attach class labels to each group.
setosa(:,5)=1;

versicolor(:,5)=2;

virginica(:,5)=3;

X = [setosa;versicolor;virginica];

n = 150;% total number of data points

% These indices indicate the five partitions
% for cross-validation.

indl = 1:5:50;
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ind2 = 2:5:50;
ind3 = 3:5:50;
ind4 = 4:5:50;
ind5 = 5:5:50;

Next we set up all of the testing and training sets. We use the MATLAB eval
function to do this in a loop

% Get the testing sets: testl, test2, ...
for 1 = 1:5
eval(["test™ iInt2str(i) ~"=[setosa(ind” int2str(i)
",2):;versicolor(ind® int2str(i) ...
",I):;virginica(ind® int2str(i) ",:)]1:;"D

end

for 1 = 1:5

tmpl = setosa;
tmp2 = versicolor;

tmp3 = virginica;

% Remove points that are in the test set.
eval(["tmpl(ind® int2str(i) ",:) = [1:°"D
eval(["tmp2(ind® int2str(i) ,:) [1:°D
eval(["tmp3(ind® int2str(i) ",:) =[1:"D
eval(["train® int2str(i) "= [tmpl;tmp2;tmp3];~1)
end

Now we grow the trees using all of the data and each training set.

% Grow all of the trees.

pies = ones(1,3)/3;

maxn 2;% get large trees

clas = 1:3;

Nk = [50,50,50];

tree = csgrowc(X,maxn,clas,Nk,pies);

Nkl = [40 40 40];

for 1 = 1:5

eval(["tree® int2str(i) "= ,...
csgrowc(train®, . ..
int2str(i) " ,maxn,clas,Nkl,pies);"])

end

The following MATLAB code gets all of the sequences of pruned subtrees:

% Now prune each sequence.

treeseq = csprunec(tree);

for 1 = 1:5

eval(["treeseq” int2str(i) "=,...
csprunec(tree” int2str(i) ");"1)

end
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The complexity parameters must be extracted from each sequence of sub-
trees. We show how to get this for the main tree and for the sequences of sub-
trees grown on the first partition. This must be changed appropriately for
each of the remaining sequences of subtrees.

K = length(treeseq);
alpha = zeros(1,K);
% Find the sequence of alphas.

for i = 1:K
alpha(i) = treeseq{i}.alpha;
end

% For the other subtree sequences, change the
% 1 to 2, 3, 4, 5 and re-run.
K1 = length(treeseql);
for 1 = 1:K1
alphal(i) = treeseql{i}.alpha;
end

We need to obtain the equivalent complexity parameters for the main
sequence of trees using Equation 9.32. We do this in MATLAB as follows:

% Get the akprime equivalent values for the main tree.
for 1 = 1:K-1

akprime(i) = sqrt(alpha(i)*alpha(i+1));
end

We must now loop through all of the subtrees in the main sequence, find the
equivalent subtrees in each partition and use those trees to classify the cases
in the corresponding test set. We show a portion of the MATLAB code here
to illustrate how we find the equivalent subtrees. The complete steps are con-
tained in the M-file called ex9_14 _m (downloadable with the Computa-
tional Statistics Toolbox). In addition, there is an alternative way to
implement cross-validation using cell arrays (courtesy of Tom Lane, The
MathWorks). The complete procedure can be found in ex9_14alt.m.

n = 150;

k = length(akprime);

misclass = zeros(1,n);

% For the first tree, find the

% equivalent tree from the first partition

ind = find(alphal <= akprime(l));

% Should be the last one.

% Get the tree that corresponds to that one.

tk = treeseql{ind(end)};

% Get the misclassified points in the test set.

for J = 1:30 % loop through the points iIn test 1
[c,pclass,node] = cstreec(testl(j,1:4),tk);
if ¢ ~= testl((,5)
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misclass(jJ) = 1;
end
end

We continue in this manner using all of the subtrees. The estimated misclas-
sification error using cross-validation is

Rk = 0.047, 0.047, 0.047, 0.067, 0.21, 0.41,

and the estimated standard error for Rpn is 0.017. When we add this to the
minimum of the estimated errors, we get 0.064. We see that the tree with the
minimum complexity that has error less than this is tree T;. All of the data
and variables that are generated in this example can be loaded from
irisexamp.mat.

9.5 Clustering

Clustering methodology is used to explore a data set where the goal is to sep-
arate the sample into groups or to provide understanding about the underly-
ing structure or nature of the data. The results from clustering methods can
be used to prototype supervised classifiers or to generate hypotheses. Clus-
tering is called unsupervised classification because we typically do not know
what groups there are in the data or the group membership of an individual
observation. In this section, we discuss two main methods for clustering. The
firstis hierarchical clustering, and the second method is called k-means clus-
tering. First, however, we cover some preliminary concepts.

Measures of Distance

The goal of clustering is to partition our data into groups such that the obser-
vations that are in one group are dissimilar to those in other groups. We need
to have some way of measuring that dissimilarity, and there are several mea-
sures that fit our purpose.

The first measure of dissimilarity is the Euclidean distance given by

dis = A/ X, =X X, =X (9.35)

where X, is a column vector representing one observation. We could also use
the Mahalanobis distance defined as

d, = A/ X — X 3 Xr—Xs (9.36)
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where 3™ denotes the inverse covariance matrix. The city block distance is
found using absolute values rather than squared distances, and it is calcu-
lated using

d, = |x”—xﬁ. (9.37)

In Equation 9.37, we take the absolute value of the difference between the
observations x, and x, componentwise and then add up the values. The final
distance that we present covers the more general case of the Euclidean dis-
tance or the city block distance. This is called the Minkowski distance, and it
is found using

d &1p
do =1 V”—&M% . (9.38)

i=1

If p = 1, then we have the city block distance, and if p = 2 we have the
Euclidean distance.

The researcher should be aware that distances might be affected by differ-
ing scales or magnitude among the variables. For example, suppose our data
measured two variables: age and annual income in dollars. Because of its
magnitude, the income variable could influence the distances between obser-
vations, and we would end up clustering mostly on the incomes. In some sit-
uations, we might want to standardize the observations. The MATLAB
Statistics Toolbox contains a function called zscore that will perform this
standardization.

The MATLAB Statistics Toolbox also has a function that calculates dis-
tances. It is called pdist and takes as its argument a matrix X that is dimen-
sion n 0d. Each row represents an observation in our data set. The pdist
function returns a vector containing the distance information. The default
distance is Euclidean, but the user can specify other distances as discussed
above. We illustrate the use of this function in the following example.

Example 9.15

We use a small data set to illustrate the various distances available in the
MATLAB Statistics Toolbox. We have only five data points. The following
commands set up the matrix of values and plots the points in Figure 9.16.

% Let"s make up a data set - 2-D.
x=[11;12; 21; -1 -1; -1 -2];
plot(x(:,1),x(:,2),"kx") % plots the points.
axis([-3 3 -3 3])
text(x(:,1)+.1,x(z,2)+.1,"1]2|314157);

© 2002 by Chapman & Hall/CRC



We first find the Euclidean distance between the points using the pdist
function. We also illustrate the use of the function squareform that puts the
distances in a more familiar matrix form, where the ij-th element corresponds
to the distance between the i-th and j-th observation.

% Find the Euclidean distance using pdist.

% Convert to matrix form for easier reading.
ye = pdist(x, “euclid”);

ye_mat = squareform(ye);

The matrix we get from this is

ye_mat =
0 1.0000 1.0000 2.8284 3.6056
1.0000 0 1.4142 3.6056 4.4721
1.0000 1.4142 0 3.6056 4.2426
2.8284 3.6056 3.6056 0 1.0000
3.6056 4.4721 4.2426 1.0000 0

We contrast this with the city block distance.

% Contrast with city block metric.
ycb = pdist(x, "cityblock™);
ycb_mat = squareform(ychb);

The result we get from this is

ycb_mat =
0 1 1 4 5
1 0 2 5 6
1 2 0] 5 6
4 5 5 0] 1
5 6 6 1 0]

Hierarchical Clustering

There are two types of hierarchical clustering methods: agglomerative and
divisive. Divisive methods start with one large group and successively split
the groups until there are n groups with one observation per group. In gen-
eral, methods for this type of hierarchical clustering are computationally inef-
ficient [Webb, 1999], so we do not discuss them further. Agglomerative
methods are just the opposite; we start with n groups (one observation per
group) and successively merge the two most similar groups until we are left
with only one group.

There are five commonly used methods for merging clusters in agglomer-
ative clustering. These are single linkage, complete linkage, average linkage,
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FIGURE 9.16
These are the observations used in Example 9.15. Two clusters are clearly seen.

centroid linkage and Ward’s method. The MATLAB Statistics Toolbox pro-
vides a function called 11nkage that will perform agglomerative clustering
using any of these methods. Its use is illustrated in the next example, but first
we briefly describe each of the methods [Hair, et al., 1995].

The single linkage method uses minimum distance, where the distance
between clusters is defined as the distance between the closest pair of obser-
vations. Pairs consisting of one case from each group are used in the calcula-
tion. The first cluster is formed by merging the two groups with the shortest
distance. Then the next smallest distance is found between all of the clusters
(keep in mind that an observation is also a cluster). The two clusters corre-
sponding to the smallest distance are then merged. The process continues in
this manner until there is one group. In some cases, single linkage can lead to
chaining of the observations, where those on the ends of the chain might be
very dissimilar.

The process for the complete linkage method is similar to single linkage,
but the clustering criterion is different. The distance between groups is
defined as the most distant pair of observations, with one coming from each
group. The logic behind using this type of similarity criterion is that the max-
imum distance between observations in each cluster represents the smallest
sphere that can enclose all of the objects in both clusters. Thus, the closest of
these cluster pairs should be grouped together. The complete linkage method
does not have the chaining problem that single linkage has.
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The average linkage method for clustering starts out the same way as sin-
gle and complete linkage. In this case, the cluster criterion is the average dis-
tance between all pairs, where one member of the pair comes from each
cluster. Thus, we find all pairwise distances between observations in each
cluster and take the average. This linkage method tends to combine clusters
with small variances and to produce clusters with approximately equal vari-
ance.

Centroid linkage calculates the distance between two clusters as the dis-
tance between the centroids. The centroid of a cluster is defined as the d-
dimensional sample mean for those observations that belong to the cluster.
Whenever we merge clusters together or add an observation to a cluster, the
centroid is recalculated.

The distance between two clusters using Ward’s linkage method is defined
as the incremental sum of the squares between two clusters. To merge clus-
ters, the within-group sum-of-squares is minimized over all possible parti-
tions obtained by combining two clusters. The within-group sum-of-squares
is defined as the sum of the squared distances between all observations in a
cluster and its centroid. This method tends to produce clusters with approx-
imately the same number of observations in each one.

Example 9.16

We illustrate the Iinkage function using the data and distances from the
previous example. We look only at single linkage and complete linkage using
the Euclidean distances. We show the results of the clustering in dendro-
grams given in Figures 9.17 and 9.18.

% Get the cluster output from the linkage function.
zsingle = linkage(ye, "single®);

zcomplete = linkage(ye, "complete®);

% Get the dendrogram.

dendrogram(zsingle)

title("Clustering - Single Linkage®)
dendrogram(zcomplete)

title("Clustering - Complete Linkage™)

A dendrogram shows the links between objects as inverted U-shaped lines,
where the height of the U represents the distance between the objects. The
cases are listed along the horizontal axis. Cutting the tree at various y values
of the dendrogram yields different clusters. For example, cutting the com-
plete linkage treeaty = 1.2 would yield 3 clusters. As expected, if we choose
to create two clusters, then the two linkage methods give the same cluster
definitions.

Now that we have our cases clustered, we would like to measure the valid-
ity of the clustering. One way to do this would be to compare the distances
between all observations with the links in the dendrogram. If the clustering
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Clustering Single Linkage

15

FIGURE 9.17 )
This is the dendrogram using Euclidean distances and single linkage.

Clustering Complete Linkage

35

251

05

FIGURE 9.18 )
This is the dendrogram using Euclidean distances and complete linkage.
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isavalid one, then there should be a strong correlation between them. We can
measure this using the cophenetic correlation coefficient. A cophenetic
matrix is defined using the results of the linkage procedure. The ij-th entry of
the cophenetic matrix is the fusion level at which the i-th and j-th objects
appear together in the same cluster for the first time. The correlation coeffi-
cient between the distances and the corresponding cophenetic entries is the
cophenetic correlation coefficient. Large values indicate that the linkage pro-
vides a reasonable clustering of the data. The MATLAB Statistics Toolbox
provides a function that will calculate the cophenetic correlation coefficient.
Its use is illustrated in the following example.

Example 9.17

In this example, we show how to obtain the cophenetic correlation coefficient
in MATLAB. We use the same small data set from before and calculate the
cophenetic correlation coefficient when we have clusters based on different
distances and linkages. First, we get the clusters using the following com-
mands.

x=1[11;12; 21; -1 -1; -1 -2];
ye = pdist(x, “euclid”);

ycb = pdist(x, "cityblock™);

zsineu = linkage(ye, "single”);
zcompeu = linkage(ye, "complete®);
zsincb = linkage(ycb, "single®);
zcomcb = linkage(ycb, "complete®);

We now have four different cluster hierarchies. Their cophenetic correlation
coefficients can be found from the following:

ccompeu = cophenet(zcompeu,ye);
csineu = cophenet(zsineu,ye);

csincb cophenet(zsincb,ycb);
ccomcb = cophenet(zcomcb,ychb);

As expected, all of the resulting cophenetic correlation coefficients are large
(approximately 0.95), with the largest corresponding to the complete linkage
clustering based on the city block distance.

K-Means Clustering

The goal of k-means clustering is to partition the data intok groups such that
the within-group sum-of-squares is minimized. One way this technique dif-
fers from hierarchical clustering is that we must specify the number of groups
or clusters that we are looking for. We briefly describe two algorithms for
obtaining clusters via k-means.
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One of the basic algorithms for k-means clustering is a two step procedure.
First, we assign observations to its closest group, usually using the Euclidean
distance between the observation and the cluster centroid. The second step of
the procedure is to calculate the new cluster centroid using the assigned
objects. These steps are alternated until there are no changes in cluster mem-
bership or until the centroids do not change. This algorithm is sometimes
referred to as HMEANS [Spath, 1980] or the basic ISODATA method.

PROCEDURE - HMEANS ALGORITHM

1. Specify the number of clusters k.

2. Determine initial cluster centroids. These can be randomly chosen
or the user can specify them.

3. Calculate the distance between each observation and each cluster
centroid.

4. Assign every observation to the closest cluster.

5. Calculate the centroid (i.e., the d-dimensional mean) of every cluster
using the observations that were just grouped there.

6. Repeat steps 3 through 5 until no more changes are made.

There are two problems with the HMEANS algorithm. The first one is that
this method could lead to empty clusters, so users should be aware of this
possibility. As the centroid is recalculated and observations are reassigned to
groups, some clusters could become empty. The second issue concerns the
optimality of the partitions. With k-means, we are searching for partitions
where the within-group sum-of-squares is minimum. It can be shown [Webb,
1999] that in some cases, the final k-means cluster assignment is not optimal,
in the sense that moving a single point from one cluster to another may
reduce the sum of squared errors. The following procedure helps address the
second problem.

PROCEDURE - K-MEANS

1. Obtain a partition of k groups, possibly from the HMEANS algo-
rithm.

2. Take each data point x; and calculate the Euclidean distance be-
tween it and every cluster centroid.

3. Here x; is in the r-th cluster, n, is the number of points in the r-th
cluster, and dizr is the Euclidean distance between x; and the cen-
troid of cluster r. If there is a group s such that

nr 2 ns
n-1" ng+1

d?
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then move x; to cluster s.

4. If there are several clusters that satisfy the above inequality, then
move the x; to the group that has the smallest value for

Ng 2
n5+1 Is -

5. Repeat steps 2 through 4 until no more changes are made.

We note that there are many algorithms for k-means clustering described in
the literature. We provide some references to these in the last section of this
chapter.

Example 9.18

We show how to implement HMEANS in MATLAB, using the iris data.
Normally, clustering methods would be used on data where we do not know
what groups are there, unlike the 1ris data. However, since we do know the
true groups represented by the data, these will give us a way to verify that
the clusters make sense. We first obtain the cluster centers by randomly pick-
ing observations from the data set. Note that initial cluster centers do not
have to be actual observations.

load iris

k = 3;

% Put all of the data together.

X = [setosa;versicolor;virginica];
[n,d] = size(X);

% Pick some observations to be the cluster centers.
ind = randperm(n);

ind = ind(1:k);

nc = x(ind,:);

% Set up storage.

% Integers 1,...,k indicating cluster membership
cid = zeros(1,n);

% Make this different to get the loop started.
oldcid = ones(1,n);

% The number in each cluster.

nr = zeros(1,k);

% Set up maximum number of iterations.

maxiter = 100;

iter = 1;

while ~isequal(cid,oldcid)& iter < maxiter
oldcid = cid;
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% Implement the hmeans algorithm.
% For each point, find the distance
% to all cluster centers.
for 1 = 1:n
dist = sum((repmat(x(i,:),k,1)-nc)."2,2);
% assign it to this cluster
[m,ind] = min(dist);
cid(i) = ind;

end
% Find the new cluster centers.
for 1 = 1:kK

% Find all points in this cluster.
ind = find(cid==1);
% Find the centroid.
nc(i,:) = mean(x(ind,:));
% Find the number in each cluster;
nr(i) = length(ind);

end

iter = iter + 1

end

To check these results, we show a scatterplot of the first two features of the
iris datain Figure 9.19, where the three classes are represented by different
plotting symbols. The clusters we obtain from this implementation of k-
means clustering (using the HMEANS procedure) are shown in Figure 9.20.
The algorithm finds the one group, corresponding to Iris setosa, but has trou-
ble separating the other two species. However, the results are certainly rea-
sonable.

9.6 MaTLAB Code

We provide a function called cshmeans that implements the HMEANS algo-
rithm given above. We also have a function called cskmeans that checks to
see if moving individual observations changes the sum-square error. With
both of these functions, the user can specify the initial centers as an input
argument. However, if that argument is omitted, then the function will ran-
domly pick the initial cluster centers.

As we stated in the body of the text, there are many MATLAB functions
available that the analyst can use to develop classifiers using Bayes decision
theory. These are any of the functions in the Statistics Toolbox that estimates
a probability density function using the parametric approach: normfit,
expfit, gamfit, unifit, betafit, and weibTfit. These functions return
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FIGURE 9.19

This is a scatterplot of the first two features of the i ris data. The three classes are represented
by different plotting symbols. From this, we expect that the k-means algorithm should find
the cluster in the upper left corner, but have trouble separating the other two clusters. Note
that because this represents the first two features, some of the symbols (circles and asterisks)
are on top of each other.

the appropriate distribution parameters estimated from the sample. For the
nonparametric approach, one can use any of the techniques from Chapter 8:
histograms, frequency polygons, kernel methods, finite mixtures or adaptive
mixtures. Also, there is a function in the Statistics Toolbox called classify.
This performs linear discriminant analysis [Duda, Hart, and Stork, 2001]
using Mahalanobis distances. Class labels are assigned based on the distance
between the observation and the cases in the training set.

A set of M-files implementing many of the methods described in Ripely
[1996] are available for download at

ftp://£ftp.mathworks.com/pub/contrib/v5/stats/discrin/.

There are functions for k-means, Bayesian classifiers and logistic discriminant
analysis.

The MATLAB Statistics Toolbox has several functions for clustering. In
Examples 9.15 through 9.17, we illustrated the use of pdist, squareform,
linkage, and cophenet. There are other clustering functions that the data
analyst might find useful. One is called cluster, which is used to divide the
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This shows the first two features of the clusters found using k-means, where all four features
were used in the clustering algorithm. As expected, the cluster in the upper left corner is
found. The other two clusters do not show the same separation, but the results are reasonable
when compared to the true groups shown in Figure 9.19.

output of linkage into clusters. It does this in one of two ways: 1) by finding
the natural divisions, or 2) by the user specifying arbitrary clusters. The func-
tion inconsistent helps the user find natural divisions in the data set by
comparing the length of the links in a cluster tree with the lengths of neigh-
boring links. If the link is approximately the same as its neighbors, then it
exhibits a high level of consistency. If not, then they are considered to be
inconsistent. Inconsistent links might indicate a division of the data. The
reader is asked to explore this further in the exercises. Finally, the function
clusterdata combines the three functions, pdist, 1inkage, and clus-
ter into one. However, clusterdata uses Euclidean distance and single
linkage clustering. So, if another cluster methodology is needed, the three
separate functions must be used.
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TABLE 9.2
MaTLAB Functions for Statistical Pattern Recognition

Purpose MaTLAB Function

Creating, pruning and displaying classification csgrowc
trees csprunec
cstreec

csplotreec

cspicktreec

Creating, analyzing and displaying clusters clusterdata
pdist/squareform
linkage
cluster
cophenet
dendrogram
cshmeans
cskmeans

Statistical pattern recognition using Bayes csrocgen
decision theory cskernmd
cskern2d

9.7 Further Reading

There are many excellent books on statistical pattern recognition that can be
used by students at the graduate level or researchers with a basic knowledge
of calculus and linear algebra. The text by Duda and Hart [1973] is a classic
book on pattern recognition and includes the foundational theory behind
Bayes decision theory, classification and discriminant analysis. It has recently
been revised and updated [Duda, Hart, and Stork, 2001]. This second edition
contains many new topics, examples, and pseudo-code. Fukunaga [1990] is
at the same level and includes similar subjects; however, it goes into more
detail on the feature extraction aspects of pattern recognition. Devroye,
Gyorfi, and Lugosi [1996] CONTAINS an extensive treatment of the probabi-
listic theory behind pattern recognition. Ripley [1996] covers pattern recogni-
tion from a neural network perspective. This book is recommended for both
students and researchers as a standard reference. An excellent book that dis-
cusses all aspects of statistical pattern recognition is the text by Webb [1999].
This is suitable for advanced undergraduate students and professionals. The
author explains the techniques in a way that is understandable, and he pro-
vides enough theory to explain the methodology, but does not overwhelm
the reader with it.
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The definitive book on classification trees is the one by Breiman, et al.
[1984]. This text provides algorithms for building classification trees using
ordered or categorical data, mixtures of data types, and splitting nodes using
more than one variable. They also provide the methodology for using trees in
regression. A paper by Safavian and Landgrebe [1991] provides a review of
methodologies for building and using classification trees. A description of
classification trees can also be found in Webb [1999] and Duda, Hart, and
Stork [2001].

Many books are available that describe clustering techniques, and we men-
tion a few of them here. The books by Hartigan [1975], Spath [1980], Ander-
berg [1973], Kaufman and Rousseeuw [1990], and Jain and Dubes [1988]
provide treatments of the subject at the graduate level. Most of the texts men-
tioned above on statistical pattern recognition discuss clustering also. For
example, see Duda and Hart [1973], Duda, Hart and Stork [2001], Ripley
[1996], or Webb [1999]. For two books that are appropriate at the undergrad-
uate level, we refer the reader to Everitt [1993] and Gordon [1999].

We conclude this chapter with a brief discussion of a technique that com-
bines agglomerative clustering and finite mixtures. This method is called
model-based clustering [Fraley, 1998; Fraley and Raftery, 1998]. First,
agglomerative clustering is performed, where clusters are merged based on
the finite mixture model, rather than the distances. The partitions obtained
from the model-based agglomerative clustering provide an initialization
(number of components, means, variances and weights) to the finite mixtures
EM algorithm (with normal components). An approximation to Bayes factors
is used to pick the best model.
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Exercises

9.1. Load the insect data [Hand, et al., 1994; Lindsey, et al., 1987]. These
are three variables measured on each of ten insects from three species.
Using the parametric approach and assuming that these data are
multivariate normal with different covariances, construct a Bayes clas-
sifier. Use the classifier to classify the following vectors as species I,
I, or IllI:

Xy X, X3
190 143 52
174 131 50
218 126 49
130 131 51
138 127 52
211 129 49

9.2. The household [Hand, et al., 1994; Aitchison, 1986] data set contains
the expenditures for housing, food, other goods, and services (four
expenditures) for households comprised of single people. Apply the
clustering methods of Section 9.5 to see if there are two groups in the
data, one for single women and one for single men. To check your
results, the first 20 cases correspond to single men, and the last 20
cases are for single women.

9.3. Grow a classification tree for the household data, using the class
labels as given in problem 9.2. Is the tree consistent with the results
from the clustering?

9.4. The measure [Hand, et. al., 1994] data contain 20 measurements of
chest, waist and hip data. Half of the measured individuals are women
and half are men. Use cluster analysis to see if there is evidence of
two groups.

9.5. Use the online help to find out more about the MATLAB Statistics

Toolbox functions cluster and inconsistent. Use these with the
data and clusters of Examples 9.15 through 9.17 to extract the clusters.

9.6. Apply the cross-validation procedure and ROC curve analysis of
Example 9.8 to the tibetan data. Designate Type A skulls as the
target class and Type B skulls as the non-target class.

9.7. Use the bank data along with the independent test sample approach
to estimate the probability of correctly classifying patterns (see Exam-
ple 9.7). The file contains two matrices, one corresponding to features
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taken from 100 forged Swiss bank notes and the other comprising
features from 100 genuine Swiss bank notes [Flury and Riedwyl,
1988]. There are six features: length of the bill, left width of the bill,
right width of the bill, width of the bottom margin, width of the top
margin and length of the image diagonal. Compare classifiers
obtained from: 1) the parametric approach, assuming the class-con-
ditionals are multivariate normal with different covariances, and 2)
the nonparametric approach, estimating the class-conditional proba-
bilities using the product kernel. Which classifier performs better
based on the estimated probability of correct classification?

9.8. Apply the cross-validation procedure and ROC curve analysis of
Example 9.8 to the bank data. The target class corresponds to the
forged bills. Obtain ROC curves for a classifier built using: 1) the
parametric approach, assuming the class-conditionals are multivari-
ate normal with different covariances, and 2) the nonparametric
approach, estimating the class-conditional probabilities using the
product kernel. Which classifier performs better, based on the ROC
curve analysis?

9.9. For the bank data, obtain a classification tree. Use the independent
test sample approach to pick a final pruned tree.

9.10. Apply k-means clustering to the complete bank data, without class
labels. Apply the hierarchical clustering methods to the data. Is there
significant evidence of two groups?

9.11. Do a Monte Carlo study of the probability of misclassification. Gen-
erate n random variables using the class-conditional probabilities and
the priors from Example 9.3. Estimate the probability of misclassifi-
cation based on the data. Note that you will have to do some proba-
bility density estimation here. Record the probability of error for this
trial. Repeat for M Monte Carlo trials. Plot a histogram of the errors.
What can you say about the probability of error based on this Monte
Carlo experiment?

9.12. The flea data set [Hand, et al., 1994; Lubischew, 1962] contains
measurements on three species of flea beetle: Chaetocnema concinna,
Chaetocnema heikertingeri, and Chaetocnema heptapotamica. The features
for classification are the maximal width of aedeagus in the forepart
(microns) and the front angle of the aedeagus (units are 7.5 degrees).
Build a classifier for these data using a Bayes classifier. For the Bayes
classifier, experiment with different methods of estimating the class-
conditional probability densities. Construct ROC curves and use them
to compare the classifiers.

9.13. Build aclassification tree using the Flea data. Based on a three-term
multivariate normal finite mixture model for these data, obtain an
estimate of the model. Using the estimated model, generate an inde-
pendent test sample to pick the besttree in the sequence of subtrees.
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9.14. The k-nearest neighbor rule assigns patterns x to the class that is the
most common amongst its k nearest neighbors. To fix the notation, let
k., represent the number of cases belonging to class >, out of the k
nearest neighbors to x. We classify x as belonging to class >, if
kKn k, fori=1 J. Write a MATLAB function that implements
this classifier.

9.15. Repeat Example 9.7 using all of the features for versicolor and
virginica. What is your estimated probability of correct classifica-
tion?

9.16. Apply the method of Example 9.7 to the virginica and setosa
classes.
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Chapter 10

Nonparametric Regression

10.1 Introduction

In Chapter 7, we briefly introduced the concepts of linear regression and
showed how cross-validation can be used to determine a model that provides
a good fit to the data. We return to linear regression in this section to intro-
duce nonparametric regression and smoothing. We first revisit classical lin-
ear regression and provide more information on how to analyze and
visualize the results of the model. We also examine more of the capabilities
available in MATLAB for this type of analysis. In Section 10.2, we present a
method for scatterplot smoothing called loess. Kernel methods for nonpara-
metric regression are discussed in Section 10.3, and regression trees are pre-
sented in Section 10.4.
Recall from Chapter 7 that one model for linear regression is

Y = ot X+ X+ X+ (10.1)

We follow the terminology of Draper and Smith [1981], where the ‘linear’
refers to the fact that the model is linear with respect to the coefficients, .; . It
is not that we are restricted to fitting only straight lines to the data. In fact, the
model given in Equation 10.1 can be expanded to include multiple predictors
X;J =1 k.Anexample of this type of model is

Y = o+ X+ + o X +0. (10.2)

In parametric linear regression, we can model the relationship using any
combination of predictor variables, order (or degree) of the variables, etc. and
use the least squares approach to estimate the parameters. Note that it is
called ‘parametric’ because we are assuming an explicit model for the relation-
ship between the predictors and the response.

To make our notation consistent, we present the matrix formulation of lin-
ear regression for the model in Equation 10.1. Let Y be an n 01 vector of
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observed values for the response variable and let X represent a matrix of
observed values for the predictor variables, where each row of X corresponds
to one observation and powers of that observation. Specifically, X is of dimen-
sionn0 d+1 .Wehave d+1 columns to accommodate a constant term in
the model. Thus, the first column of X is a column of ones. The number of col-
umns in X depends on the chosen parametric model (the number of predictor
variables, cross terms and degree) that is used. Then we can write the model
in matrix form as

Y = X.+0, (10.3)

where . isa d+1 01 vector of parameters to be estimated and @ is an
n 01 vector of errors, such that

The least squares solution for the parameters can be found by solving the so-
called ‘normal equations’ given by

.= XX XYL (10.4)

The solutions formed by the parameter estimate . obtained using
Equation 10.4 is valid in that it is the solution that minimizes the error sum-
of-squares @'@, regardless of the distribution of the errors. However, normal-
ity assumptions (for the errors) must be satisfied if one is conducting hypoth-
esis testing or constructing confidence intervals that depend on these
estimates.

Example 10.1

In this example, we explore two ways to perform least squares regression in
MATLAB. The first way is to use Equation 10.4 to explicitly calculate the
inverse. The data in this example were used by Longley [1967] to verify the
computer calculations from a least squares fit to data. They can be down-
loaded from http://www. itl_nist.gov/div898. The data set contains
6 predictor variables so the model follows that in Equation 10.2:

Y = ot Xt Xt gXat Xt sXst L 6Xe t 0.

We added a column of ones to the original data to allow for a constant term
in the model. The following sequence of MATLAB code obtains the parame-
ter estimates using Equation 10.4
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load longley
bhatl = Inv(X"*X)*X"*Y;

The results are

-3482258.65, 15.06, -0.04, -2.02, -1.03, -0.05,
1829.15

A more efficient way to get the estimates is using MATLAB’s backslash oper-
ator ‘\’. Not only is the backslash more efficient, it is better conditioned, so it
is less prone to numerical problems. When we try it on the longley data, we
see that the parameter estimates match. The command

bhat = X\Y;

yields the same parameter estimates. In some more difficult situations, the
backslash operator can be more accurate numerically.

Recall that the purpose of regression is to estimate the relationship between
the independent or predictor variable X; and the dependent or response
variable Y. Once we have such a model, we can use it to predict a value of y
for a given x. We obtain the model by finding the values of the parameters
that minimize the sum of the squared errors.

Once we have our model, it is important to look at the resultant predictions
to see if any of the assumptions are violated, and how the model is a good fit
to the data for all values of X. For example, the least squares method assumes
that the errors are normally distributed with the same variance. To determine
whether or not these assumptions are reasonable, we can look at the differ-
ence between the observed Y;and the predicted value Y; that we obtain from
the fitted model. These differences are called the residuals and are defined as

0 =Y, -Yy; i=1 n, (10.5)

where Y; is the observed response at X; and Y; is the corresponding predic-
tion at X; using the model. The residuals can be thought of as the observed
errors.

We can use the visualization techniques of Chapter 5 to make plots of the
residuals to see if the assumptions are violated. For example, we can check
the assumption of normality by plotting the residuals against the quantiles of
a normal distribution in a g-q plot. If the points fall (roughly) on a straight
line, then the normality assumption seems reasonable. Other possibilities
include a histogram (if n is large), box plots, etc., to see if the distribution of
the residuals looks approximately normal.

Another and more common method of examining the residuals using
graphics is to construct a scatterplot of the residuals against the fitted values.
Here the vertical axis units are given by the residuals @, and the fitted values
Y; are shown on the horizontal axis. If the assumptions are correct for the
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model, then we would expect a horizontal band of points with no patterns or
trends. We do not plot the residuals versus the observed values Y;, because
they are correlated [Draper and Smith, 1981], while the @, and Y; are not. We
can also plot the residuals against the X;, called a residual dependence plot
[Clevelend, 1993]. If this scatterplot still shows a continued relationship
between the residuals (the remaining variation not explained by the model)
and the predictor variable, then the model is inadequate and adding addi-
tional columns in the X matrix is indicated. These ideas are explored further
in the exercises.

Example 10.2

The purpose of this example is to illustrate another method in MATLAB for
fitting polynomials to data, as well as to show what happens when the model
is not adequate. We use the function polyfit to fit polynomials of various
degrees to data where we have one predictor and one response. Recall that
the function polyfit takes three arguments: a vector of measured values of
the predictor, a vector of response measurements and the degree of the poly-
nomial. One of the outputs from the function is a vector of estimated param-
eters. Note that MATLAB reports the coefficients in descending powers:
-d -0. We use the i 1 ip data in this example, which can be downloaded
from http://www.itl._nist.gov/div898. Like the longley data, this
data set is used as a standard to verify the results of least squares regression.
The model for these data are

— 2 10
Y = aot Xt Xt X+

We first load up the data and then naively fit a straight line. We suspect that
this model will not be a good representation of the relationship between x
andy.

load filip

% This loads up two vectors: x and y.
[p1,s] = polyfit(x,y,1);

% Get the curve from this fit.

yhatl = polyval(pl,x);

plot(x,y, "k.",x,yhatl, "k")

By looking at p1 we see that the estimates for the parameters are ay-intercept
of 1.06 and a slope of 0.03. A scatterplot of the data points, along with the esti-
mated line are shown in Figure 10.1. Not surprisingly, we see that the model
is not adequate. Next, we try a polynomial of degree d = 10.

[p10,s] = polyfit(x,y,10);
% Get the curve from this fit.
vhatl0 = polyval(pl0,x);

© 2002 by Chapman & Hall/CRC


http://www.itl.nist.gov/div898. 

Polynomial withd =1
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FIGURE 10.1

This shows a scatterplot of the i lip data, along with the resulting line obtained using a
polynomial of degree one as the model. It is obvious that this model does not result in an
adequate fit.

Polynomial with d = 10
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FIGURE 10.2

In this figure, we show the scatterplot for the filip data along with a curve using a
polynomial of degree ten as the model.
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plot(x,y, "k.",x,yhatl0, k")

The curve obtained from this model is shown in Figure 10.2, and we see that
it is a much better fit. The reader will be asked to explore these data further
in the exercises.

The standard MATLAB program (Version 6) has added an interface that
can be used to fit curves. It is only available for 2-D data (i.e., fitting Y as a
function of one predictor variable X). It enables the user to perform many of
the tasks of curve fitting (e.g., choosing the degree of the polynomial, plotting
the residuals, annotating the graph, etc.) through one graphical interface. The
Basic Fitting interface is enabled through the Figure window Tools
menu. To activate this graphical interface, plot a 2-D curve using the plot
command (or something equivalent) and click on Basic Fitting from the
Figure window Tools menu. The MATLAB Statistics Toolbox has an inter-
active graphical tool called polytool that allows the user to see what hap-
pens when the degree of the polynomial that is used to fit the data is changed.

10.2 Smoothing

The previous discussion on classical regression illustrates the situation where
the analyst assumes a parametric form for a model and then uses least
squares to estimate the required parameters. We now describe a nonparamet-
ric approach, where the model is more general and is given by

d
Y= fX +8. (10.6)

i=1

Here, each f X; will be a smooth function and allows for non-linear func-
tions of the dependent variables. In this section, we restrict our attention to
the case where we have only two variables: one predictor and one response.
In Equation 10.6, we are using a random design where the values of the pre-
dictor are randomly chosen. An alternative formulation is the fixed design, in
which case the design points are fixed, and they would be denoted by x;. In
this book, we will be treating the random design case for the most part.

The function f X; is often called the regression or smoothing function. We
are searching for a function that minimizes

E Y-fX *. (10.7)
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It is known from introductory statistics texts that the function which mini-
mizes Equation 10.7 is

EYX=x.

Note that if we are in the parametric regression setting, then we are assuming
a parametric form for the smoothing function such as

fX = o+ .. X.

If we do not make any assumptions about the form for f X; , then we should
use nonparametric regression techniques.

The nonparametric regression method covered in this section is called a
scatterplot smooth because it helps to visually convey the relationship
between X and Y by graphically summarizing the middle of the data using a
smooth function of the points. Besides helping to visualize the relationship,
it also provides an estimate or prediction for given values of x. The smooth-
ing method we present here is called loess, and we discuss the basic version
for one predictor variable. This is followed by a version of loess that is made
robust by using the bisquare function to re-weight points based upon the
magnitude of their residuals. Finally, we show how to use loess to get upper
and lower smooths to visualize the spread of the data.

Loess

Before deciding on what model to use, itis a good idea to look at a scatterplot
of the data for insight on how to model the relationship between the vari-
ables, as was discussed in Chapter 7. Sometimes, it is difficult to construct a
simple parametric formula for the relationship, so smoothing a scatterplot
can help the analyst understand how the variables depend on each other.
Loess is a method that employs locally weighted regression to smooth a scat-
terplot and also provides a nonparametric model of the relationship between
two variables. It was originally described in Cleveland [1979], and further
extensions can be found in Cleveland and McGill [1984] and Cleveland
[1993].

The curve obtained from a loess model is governed by two parameters, /
and . The parameter / is a smoothing parameter. We restrict our attention
to values of / between zero and one, where high values for / yield smoother
curves. Cleveland [1993] addresses the case where / is greater than one. The
second parameter  determines the degree of the local regression. Usually, a
first or second degree polynomial isused,so =1 or = 2. How to set
these parameters will be explored in the exercises.

_ The general idea behind loess is the following. To get a value of the curve
y atagiven point x, we first determine a local neighborhood of x based on /.
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All points in this neighborhood are weighted according to their distance from
X, with points closer to x receiving larger weight. The estimate y at x is
obtained by fitting a linear or quadratic polynomial using the weighted
points in the neighborhood. This is repeated for a uniform grid of points x in
the domain to get the desired curve.

We describe below the steps for obtaining a loess curve [Hastie and Tibshi-
rani, 1990]. The steps of the loess procedure are illustrated in Figures 10.3
through 10.6.

PROCEDURE - LOESS CURVE CONSTRUCTION

1. Let x; denote a set of n values for a predictor variable and let y;
represent the corresponding response.

2. Choose a value for / suchthat0 / 1.Letk = [/n], where k
is the greatest integer less than or equal to /n.

3. For each x,, find the k points x; that are closest to x,. These X;
comprise a neighborhood of x,, and this set is denoted by N x, .

4. Compute the distance of the x; in N x, that is furthest away from
Xo using

? Xo = MaXy yn,|Xo = Xil -

5. Assign a weight to each point x; y; , X; in N X, , using the tri-
cube weight function

_ X0 — X
W; Xg = w W s
with
Wu:'l'l—u33; 0 u 1
0; otherwise.

6. Obtain the value 9 of the curve at the point x, using a weighted
least squares fit of the points x; in the neighborhood N x, . (See
Equations 10.8 through 10.11.)

7. Repeat steps 3 through 6 for all x, of interest.

In step 6, one can fit either a straight line to the weighted points x; y; , X;
in N X, , or aquadratic polynomial can be used. If a line is used as the local
model, then = 1. The values of ., and ., are found such that the follow-
ing is minimized
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Wi Xo Yi= o= 1% (10.8)

for Xx; yi , X in N X, .Letting :o and ., be the values that minimize Equa-
tion 10.8, the loess fit at x, is given by

Yy X, = ’.‘0+ :1x0. (10.9)

When = 2, then we fit a quadratic polynomial using weighted least-
squares using only those points in N X, . In this case, we find the values for
the ., that minimize

2 2

Wi Xo Yi— -0 -1Xi— 2% . (10.10)

As before, if ’.‘o , :1 ,and ., minimize Equation 10.10, then the loess fitat x, is

Yy X, = :04-:1x0+-:2x§. (10.11)

For more information on weighted least squares see Draper and Smith,
[1981].

Example 10.3

In this example, we use a data set that was analyzed in Cleveland and McGill
[1984]. These data represent two variables comprising daily measurements of
ozone and wind speed in New York City. These quantities were measured on
111 days between May and September 1973. We are interested in understand-
ing the relationship between ozone (the response variable) and wind speed
(the predictor variable). The next lines of MATLAB code load the data set and
display the scatterplot shown in Figure 10.3.

load environ

% Do a scatterplot of the data to see the relationship.
plot(wind,ozone, "k.")

xlabel (*Wind Speed (MPH)"),ylabel("0Ozone (PPB)*)

It is difficult to determine the parametric relationship between the variables
from the scatterplot, so the loess approach is used. We illustrate how to use
the loess procedure to find the estimate of the ozone for a given wind speed
of 10 MPH.

n = length(wind); % Find the number of data points.
X0 = 10; % Find the estimate at this point.
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FIGURE 10.3
This shows a scatterplot of ozone and wind speed. It is difficult to tell from this plot what

type of relationship exists between these two variables. Instead of using a parametric model,
we will try the nonparametric approach.
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FIGURE 10.4
This shows the neighborhood (solid line) of the point x, = 10 (dashed line).
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alpha = 2/3;
lambda = 1;
k = floor(alpha*n);

Now that we have the parameters for loess, the next step is to find the neigh-
borhood at x, = 10.

% First step is to get the neighborhood.

dist = abs(x0 - wind);

[sdist,ind] = sort(dist);

% Get the points in the neighborhood.

Nx = wind(ind(1:k));

Ny = ozone(ind(1:k));

delxo = sdist(k); % Maximum distance of neighborhood

The neighborhood of x, is shown in Figure 10.4, where the dashed line indi-
cates the point of interest x, and the solid line indicates the limit of the local
region. All points within this neighborhood receive weights based on their
distance from x, = 10 as shown below.

% Delete the ones outside the neighborhood.
sdist((k+1):n) = [1;
% These are the arguments to the weight function.
u = sdist/delxo;
% Get the weights for all points in the neighborhood.
w= (1 - u."3).3;
Using only those points in the neighborhood, we use weighted least squares
to get the estimate at X, .

% Now using only those points in the neighborhood,
% do a weighted least squares fit of degree 1.
% We will follow the procedure in "polyfit®.

x = Nx(2); y = Ny(); w = w();

W = diag(w);% get weight matrix

A = vander(x);% get right matrix for X
A(:,1:1ength(x)-lambda-1) = [1;

V = AT*W*A;

Y = A"*W*y;

[Q.R] = qr(V,0);

P = R\NQ™™*Y);

p=p";% to fit MATLAB convention

% This is the polynomial model for the local fit.
% To get the value at that point, use polyval.
vhatO = polyval(p,x0);

In Figure 10.5, we show the local fit in the neighborhood of x,. We include a
function called csloess that will determine the smooth for all points in a
given vector. We illustrate its use below.
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% Now call the loess procedure and plot the result.
% Get a domain over which to evaluate the curve.

X0 = linspace(min(wind),max(wind),50);

vhat = csloess(wind,ozone,x0,alpha, lambda);

% Plot the results.

plot(wind,ozone, “"k.",x0,yhat, "k*)

xlabel (*Wind Speed (MPH)"),ylabel("0Ozone (PPB)*)

The resulting scatterplot with loess smooth is shown in Figure 10.6. The final
curve is obtained by linearly interpolating between the estimates from loess.

As we will see in the exercises, fitting curves is an iterative process. Differ-
ent values for the parameters / and should be used to obtain various loess
curves. Then the scatterplot with superimposed loess curve and residuals
plots can be examined to determine whether or not the model adequately
describes the relationship.

Robust Loess Smoothing

Loess is not robust, because it relies on the method of least squares. A method
is called robust if it performs well when the associated underlying assump-
tions (e.g., normality) are not satisfied [Kotz and Johnson, Vol. 8, 1988]. There
are many ways in which assumptions can be violated. A common one is the
presence of outliers or extreme values in the response data. These are points
in the sample that deviate from the pattern of the other observations. Least
squares regression is vulnerable to outliers, and it takes only one extreme
value to unduly influence the result. This is easily seen in Figure 10.7, where
there is an outlier in the upper left corner. The dashed line is obtained using
least squares with the outlier present, and the solid line is obtained with the
outlier removed. It is obvious that the outlier affects the slope of the line and
would change the predictions one gets from the model.

Cleveland [1993, 1979] and Cleveland and McGill [1984] present a method
for smoothing a scatterplot using a robust version of loess. This technique
uses the bisquare method [Hoaglin, Mosteller, and Tukey, 1983; Mosteller and
Tukey, 1977; Huber, 1973; Andrews, 1974] to add robustness to the weighted
least squares step in loess. The idea behind the bisquare is to re-weight points
based on their residuals. If the residual for a given point in the neighborhood
is large (i.e., it has a large deviation from the model), then the weight for that
point should be decreased, since large residuals tend to indicate outlying
observations. On the other hand, if the point has a small residual, then it
should be weighted more heavily.
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FIGURE 10.5
This shows the local fitat x, = 10 using weighted least squares.Here = 1and/ =2 3.
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FIGURE 10.6
This shows the scatterplot of ozone and wind speed along with the accompanying loess

smooth.
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FIGURE 10.7
This is an example of what can happen with the least squares method when an outlier is

present. The dashed line is the fit with the outlier present, and the solid line is the fit with
the outlier removed. The slope of the line is changed when the outlier is used to fit the model.

Before showing how the bisquare method can be incorporated into loess,
we first describe the general bisquare least squares procedure. First a linear
regression is used to fit the data, and the residuals @; are calculated from

B, = Y-V (10.12)

The residuals are used to determine the weights from the bisquare function
given by

" 2 2_
Bu = 7w 1 (10.13)
0; otherwise.
The robustness weights are obtained from
r,=B e (10.14)
7 064, |
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where aO_S is the median of |@i| . A weighted least squares regression is per-
formed using r; as the weights.

To add bisquare to loess, we first fit the loess smooth, using the same pro-
cedure as before. We then calculate the residuals using Equation 10.12 and
determine the robust weights from Equation 10.14. The loess procedure is
repeated using weighted least squares, but the weights are now rw; X, .
Note that the points used in the fit are the ones in the neighborhood of x, .
This is an iterative process and is repeated until the loess curve converges or
stops changing. Cleveland and McGill [1984] suggest that two or three itera-
tions are sufficient to get a reasonable model.

PROCEDURE - ROBUST LOESS

. Fit the data using the loess procedure with weights w;,
. Calculate the residuals, @; = y;-y; for each observation.
. Determine the median of the absolute value of the residuals, g5 .

A W N

. Find the robustness weight from

"= )6,

using the bisquare function in Equation 10.13.
5. Repeat the loess procedure using weights of r;w;.
6. Repeat steps 2 through 5 until the loess curve converges.

In essence, the robust loess iteratively adjusts the weights based on the resid-
uals. We illustrate the robust loess procedure in the next example.

Example 10.4
We return to the Filip data in this example. We create some outliers in the
data by adding noise to five of the points.

load filip

% Make several of the points outliers by adding noise.
n = length(x);

ind = unidrnd(n,1,5);% pick 5 points to make outliers
y(ind) = y(ind) + 0.1*randn(size(y(ind)));

A function that implements the robust version of loess is included with the
text. It is called csloessr and takes the following input arguments: the
observed values of the predictor variable, the observed values of the response
variable, the values of x,, / and . We now use this function to get the loess
curve.
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% Get the x values where we want to evaluate the curve.
xo = linspace(min(x),max(x),25);

% Use robust loess to get the smooth.

alpha = 0.5;

deg = 1;

vhat = csloessr(x,y,xo,alpha,deg);

The resulting smooth is shown in Figure 10.8. Note that the loess curve is not
affected by the presence of the outliers.

1.05¢ . 1

095} 1

0.9}

0.85

0.75} . J

0.7 ! ! ! ! !

FIGURE 10.8
This shows a scatterplot of the Filip data, where five of the responses deviate from the

rest of the data. The curve is obtained using the robust version of loess, and we see that the
curve is not affected by the presence of the outliers.

Upper and Lower Smooths

The loess smoothing method provides a model of the middle of the distribu-
tion of Y given X. This can be extended to give us upper and lower smooths
[Cleveland and McGill, 1984], where the distance between the upper and
lower smooths indicates the spread. The procedure for obtaining the upper
and lower smooths follows.
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PROCEDURE - UPPER AND LOWER SMOOTHS (LOESS)
1. Compute the fitted values §/i using loess or robust loess.
2. Calculate the residuals @i = yi—g/i.

3. Find the positive residuals 0 and the corresponding x; and f/i
values. Denote these pairs as X; y; .

4. Find the negative residuals @; and the corresponding X; and f/i
values. Denote these pairsas X; y; .

5. Smooth the X; @? and add the fitted values from that smooth to
yi . This is the upper smoothing.
6. Smooth the x; @i_ and add the fitted values from this smooth to

y; . This is the lower smoothing.

Example 10.5
In this example, we generate some data to show how to get the upper and
lower loess smooths. These data are obtained by adding noise to a sine wave.
We then use the function called csloessenv that comes with the Computa-
tional Statistics Toolbox. The inputs to this function are the same as the other
loess functions.

% Generate some x and y values.

X = linspace(0, 4 * pi,100);

y = sin(xX) + 0.75*randn(size(x));

% Use loess to get the upper and lower smooths.
[yhat,ylo,xlo,yup,xup]=csloessenv(x,y,Xx,0.5,1,0);
% Plot the smooths and the data.

plot(x,y, "k.",x,yhat, "k" ,xlo,ylo, "k",xup,yup, "k")

The resulting middle, upper and lower smooths are shown in Figure 10.9,
and we see that the smooths do somewhat follow a sine wave. It is also inter-
esting to note that the upper and lower smooths indicate the symmetry of the
noise and the constancy of the spread.

10.3 Kernel Methods

This section follows the treatment of kernel smoothing methods given in
Wand and Jones [1995]. We first discussed kernel methods in Chapter 8,
where we applied them to the problem of estimating a probability density
function in a nonparametric setting. We now present a class of smoothing
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FIGURE 10.9
The data for this example are generated by adding noise to a sine wave. The middle curve

is the usual loess smooth, while the other curves are obtained using the upper and lower
loess smooths.

methods based on kernel estimators that are similar in spirit to loess, in that
they fit the data in a local manner. These are called local polynomial kernel
estimators. We first define these estimators in general and then present two
special cases: the Nadaraya-Watson estimator and the local linear kernel
estimator.

With local polynomial kernel estimators, we obtain an estimate f/o ata
point x, by fitting a d-th degree polynomial using weighted least squares. As
with loess, we want to weight the points based on their distance to x,. Those
points that are closer should have greater weight, while points further away
have less weight. To accomplish this, we use weights that are given by the
height of a kernel function that is centered at X, .

As with probability density estimation, the kernel has a bandwidth or
smoothing parameter represented by h. This controls the degree of influence
points will have on the local fit. If h is small, then the curve will be wiggly,
because the estimate will depend heavily on points closest to X, . In this case,
the model is trying to fit to local values (i.e., our ‘neighborhood’ is small), and
we have over fitting. Larger values for h means that points further away will
have similar influence as points that are close to X, (i.e., the ‘neighborhood’
is large). With a large enough h, we would be fitting the line to the whole data
set. These ideas are investigated in the exercises.
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We now give the expression for the local polynomial kernel estimator. Let
d represent the degree of the polynomial that we fit at a point x. We obtain
the estimate y = f x by fitting the polynomial

ot X=X+ o+ X=x ¢ (10.15)

using the points X; Y; and utilizing the weighted least squares procedure.
The weights are given by the kernel function

X —
K, X,—x = ik 2% (10.16)
h™ h
The value of the estimate at a point x is .o, where the -; minimize
Ky Xi=X Yimug= 1 Xi=X = —.g X;=x 42, (10.17)

i=1

Because the points that are used to estimate the model are all centered at x
(see Equation 10.15), the estimate at x is obtained by setting the argument in
the model equal to zero. Thus, the only parameter left is the constant term .o .

The attentive reader will note that the argument of the K, is backwards
from what we had in probability density estimation using kernels. There, the
kernels were centered at the random variables X;. We follow the notation of
Wand and Jones [1995] that shows explicitly that we are centering the kernels
at the points x where we want to obtain the estimated value of the function.

We can write this weighted least squares procedure using matrix notation.
According to standard weighted least squares theory [Draper and Smith,
1981], the solution can be written as

.= XIW X, XIwL Y, (10.18)

where Y is the n 0 1 vector of responses,

1X,-x  X;-x°
X, =|. : , (10.19)

1X,-x  X,-x"°

and W, is an n0n matrix with the weights along the diagonal. These
weights are given by
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w; X =K, X;=x . (10.20)

Some of these weights might be zero depending on the kernel that is used.
Theestimator y = f x isthe intercept coefficient ., of the local fit, so we can
obtain the value from

fx =el XIWX, XIW,Y (10.21)

where e; is a vector of dimension d+1 01 with aone in the first place and
zeroes everywhere else.

Nadaraya-Watson Estimator

Some explicit expressions exist when d = 0 and d = 1. Whend is zero, we
fit a constant function locally at a given point x. This estimator was devel-
oped separately by Nadaraya [1964] and Watson [1964]. The Nadaraya-Wat-
son estimator is given below.

NADARAYA-WATSON KERNEL ESTIMATOR:

Ky, X;=x Y,
fog X = oo (10.22)
K, X=X
i=1
Note that this is for the case of a random design. When the design points are
fixed, then the X; is replaced by x; , but otherwise the expression is the same
[Wand and Jones, 1995].

There is an alternative estimator that can be used in the fixed design case.
This is called the Priestley-Chao kernel estimator [Simonoff, 1996].

PRIESTLEY-CHAO KERNEL ESTIMATOR:

fec x = = Xi_Xi-1KX;Xi Yis

(10.23)

i=1

where the x;, i = 1 n, represent a fixed set of ordered nonrandom num-
bers. The Nadarya-Watson estimator is illustrated in Example 10.6, while the
Priestley-Chao estimator is saved for the exercises.
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Example 10.6

We show how to implement the Nadarya-Watson estimator in MATLAB. As
in the previous example, we generate data that follows a sine wave with
added noise.

% Generate some noisy data.
X = linspace(0, 4 * pi,100);
y = sin(x) + 0.75*randn(size(x));

The next step is to create a MATLAB inl ine function so we can evaluate the
weights. Note that we are using the normal kernel.

% Create an inline function to evaluate the weights.
mystrg="(2*pi*h"2)"(-1/2)*exp(-0.5*((X - mu)/h)."2)";
wfun = inline(mystrg);

We now get the estimates at each value of x.

% Set up the space to store the estimated values.
% We will get the estimate at all values of x.
yhatnw = zeros(size(x));

n = length(x);

% Set the window width.

h=1;

% find smooth at each value in X

for 1 = 1:n

w = wfunCh,x(i),Xx);

vyhatnw(i) = sum(w.*y)/sum(w);

end

The smooth from the Nadarya-Watson estimator is shown in Figure 10.10.

Local Linear Kernel Estimator

When we fit a straight line at a point x, then we are using a local linear esti-
mator. This corresponds to the case where d = 1, so our estimate is obtained

as the solutions ., and .; that minimize the following

Kin Xi=X Yi=.o— -1 Xj=X ?

i=1

We give an explicit formula for the estimator below.
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FIGURE 10.10
This figure shows the smooth obtained from the Nadarya-Watson estimator with h = 1.

LOCAL LINEAR KERNEL ESTIMATOR:

n

fL X :% S, X —S; X Xi—-x K, X;j—X Yi, (10.24)

~ ~ ~ 2
S, X Sp X —8; X

where

S, X = Xi=X 'Ky X;=x .

i=1

As before, the fixed design case is obtained by replacing the random variable
X; with the fixed point x;.

When using the kernel smoothing methods, problems can arise near the
boundary or extreme edges of the sample. This happens because the kernel
window at the boundaries has missing data. In other words, we have weights
from the kernel, but no data to associate with them. Wand and Jones [1995]
show that the local linear estimator behaves well in most cases, even at the
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boundaries. If the Nadaraya-Watson estimator is used, then modified kernels
are needed [Scott, 1992; Wand and Jones, 1995].

Example 10.7

The local linear estimator is applied to the same generated sine wave data.
The entire procedure is implemented below and the resulting smooth is
shown in Figure 10.11. Note that the curve seems to behave well at the bound-
ary.

% Generate some data.
X = linspace(0, 4 * pi,100);

y = sin(xX) + 0.75*randn(size(x));
h=1;
deg = 1;

% Set up inline function to get the weights.
mystrg = ...
"@*pi*Fh"2)N(-1/2)*exp(-0.5*((x - mu)/h) .~2)";
wfun = inline(mystrg);
% Set up space to store the estimates.
yhatlin = zeros(size(X));
n = length(x);
% Find smooth at each value in X.
for 1 = 1:n
w = wfunCh,x(i),X);

xc = X-x(1);
s2 = sum(xc.-"2.*w)/n;
sl = sum(xc.-*w)/n;

sO = sum(w)/n;
vyhatlin(i) = sum(((s2-s1*xc).*w.*y)/(s2*s0-s1™2))/n;
end

10.4 Regression Trees

The tree-based approach to nonparametric regression is useful when one is
trying to understand the structure or interaction among the predictor vari-
ables. As we stated earlier, one of the main uses of modeling the relationship
between variables is to be able to make predictions given future measure-
ments of the predictor variables. Regression trees accomplish this purpose,
but they also provide insight into the structural relationships and the possible
importance of the variables. Much of the information about classification
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Local Linear

FIGURE 10.11
This figure shows the smooth obtained from the local linear estimator.

trees applies in the regression case, so the reader is encouraged to read Chap-
ter 9 first, where the procedure is covered in more detail.

In this section, we move to the multivariate situation where we have a
response variable Y along with a set of predictors X = X, Xq4 - Using a
procedure similar to classification trees, we will examine all predictor vari-
ables for a best split, such that the two groups are homogeneous with respect
to the response variable Y. The procedure examines all possible splits and
chooses the split that yields the smallest within-group variance in the two
groups. The result is a binary tree, where the predicted responses are given
by the average value of the response in the corresponding terminal node. To
predict the value of a response given an observed set of predictors
X = X X4 , we drop x down the tree, and assign to y the value of the
terminal node that it falls into. Thus, we are estimating the function using a
piecewise constant surface.

Before we go into the details of how to construct regression trees, we pro-
vide the notation that will be used.

NOTATION: REGRESSION TREES

d x represents the prediction rule that takes on real values. Here d
will be our regression tree.
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L is the learning sample of size n. Each case in the learning sample
comprises a set of measured predictors and the associated re-
sponse.

L,v=1 V is the v-th partition of the learning sample L in cross-
validation. This set of cases is used to calculate the prediction error
ind’ x .

LY = L-L, is the set of cases used to grow a sequence of subtrees.

X; ¥; denotes one case, where x; = X, Xg and i =1 n.

R™ d is the true mean squared error of predictor d x .

R'°d is the estimate of the mean squared error of d using the
independent test sample method.

R® d denotes the estimate of the mean squared error of d using
cross-validation.

T is the regression tree.

Tnax 1S @n overly large tree that is grown.

Taax IS an overly large tree grown using the set L " .

T, is one of the nested subtrees from the pruning procedure.
tis a node in the tree T.

t, and t; are the left and right child nodes.

T is the set of terminal nodes in tree T.

"ﬂ is the number of terminal nodes in tree T.

n t represents the number of cases that are in node t.

y t is the average response of the cases that fall into node t.
R t represents the weighted within-node sum-of-squares at node t.
R T is the average within-node sum-of-squares for the tree T.

?R s t denotes the change in the within-node sum-of-squares at
node t using split s.

To construct a regression tree, we proceed in a manner similar to classifica-
tion trees. We seek to partition the space for the predictor values using a
sequence of binary splits so that the resulting nodes are better in some sense
than the parent node. Once we grow the tree, we use the minimum error com-
plexity pruning procedure to obtain a sequence of nested trees with decreas-
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ing complexity. Once we have the sequence of subtrees, independent test
samples or cross-validation can be used to select the best tree.

Growing a Regression Tree

We need a criterion that measures node impurity in order to grow a regres-
sion tree. We measure this impurity using the squared difference between the
predicted response from the tree and the observed response. First, note that
the predicted response when a case falls into node t is given by the average
of the responses that are contained in that node,

_ 1
yt = nt Yi. (10.25)

XMt

The squared error in node t is given by

Rt = yi-yt 2. (10.26)

Note that Equation 10.26 is the average error with respect to the entire learn-
ing sample. If we add up all of the squared errors in all of the terminal nodes,
then we obtain the mean squared error for the tree. This is also referred to as
the total within-node sum-of-squares, and is given by

RT = Rt = % yi-yt °. (10.27)
tMT tMT XMt
The regression tree is obtained by iteratively splitting nodes so that the
decreasein R T ismaximized. Thus, forasplitsand nodet, we calculate the
change in the mean squared error as

?2Rst =Rt -Rt -Rt, (10.28)

and we look for the split s that yields the largest 7R s t .

We could grow the tree until each node is pure in the sense that all
responses in a node are the same, but that is an unrealistic condition. Breiman
et al. [1984] recommend growing the tree until the number of cases in a ter-
minal node is five.

Example 10.8
We show how to grow a regression tree using a simple example with gener-
ated data. As with classification trees, we do not provide all of the details of
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how this is implemented in MATLAB. The interested reader is referred to
Appendix D for the source code. We use bivariate data such that the response
in each region is constant (with no added noise). We are using this simple toy
example to illustrate the concept of a regression tree. In the next example, we
will add noise to make the problem a little more realistic.

% Generate bivariate data.

X(1:50,1) = unifrnd(0,1,50,1);
X(1:50,2) = unifrnd(0.5,1,50,1);
y(1:50) = 2;

X(51:100,1) = unifrnd(-1,0,50,1);
X(51:100,2) = unifrnd(-0.5,1,50,1);

y(51:100) = 3
X(101:150,1) unifrnd(-1,0,50,1);
X(101:150,2) unifrnd(-1,-0.5,50,1);
y(101:150) = 10;

X(151:200,1) = unifrnd(0,1,50,1);
X(151:200,2) = unifrnd(-1,0.5,50,1);
y(151:200) = -10;

These data are shown in Figure 10.12. The next step is to use the function
csgrowr to get a tree. Since there is no noise in the responses, the tree should
be small.

% This will be the maximum number in nodes.

% This is high to ensure a small tree for simplicity.
maxn = 75;

% Now grow the tree.

tree = csgrowr(X,y,maxn);

csplotreer(tree); % plots the tree

The tree is shown in Figure 10.13 and the partition view is given in
Figure 10.14. Notice that the response at each node is exactly right because
there is no noise. We see that the first split is at x,, where values of x, less
than 0.034 go to the left branch, as expected. Each resulting node from this
split is partitioned based on x,. The response of each terminal node is given
in Figure 10.13, and we see that the tree does yield the correct response.

Pruning a Regression Tree

Once we grow a large tree, we can prune it back using the same procedure
that was presented in Chapter 9. Here, however, we define an error-complex-
ity measure as follows

R,T =Rt +/[T (10.29)
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This shows the bivariate data used in Example 10.8. The observations in the upper right
corner have response y = 2 (‘0’); the points in the upper left corner have response y = 3
(“.); the points in the lower left corner have response y = 10 (‘*’); and the observations in
the lower right corner have response y = -10 (‘+’). No noise has been added to the re-
sponses, so the tree should partition this space perfectly.

From this we obtain a sequence of nested trees

Tmax Tl TK = tl 1

where t; denotes the root of the tree. Along with the sequence of pruned
trees, we have a corresponding sequence of values for / , such that

0=/, 7/, I i /.

Recall that for /, / /.., the tree T, is the smallest subtree that mini-
mizes R, T .

Selecting a Tree

Once we have the sequence of pruned subtrees, we wish to choose the best
tree such that the complexity of the tree and the estimation error R T are
both minimized. We could obtain minimum estimation error by making the
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This shows the partition view of the regression tree from Example 10.8. It is easier to see
how the space is partitioned. The method first splits the region based on variable x,. The
left side of the space is then partitioned at x, = -0.49, and the right side of the space is

partitioned at x, = 0.48.

© 2002 by Chapman & Hall/CRC




tree very large, but this increases the complexity. Thus, we must make a
trade-off between these two criteria.

To select the right sized tree, we must have honest estimates of the true
error R~ T . This means that we should use cases that were not used to create
the tree to estimate the error. As before, there are two possible ways to accom-
plish this. One is through the use of independent test samples and the other
is cross-validation. We briefly discuss both methods, and the reader is
referred to Chapter 9 for more details on the procedures. The independent
test sample method is illustrated in Example 10.9.

To obtain an estimate of the error R* T using the independent test sample
method, we randomly divide the learning sample L intotwosets L, and L,.
The set L, is used to grow the large tree and to obtain the sequence of pruned
subtrees. We use the set of cases in L, to evaluate the performance of each
subtree, by presenting the cases to the trees and calculating the error between
the actual response and the predicted response. If we let d, x represent the
predictor corresponding to tree T,, then the estimated error is

I;QTS 1 2

T, = & yi—d x; 2, (10.30)

where the number of cases in L, is n,.

We first calculate the error given in Equation 10.30 for all subtrees and then
find the tree that corresponds to the smallest estimated error. The error is an
estimate, so it has some variation associated with it. If we pick the tree with
the smallest error, then it is likely that the complexity will be larger than it
should be. Therefore, we desire to pick a subtree that has the fewest number
of nodes, but is still in keeping with the prediction accuracy of the tree with
the smallest error [Breiman, et al. 1984].

First we find the tree that has the smallest error and call the tree T,. We
denote its error by Rumin T, . Then we find the standard error for this esti-
mate, which is given by [Breiman, et al., 1984, p. 226]

1
n =
2 2

SE l;a-r;?n To = i l yi—d Xi - l;a-r;?n To ? i (1031)
Jng M2
i=1
We then select the smallest tree T, , such that
R T, RmnT, +SE Rin Ty . (10.32)

Equation 10.32 says that we should pick the tree with minimal complexity
that has accuracy equivalent to the tree with the minimum error.

If we are using cross-validation to estimate the prediction error for each
tree in the sequence, then we divide the learning sample L into sets
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L, L, . Itis best to make sure that the V learning samples are all the same
size or nearly so. Another important point mentioned in Breiman, et al. [1984]
is that the samples should be kept balanced with respect to the response vari-
able Y. They suggest that the cases be put into levels based on the value of
their response variable and that stratified random sampling (see Chapter 3)
be used to get a balanced sample from each stratum.

We let the v-th learning sample be represented by L ¥ = L -L,, so that we
reserve the set L, for estimating the prediction error. We use each learning
sample to grow a large tree and to get the corresponding sequence of pruned
subtrees. Thus, we have a sequence of trees T" / that represent the mini-
mum error-complexity trees for given values of /.

At the same time, we use the entire learning sample L to grow the large
tree and to get the sequence of subtrees T, and the corresponding sequence
of /,. We would like to use cross-validation to choose the best subtree from
this sequence. To that end, we define

/= NS e (10.33)

and use d,” x to denote the predictor corresponding to the tree T' /', .
The cross-validation estimate for the prediction error is given by

\%

R T/ = % yi—d X . (10.34)

v=1 XV MLV

We use each case from the test sample L, with d,” x to get a predicted
response, and we then calculate the squared difference between the predicted
response and the true response. We do this for every test sample and all n
cases. From Equation 10.34, we take the average value of these errors to esti-
mate the prediction error for a tree.

We use the same rule as before to choose the best subtree. We first find the
tree that has the smallest estimated prediction error. We then choose the tree
with the smallest complexity such that its error is within one standard error
of the tree with minimum error.

We obtain an estimate of the standard error of the cross-validation estimate
of the prediction error using

SERV T, = [, (10.35)

where
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2

s’ = yi—d' x ‘—Rev T, . (10.36)

Xi Yi

Once we have the estimated errors from cross-validation, we find the sub-
tree that has the smallest error and denote it by T,. Finally, we select the
smallest tree T, , such that

“cv

RY T RO T, +SERS, T, (10.37)

Since the procedure is somewhat complicated for cross-validation, we list
the procedure below. In Example 10.9, we implement the independent test
sample process for growing and selecting a regression tree. The cross-valida-
tion case is left as an exercise for the reader.

PROCEDURE - CROSS-VALIDATION METHOD

1. Given a learning sample L, obtain a sequence of trees T, with
associated parameters /,.

2. Determine the parameter /', = ,//, /., for each subtree T,.

3. Partition the learning sample L into V partitions, L,. These will
be used to estimate the prediction error for trees grown using the
remaining cases.

4. Build the sequence of subtrees T," using the observations in all
LY =L-L,.

5. Now find the prediction error for the subtrees obtained from the
entire learning sample L. For tree T, and /', find all equivalent
treesT,” v =1  V by choosing trees T, such that

/' ML 1

6. Take all cases in L, v =1 V and present them to the trees
found in step 5. Calculate the error as the squared difference be-
tween the predicted response and the true response.

7. Determine the estimated error for the tree R®” T, by taking the
average of the errors from step 6.

8. Repeat steps 5 through 7 for all subtrees T, to find the prediction
error for each one.

9. Find the tree T, that has the minimum error,

F}ﬁ\./n T, = min fzcv Ty
k
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10. Determine the standard error for tree T, using Equation 10.35.

11. For the final model, select the tree that has the fewest number of
nodes and whose estimategcerediction error is within one standard
error (Equation 10.36) of Rmin T, .

Example 10.9
We return to the same data that was used in the previous example, where we
now add random noise to the responses. We generate the data as follows.

X(1:50,1) = unifrnd(0,1,50,1);
X(1:50,2) = unifrnd(0.5,1,50,1);
y(1:50) = 2+sqrt(2)*randn(1,50);
X(51:100,1) = unifrnd(-1,0,50,1);
X(561:100,2) = unifrnd(-0.5,1,50,1);
y(51:100) = 3+sqgrt(2)*randn(1,50);
X(101:150,1) = unifrnd(-1,0,50,1);
X(101:150,2) = unifrnd(-1,-0.5,50,1);
y(101:150) = 10+sqrt(2)*randn(1,50);
X(151:200,1) unifrnd(0,1,50,1);
X(151:200,2) unifrnd(-1,0.5,50,1);
y(151:200) = -10+sqrt(2)*randn(1,50);

The next step is to grow the tree. The T, that we get from this tree should
be larger than the one in Example 10.8.

% Set the maximum number in the nodes.
maxn = 5;
= csgrowr(X,y,maxn);

The tree we get has a total of 129 nodes, with 65 terminal nodes. We now get
the sequence of nested subtrees using the pruning procedure. We include a
function called cspruner that implements the process.

% Now prune the tree.
treeseq = cspruner(tree);

The variable treeseq contains a sequence of 41 subtrees. The following code
shows how we can get estimates of the error as in Equation 10.30.

% Generate an independent test sample.
nprime = 1000;

X(1:250,1) = unifrnd(0,1,250,1);
X(1:250,2) = unifrnd(0.5,1,250,1);
y(1:250) = 2+sqrt(2)*randn(l1,250);
X(251:500,1) = unifrnd(-1,0,250,1);
X(251:500,2) = unifrnd(-0.5,1,250,1);
y(251:500) = 3+sqrt(2)*randn(l,250);
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X(501:750,1) = unifrnd(-1,0,250,1);
X(5601:750,2) = unifrnd(-1,-0.5,250,1);
y(501:750) = 10+sqgrt(2)*randn(l,250);
X(751:1000,1) = unifrnd(0,1,250,1);
X(751:1000,2) = unifrnd(-1,0.5,250,1);
y(751:1000) = -10+sqgrt(2)*randn(l,250);
% For each tree in the sequence,
% find the mean squared error
k = length(treeseq);
msek = zeros(l,k);
numnodes = zeros(l,k);
for i=1:(k-1)
err = zeros(l,nprime);
t = treeseq{i};
for j=l:nprime
[yhat,node] = cstreer(X(J,:),t);
err(J) = (y(g)-yhat)."2;
end
[term,nt,imp] = getdata(t);
% find the # of terminal nodes
numnodes(i) = length(find(term==1));
% Ffind the mean
msek(i) = mean(err);
end
t = treeseq{k};
msek(k) = mean((y-t.node(l).yhat)."2);

In Figure 10.15, we show a plot of the estimated error against the number of
terminal nodes (or the complexity). We can find the tree that corresponds to
the minimum error as follows.

% Find the subtree corresponding to the minimum MSE.
[msemin,ind] = min(msek);
minnode = numnodes(ind);

We see that the tree with the minimum error corresponds to the one with 4
terminal nodes, and it is the 38th tree in the sequence. The minimum error is
5.77. The final step is to estimate the standard error using Equation 10.31.

% Find the standard error for that subtree.
t0 = treeseq{ind};
for j = 1l:nprime
[yhat,node] = cstreer(X(J,:),t0);
err(d) = (y@)-yhat) .M-msemin”2;
end
se = sqgrt(sum(err)/nprime)/sqrt(nprime);
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This shows a plot of the estimated Trror using the independent test sample approach. Note

that there is a sharp minimum for | T\ = 4.

This yields a standard error of 0.97. It turns out that there is no subtree that
has smaller complexity (i.e., fewer terminal nodes) and has an error less than
5.77 + 0.97 = 6.74 . In fact, the next tree in the sequence has an error of 13.09.
So, our choice for the best tree is the one with 4 terminal nodes. This is not
surprising given our results from the previous example.

10.5 MaTLAB Code

MATLAB does not have any functions for the nonparametric regression tech-
nigues presented in this text. The MathWorks, Inc. has a Spline Toolbox that
has some of the desired functionality for smoothing using splines. The basic
MATLAB package also has some tools for estimating functions using splines
(e.g., spline, interpl, etc.). We did not discuss spline-based smoothing,
but references are provided in the next section.

The regression function in the MATLAB Statistics Toolbox is called
regress. This has more output options than the polyTfit function. For
example, regress returns the parameter estimates and residuals, along with
corresponding confidence intervals. The polytool is an interactive demo
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available in the MATLAB Statistics Toolbox. It allows the user to explore the
effects of changing the degree of the fit.

As mentioned in Chapter 5, the smoothing techniques described in Visual-
izing Data [Cleveland, 1993] have been implemented in MATLAB and are
available at http://www._datatool .com/Dataviz_home._htm for free
download. We provide several functions in the Computational Statistics
Toolbox for local polynomial smoothing, loess, regression trees and others.
These are listed in Table 10.1.

TABLE 10.1

List of Functions from Chapter 10 Included in the Computational
Statistics Toolbox

Purpose MaTLAB Function
These functions are used for loess csloess
smoothing. csloessenv
csloessr
This function does local polynomial cslocpoly
smoothing.
These functions are used to work with csgrowr
regression trees. cspruner
cstreer
csplotreer
cspicktreer
This function performs nonparametric csloclin

regression using kernels.

10.6 Further Reading

For more information on loess, Cleveland’s book Visualizing Data [1993] is an
excellent resource. It contains many examples and is easy to read and under-
stand. In this book, Cleveland describes many other ways to visualize data,
including extensions of loess to multivariate data. The paper by Cleveland
and McGill [1984] discusses other smoothing methods such as polar smooth-
ing, sum-difference smooths, and scale-ratio smoothing.

For a more theoretical treatment of smoothing methods, the reader is
referred to Simonoff [1996], Wand and Jones [1995], Bowman and Azzalini
[1997], Green and Silverman [1994], and Scott [1992]. The text by Loader
[1999] describes other methods for local regression and likelihood that are not
covered in our book. Nonparametric regression and smoothing are also
examined in Generalized Additive Models by Hastie and Tibshirani [1990]. This
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text contains explanations of some other nonparametric regression methods
such as splines and multivariate adaptive regression splines.

Other smoothing techniques that we did not discuss in this book, which are
commonly used in engineering and operations research, include moving
averages and exponential smoothing. These are typically used in applica-
tions where the independent variable represents time (or something analo-
gous), and measurements are taken over equally spaced intervals. These
smoothing applications are covered in many introductory texts. One possible
resource for the interested reader is Wadsworth [1990].

For a discussion of boundary problems with kernel estimators, see Wand
and Jones [1995] and Scott [1992]. Both of these references also compare the
performance of various kernel estimators for nonparametric regression.
When we discussed probability density estimation in Chapter 8, we pre-
sented some results from Scott [1992] regarding the integrated squared error
that can be expected with various kernel estimators. Since the local kernel
estimators are based on density estimation techniques, expressions for the
squared error can be derived. Several references provide these, such as Scott
[1995], Wand and Jones [1995], and Simonoff [1996].
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Exercises

10.1. Generate data accordingto y = 4x° +6x°—1+@, where @ represents
some noise. Instead of adding noise with constant variance, add noise
that is variable and depends on the value of the predictor. So, increas-
ing values of the predictor show increasing variance. Do a polynomial
fit and plot the residuals versus the fitted values. Do they show that
the constant variance assumption is violated? Use MATLAB’s Basic
Fitting tool to explore your options for fitting a model to these data.

10.2. Generate data as in problem 10.1, but use noise with constant vari-
ance. Fit a first-degree model to it and plot the residuals versus the
observed predictor values X; (residual dependence plot). Do they
show that the model is not adequate? Repeat for d = 2 3.

10.3. Repeat Example 10.1. Construct box plots and histograms of the
residuals. Do they indicate normality?

10.4. In some applications, one might need to explore how the spread or
scale of Y changes with X. One technique that could be used is the
following:

a) determine the fitted values Y;;

b) calculate the residuals @; = Y;-Y;;

¢) plot |@| against X;; and

d) smooth using loess [Cleveland and McGill, 1984].

Apply this technique to the environ data.

10.5. Use the Filip data and fit a sequence of polynomials of degree
d =2 4 6 10. For each fit, construct a residual dependence plot.
What do these show about the adequacy of the models?

10.6. Use the MATLAB Statistics Toolbox graphical user interface
polytool with the longley data. Use the tool to find an adequate
model.

10.7. Fit a loess curve to the environ data using = 1 2 and various
values for /. Compare the curves. What values of the parameters
seem to be the best? In making your comparison, look at residual
plots and smoothed scatterplots. One thing to look for is excessive
structure (wiggliness) in the loess curve that is not supported by the
data.

10.8. Write a MATLAB function that implements the Priestley-Chao esti-
mator in Equation 10.23.
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10.9. Repeat Example 10.6 for various values of the smoothing parameter
h. What happens to your curve as h goes from very small values to
very large ones?

10.10. The human data set [Hand, et al., 1994; Mazess, et al., 1984] contains
measurements of percent fat and age for 18 normal adults (males and
females). Use loess or one of the other smoothing methods to deter-
mine how percent fat is related to age.

10.11. The data set called anaerob has two variables: oxygen uptake and
the expired ventilation [Hand, et al., 1994; Bennett, 1988]. Use loess
to describe the relationship between these variables.

10.12. The brownlee data contains observations from 21 days of a plant
operation for the oxidation of ammonia [Hand, et al., 1994; Brownlee,
1965]. The predictor variables are: X, is the air flow, X, is the cooling
water inlet temperature (degrees C), and X, is the percent acid con-
centration. The response variable Y is the stack loss (the percentage
of the ingoing ammonia that escapes). Use a regression tree to deter-
mine the relationship between these variables. Pick the best tree using
cross-validation.

10.13. The abrasion data set has 30 observations, where the two predic-
tor variables are hardness and tensile strength. The response variable
is abrasion loss [Hand, et al., 1994; Davies and Goldsmith, 1972].
Construct a regression tree using cross-validation to pick a best tree.

10.14. The data in helmets contains measurements of head acceleration
(in g) and times after impact (milliseconds) from a simulated motor-
cycle accident [Hand, et al., 1994; Silverman, 1985]. Do a loess smooth
on these data. Include the upper and lower envelopes. Is it necessary
to use the robust version?

10.15. Try the kernel methods for nonparametric regression on the
helmets data.

10.16. Use regression trees on the boston data set. Choose the best tree
using an independent test sample (taken from the original set) and
cross-validation.
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Chapter 11

Markov Chain Monte Carlo Methods

11.1 Introduction

In many applications of statistical modeling, the data analyst would like to
use a more complex model for a data set, but is forced to resort to an over-
simplified model in order to use available techniques. Markov chain Monte
Carlo (MCMC) methods are simulation-based and enable the statistician or
engineer to examine data using realistic statistical models.

We start off with the following example taken from Raftery and Akman
[1986] and Roberts [2000] that looks at the possibility that a change-point has
occurred in a Poisson process. Raftery and Akman [1986] show that there is
evidence for a change-point by determining Bayes factors for the change-
point model versus other competing models. These data are a time series that
indicate the number of coal mining disasters per year from 1851 to 1962. A
plot of the data is shown in Figure 11.8, and it does appear that there has been
a reduction in the rate of disasters during that time period. Some questions
we might want to answer using the data are:

= What is the most likely year in which the change occurred?
= Did the rate of disasters increase or decrease after the change-point?

Example 11.8, presented later on, answers these questions using Bayesian
data analysis and Gibbs sampling.

The main application of the MCMC methods that we present in this chap-
ter is to generate a sample from a distribution. This sample can then be used
to estimate various characteristics of the distribution such as moments, quan-
tiles, modes, the density, or other statistics of interest.

In Section 11.2, we provide some background information to help the
reader understand the concepts underlying MCMC. Because much of the
recent developments and applications of MCMC arise in the area of Bayesian
inference, we provide a brief introduction to this topic. This is followed by a
discussion of Monte Carlo integration, since one of the applications of
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MCMC methods is to obtain estimates of integrals. In Section 11.3, we present
several Metropolis-Hastings algorithms, including the random-walk
Metropolis sampler and the independence sampler. A widely used special
case of the general Metropolis-Hastings method called the Gibbs sampler is
covered in Section 11.4. An important consideration with MCMC is whether
or not the chain has converged to the desired distribution. So, some conver-
gence diagnostic techniques are discussed in Section 11.5. Sections 11.6 and
11.7 contain references to MATLAB code and references for the theoretical
underpinnings of MCMC methods.

11.2 Background

Bayesian Inference

Bayesians represent uncertainty about unknown parameter values by proba-
bility distributions and proceed as if parameters were random quantities
[Gilks, et al., 1996a]. If we let D represent the data that are observed and 6
represent the model parameters, then to perform any inference, we must
know the joint probability distribution P D 6 over all random quantities.
Note that we allow 6 to be multi-dimensional. From Chapter 2, we know that
the joint distribution can be written as

PD6 =P6PDI|6,
where P 6 is called the prior and P D|6 is called the likelihood. Once we

observe the data D, we can use Bayes’ Theorem to get the posterior distribu-
tion as follows

pep =~ 0PDI (11.1)

P6P D66

Equation 11.1 is the distribution of 6 conditional on the observed data D.
Since the denominator of Equation 11.1 is not a function of 6 (since we are
integrating over 6), we can write the posterior as being proportional to the
prior times the likelihood,

P6/D NP6 PD|6 =P6LG6,D .

We can see from Equation 11.1 that the posterior is a conditional distribu-
tion for the model parameters given the observed data. Understanding and
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using the posterior distribution is at the heart of Bayesian inference, where
one is interested in making inferences using various features of the posterior
distribution (e.g., moments, quantiles, etc.). These quantities can be written
as posterior expectations of functions of the model parameters as follows

f6 P 6P D|6d6
Ef6|D = . (11.2)
P6P D6 d6

Note that the denominator in Equations11.1 and 11.2 is a constant of pro-
portionality to make the posterior integrate to one. If the posterior is non-
standard, then this can be very difficult, if not impossible, to obtain. This is
especially true when the problem is high dimensional, because there are a lot
of parameters to integrate over. Analytically performing the integration in
these expressions has been a source of difficulty in applications of Bayesian
inference, and often simpler models would have to be used to make the anal-
ysis feasible. Monte Carlo integration using MCMC is one answer to this
problem.

Because the same problem also arises in frequentist applications, we will
change the notation to make it more general. We let X represent a vector of d
random variables, with distribution denoted by # x . To a frequentist, X
would contain data, and # x is called a likelihood. For a Bayesian, X would
be comprised of model parameters, and # x would be called a posterior dis-
tribution. For both, the goal is to obtain the expectation

f X # x dx
EfX = ——, (11.3)
# x dx

As we will see, with MCMC methods we only have to know the distribution
of X up to the constant of normalization. This means that the denominator in
Equation 11.3 can be unknown. It should be noted that in what follows we
assume that X can take on values in a d-dimensional Euclidean space. The
methods can be applied to discrete random variables with appropriate
changes.

Monte Carlo Integration

As stated before, most methods in statistical inference that use simulation can
be reduced to the problem of finding integrals. This is a fundamental part of
the MCMC methodology, so we provide a short explanation of classical
Monte Carlo integration. References that provide more detailed information
on this subject are given in the last section of the chapter.
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Monte Carlo integration estimates the integral E f X of Equation 11.3 by
obtaining samples X,, t = 1 n from the distribution # x and calculat-

ing
fX, . (11.4)

The notation t is used here because there is an ordering or sequence to the
random variables in MCMC methods. We know that when the X, are inde-
pendent, then the approximation can be made as accurate as needed by
increasing n. We will see in the following sections that with MCMC methods,
the samples are not independent in most cases. That does not limit their use
in finding integrals using approximations such as Equation 11.4. However,
care must be taken when determining the variance of the estimate in Equa-
tion 11.4 because of dependence [Gentle, 1998; Robert and Casella, 1999]. We
illustrate the method of Monte Carlo integration in the next example.

Example 11.1

For a distribution that is exponential with = 1, we find E /X using
Equation 11.4. We generate random variables from the required distribution,
take the square root of each one and then find the average of these values.
This is implemented below in MATLAB.

% Generate 500 exponential random

% variables with lambda = 1.

% This is a Statistics Toolbox function.
X = exprnd(1,1,1000);

% Take square root of each one.

xroot = sqrt(x);

% Take the mean - Equation 11.4
exroothat = mean(xroot);

From this, we get an estimate of 0.889. We can use MATLAB to find the value
using numerical integration.

% Now get it using numerical integration
strg = "sqrt(x)-*exp(-x)";

myfun = inline(strg);

% quadl is a MATLAB 6 function.
exroottru = quadl(myfun,0,50);

The value we get using numerical integration is 0.886, which closely matches
what we got from the Monte Carlo method.
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The samples X; do not have to be independent as long as they are gener-
ated using a process that obtains samples from the ‘entire’ domain of # x
and in the correct proportions [Gilks, et al., 1996a]. This can be done by con-
structing a Markov chain that has # x as its stationary distribution. We now
give a brief description of Markov chains.

Markov Chains

A Markov chain is a sequence of random variables such that the next value
or state of the sequence depends only on the previous one. Thus, we are gen-
erating a sequence of random variables, X, X, such that the next state
X+, with t 0 is distributed according to P X, ,|X; , which is called the
transition kernel. A realization of this sequence is also called a Markov chain.
We assume that the transition kernel does not depend on t, making the chain
time-homogeneous.

One issue that must be addressed is how sensitive the chain is to the start-
ing state X,. Given certain conditions [Robert and Casella, 1999], the chain
will forget its initial state and will converge to a stationary distribution,
which is denoted by O. As the sequence grows larger, the sample points X,
become dependent samples from O. The reader interested in knowing the
conditions under which this happens and for associated proofs of conver-
gence to the stationary distribution is urged to read the references given in
Section 11.7.

Say the chain has been run for m iterations, and we can assume that the
sample points X, t = m+1 n are distributed according to the stationary
distribution O. We can discard the first m iterations and use the remaining
n —m samples along with Equation 11.4 to get an estimate of the expectation
as follows

fX, . (11.5)

t=m+1

The number of samples m that are discarded is called the burn-in. The size of
the burn-in period is the subject of current research in MCMC methods. Diag-
nostic methods to help determine m and n are described in Section 11.5. Geyer
[1992] suggests that the burn-in can be between 1% and 2% of n, where n is
large enough to obtain adequate precision in the estimate given by
Equation 11.5.

So now we must answer the question: how large should n be to get the
required precision in the estimate? As stated previously, estimating the vari-
ance of the estimate given by Equation 11.5 is difficult because the samples
are not independent. One way to determine n via simulation is to run several
Markov chains in parallel, each with a different starting value. The estimates
from Equation 11.5 are compared, and if the variation between them is too
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great, then the length of the chains should be increased [Gilks, et al., 1996b].
Other methods are given in Roberts [1996], Raftery and Lewis [1996], and in
the general references mentioned in Section 11.7.

Analyzing the Output

We now discuss how the output from the Markov chains can be used in sta-
tistical analysis. An analyst might be interested in calculating means, stan-
dard deviations, correlations and marginal distributions for components of
X. If we let X, ; represent the j-th component of X, at the t-th step in the
chain, then using Equation 11.5, we can obtain the marginal means and vari-
ances from

and

t=m+1

These estimates are simply the componentwise sample mean and sample
variance of the sample points X,, t = m+1 n. Sample correlations are
obtained similarly. Estimates of the marginal distributions can be obtained
using the techniques of Chapter 8.

One last problem we must deal with to make Markov chains useful is the
stationary distribution O. We need the ability to construct chains such that
the stationary distribution of the chain is the one we are interested in: # x .
In the MCMC literature, # x is often referred to as the target distribution. It
turns out that this is not difficult and is the subject of the next two sections.

11.3 Metropolis-Hastings Algorithms

The Metropolis-Hastings method is a generalization of the Metropolis tech-
nigue of Metropolis, et al. [1953], which had been used for many years in the
physics community. The paper by Hastings [1970] further generalized the
technique in the context of statistics. The Metropolis sampler, the indepen-
dence sampler and the random-walk are all special cases of the Metropolis-
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Hastings method. Thus, we cover the general method first, followed by the
special cases.

These methods share several properties, but one of the more useful proper-
ties is that they can be used in applications where # x is known up to the
constant of proportionality. Another property that makes them useful in a lot
of applications is that the analyst does not have to know the conditional dis-
tributions, which is the case with the Gibbs sampler. While it can be shown
that the Gibbs sampler is a special case of the Metropolis-Hastings algorithm
[Robert and Casella, 1999], we include it in the next section because of this
difference.

Metropolis-Hastings Sampler

The Metropolis-Hastings sampler obtains the state of the chain at t+1 by
sampling a candidate point Y from a proposal distribution q .|X, . Note that
this depends only on the previous state X; and can have any form, subject to
regularity conditions [Roberts, 1996]. An example for q .| X, isthe multivari-
ate normal with mean X, and fixed covariance matrix. One thing to keep in
mind when selecting q .| X, isthat the proposal distribution should be easy
to sample from.

The required regularity conditions for q .|X; are irreducibility and aperi-
odicity [Chib and Greenberg, 1995]. Irreducibility means that there is a posi-
tive probability that the Markov chain can reach any non-empty set from all
starting points. Aperiodicity ensures that the chain will not oscillate between
different sets of states. These conditions are usually satisfied if the proposal
distribution has a positive density on the same support as the target distribu-
tion. They can also be satisfied when the target distribution has a restricted
support. For example, one could use a uniform distribution around the cur-
rent point in the chain.

The candidate point is accepted as the next state of the chain with probabil-
ity given by

" HY q XY
/xvzmml—JLiﬁ (11.6)

#X qY|X, g

If the point Y is not accepted, then the chain does not move and X;,, = X;.
The steps of the algorithm are outlined below. It is important to note that the
distribution of interest # x appears as a ratio, so the constant of proportion-
ality cancels out. This is one of the appealing characteristics of the Metropo-
lis-Hastings sampler, making it appropriate for a wide variety of
applications.
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PROCEDURE - METROPOLIS-HASTINGS SAMPLER

1. Initialize the chain to X, andset t = 0.

2. Generate a candidate point Y from g .|X, .

3. Generate U from a uniform 0 1 distribution.

4. If U / X, Y (Equation 11.6) then set X,,, = Y, else set
X..: = X,.

5.Sett = t+1 and repeat steps 2 through 5.

The Metropolis-Hastings procedure is implemented in Example 11.2, where
we use it to generate random variables from a standard Cauchy distribution.
As we will see, this implementation is one of the special cases of the Metrop-
olis-Hastings sampler described later.

Example 11.2

We show how the Metropolis-Hastings sampler can be used to generate ran-
dom variables from a standard Cauchy distribution given by

1
fx = P - X
#1+Xx
From this, we see that
fx N 1 -
1+x

We will use the normal as our proposal distribution, with a mean given by
the previous value in the chain and a standard deviation given by . We start
by setting up inline MATLAB functions to evaluate the densities for Equa-
tion 11.6.

% Set up an inline function to evaluate the Cauchy.
% Note that in both of the functions,
% the constants are canceled.
strg = "1./7(1+x."2)";
cauchy = inline(strg, "x");
% set up an inline function to evaluate the Normal pdf
strg = "1/sig*exp(-0.5*((x-mu)/sig) -"2)";
norm = inline(strg, "x","mu","sig");
We now generate n = 10000 samples in the chain.

% Generate 10000 samples in the chain.
% Set up the constants.
n = 10000;
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sig = 2;
X = zeros(1,n);
x(1) = randn(1);% generate the starting point
for 1 = 2:n

% generate a candidate from the proposal distribution
% which is the normal in this case. This will be a
% normal with mean given by the previous value in the
% chain and standard deviation of "sig”

y = x(i-1) + sig*randn(l);

% generate a uniform for comparison

u = rand(l);

alpha = min([1, cauchy(y)*norm(x(i-1),y,sig)/...

(cauchy(x(i-1))*norm(y,x(i-1),sig))1);
if u <= alpha

x(1) =y;
else

x(1) = x(i-1);
end
end

We can plot a density histogram along with the curve corresponding to the
true probability density function. We discard the first 500 points for the burn-
in period. The plot is shown in Figure 11.1.

Metropolis Sampler

The Metropolis sampler refers to the original method of Metropolis, et al.
[1953], where only symmetric distributions are considered for the proposal
distribution. Thus, we have that

qgvY|X =qgX|Y.

for all X and Y. As before, a common example of a distribution like this is the
normal distribution with mean X and fixed covariance. Because the proposal
distribution is symmetric, those terms cancel out in the acceptance probabil-
ity yielding
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FIGURE 11.1
We generated 10,000 variates from the Cauchy distribution using the Metropolis-Hastings

sampler. This shows a density histogram of the random variables after discarding the first
500 points. The curve corresponding to the true probability density function is superimposed
over the histogram. We see that the random variables do follow the standard Cauchy
distribution.

T #Y &
/ XY = minil H%. (12.7)

t$

PROCEDURE - METROPOLIS SAMPLER

1. Initialize the chain to X, andset t = 0.

2. Generate a candidate point Y from q .|X, .

3. Generate U from a uniform 0 1 distribution.

4. If U / X, Y (Equation 11.7) then set X,,, = Y, else set
X1 = X,

5. Sett = t+1 and repeat steps 2 through 5.

When the proposal distribution is such that g Y|X = g [X-Y| , thenitis
called the random-walk Metropolis. This amounts to generating a candidate
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point Y = X, + Z,where Z is an increment random variable from the distri-
bution g.

We can gain some insight into how this algorithm works by looking at the
conditions for accepting a candidate point as the next sample in the chain. In
the symmetric case, the probability of moving is #Y # X, . If
#Y # X, ,then the chain movesto Y because / X, Y will be equal to 1.
This means that a move that climbs up the curve given by the target distribu-
tion is always accepted. A move that is worse (i.e., one that goes downhill) is
accepted with probability given by # Y # X, . These concepts are illus-
trated in Figure 11.2. This is the basic algorithm proposed by Metropolis, et
al. [1953], and it is the foundation for other optimization algorithms such as
simulated annealing [Kirkpatrick, Gelatt, and Vechi, 1983; Aarts and Korst,
1989].

B — — - — = - — =

#(X)

Y- — — — —/— | — — — — — — —

x
< - —
N
<
N

FIGURE 11.2 o
This shows what happens when a candidate point is selected and the proposal distribution

is symmetric [Chib and Greenberg, 1995]. In this case, the probability of moving to another
pointisbasedontheratio#y # x .If#y # x ,then the chain moves to the candidate
pointy. If # y # x , then the chain moves to y with probability # y # x . So we see
that a move from x to y, would be automatically accepted, but a move to y, would be
accepted with probability # y, # x .

When implementing any of the Metropolis-Hastings algorithms, it is
important to understand how the scale of the proposal distribution affects the
efficiency of the algorithm. This is especially apparent with the random-walk
version and is illustrated in the next example. If a proposal distribution takes
small steps, then the acceptance probability given by Equation 11.7 will be
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high, yielding a higher rate at which we accept candidate points. The prob-
lem here is that the chain will mix slowly, meaning that the chain will take
longer to get to the stationary distribution. On the other hand, if the proposal
distribution generates large steps, then the chain could move to the tails,
resulting in low acceptance probabilities. Again, the chain fails to mix
quickly.

Example 11.3

In this example, we show how to implement the random-walk version of the
Metropolis-Hastings sampler [Gilks, et al., 1996a] and use it to generate vari-
ates from the standard normal distribution (the target distribution). Of
course, we do not have to resort to MCMC methods to generate random vari-
ables from this target distribution, but it serves to illustrate the importance of
picking the right scale for the proposal distribution. We use the normal as a
proposal distribution to generate the candidates for the next value in the
chain. The mean of the proposal distribution is given by the current value in
the chain x;. We generate three chains with different values for the standard
deviation, given by: = 0.5 0.1 10. These provide chains that exhibit good
mixing, poor mixing due to small step size and poor mixing due to a large
step size, respectively. We show below how to generate the three sequences
with n = 500 variates in each chain.

% Get the variances for the proposal distributions.

sigl = 0.5;
sig2 = 0.1;
sig3 = 10;

% We will generate 500 iterations of the chain.
n = 500;

% Set up the vectors to store the samples.

X1 = zeros(l,n);

X2 = X1;

X3 = X1;

% Get the starting values for the chains.

X1(1) = -10;

X2(1) = 0;

X3(1) 0;

Now that we have everything initialized, we can obtain the chains.

% Run the first chain.
for i = 2:n

% Generate variate from proposal distribution.
y = randn(1)*sigl + X1(i-1);

% Generate variate from uniform.

u = rand(l);

% Calculate alpha.
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alpha = normpdf(y,0,1)/normpdf(X1(i-1),0,1);
if u <= alpha
% Then set the chain to the y.

X1(1) =vy;
else

X1(i) = X1(i-1);
end
end

% Run second chain.
for 1 = 2:n

% Generate variate from proposal distribution.
y = randn(1)*sig2 + X2(i-1);

% Generate variate from uniform.

u = rand(l);

% Calculate alpha.

alpha = normpdf(y,0,1)/normpdf(X2(i-1),0,1);
if u <= alpha

% Then set the chain to the y.

X2(1) =vy;
else

X2(i) = X2(i-1);
end
end

% Run the third chain.
for 1 = 2:n

% Generate variate from proposal distribution.
y = randn(1)*sig3 + X3(i-1);

% Generate variate from uniform.

u = rand(l);

% Calculate alpha.

alpha = normpdf(y,0,1)/normpdf(X3(i-1),0,1);
if u <= alpha

% Then set the chain to the y.

X3(1) =y;
else

X3(1) = X3(i-1);
end
end

Plots of these sequences are illustrated in Figure 11.3, where we also show
horizontal lines at 42. These lines are provided as a way to determine if most
values in the chain are mixing well (taking on many different values) within
two standard deviations of zero, since we are generating standard normal
variates. Note that the first one converges quite rapidly and exhibits good
mixing in spite of an extreme starting point. The second one with = 0.1
(small steps) is mixing very slowly and does not seem to have converged to
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the target distribution in these 500 steps of the chain. The third sequence,
where large steps are taken, also seems to be mixing slowly, and it is easy to
see that the chain sometimes does not move. This is due to the large steps
taken by the proposal distribution.
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_1|:| 1 1 1 1 1 ] ] 1 1
u] =1} glun] 150 L= 1] =0 1]
: . . . .
|:| F -
-2
1 1 1 1
a0 glun] 150 450 = 1]
2 n T T T T
|:| 1_
-2 1 |I 1 1
50 STw s 450  &m
FIGURE 11.3

These are the three sequences from Example 11.3. The target distribution is the standard
normal. For all three sequences, the proposal distribution is normal with the mean given
by the previous element in the sequence. The standard deviations of the proposal distribution
are: = 0.5 0.1 10. Note that the first sequence approaches the target distribution after
the first 50 - 100 iterations. The other two sequences are slow to converge to the target
distribution because of slow mixing due to the poor choice of

Independence Sampler

The independence sampler was proposed by Tierney [1994]. This method
uses a proposal distribution that does not depend on X; i.e., it is generated
independently of the previous value in the chain. The proposal distribution
isoftheform g Y|X = q Y ,so Equation 11.6 becomes
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(11.8)

This is sometimes written in the literature as

. &
/X Y =m|n!1WY

%
t$

wherew X =# X q X .

Caution should be used when implementing the independence sampler. In
general, this method will not work well unless the proposal distribution q is
very similar to the target distribution #. Gilks, et al. [1996a] show that it is
best if g is heavier-tailed than #. Note also that the resulting sample is still
not independent, even though we generate the candidate points indepen-
dently of the previous value in the chain. This is because the acceptance prob-
ability for the next value X,,, depends on the previous one. For more
information on the independence sampler and the recommended usage, see
Roberts [1996] or Robert and Casella [1999].

Autoregressive Generating Density

Another choice for a candidate generating density is proposed by Tierney
[1994] and described by Chib and Greenberg [1995]. This is represented by an
autoregressive process of order 1 and is obtained by generating candidates as
follows

Y = a+B X,-a +Z, (11.9)

where a is a vector and B is a matrix, both of which are conformable in terms
of size with X;. The vector Z has a density given by q. If B = -1, then the
chains are produced by reflecting about the point a, yielding negative corre-
lation between successive values in the sequence. The autoregressive gener-
ating density is described in the next example.

Example 11.4

We show how to use the Metropolis-Hastings sampler with the autoregres-
sive generating density to generate random variables from a target distribu-
tion given by a bivariate normal with the following parameters:

1 3|1 09
2 09 1
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Variates from this distribution can be easily generated using the techniques
of Chapter 4, but it serves to illustrate the concepts. In the exercises, the
reader is asked to generate a set of random variables using those techniques
and compare them to the results obtained in this example. We generate a
sequence of n = 6000 points and use a burn-in of 4000.

% Set up some constants and arrays to store things.
n = 6000;

xar = zeros(n,2); % to store samples

mu = [1;2]; % Parameters - target distribution.
covm = [1 0.9; 0.9 1];

We now set up a MATLAB inline function to evaluate the required proba-
bilities.

% Set up the function to evaluate alpha

% for this problem. Note that the constant

% has been canceled.

strg = "exp(-0.5*(x-mu) " **inv(covm)*(x-mu)) " ;

norm = inline(strg,"x","mu",“covm®);

The following MATLAB code sets up a random starting point and obtains the
elements of the chain.

% Generate starting point.
xar(1l,:) = randn(1,2);
for 1 = 2:n
% Get the next variate in the chain.
% y is a column vector.
y =mu - (xar(i-1,:)"-mu) + (-1+2*rand(2,1));
u rand(1);
% Uses inline function “norm” from above.
alpha=min([1,norm(y,mu,covm)/. ..
norm(xar(i-1,:)",mu,covm)]);
if u <= alpha
xar(i,:) = y;
else
xar(i,:) = xar(i-1,:);
end
end

A scatterplot of the last 2000 variates is given in Figure 11.4, and it shows that
they do follow the target distribution. To check this further, we can get the
sample covariance matrix and the sample mean using these points. The result

IS
"~ _ |1.04 3= | 1 0899
2.03 0.899 1
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from which we see that the sample does reflect the target distribution.

Random Walk Version

FIGURE 11.4 ) )
This is a scatterplot of the last 2000 elements of a chain generated using the autoregressive

generating density of Example 11.4.

Example 11.5

This example shows how the Metropolis-Hastings method can be used with
an example in Bayesian inference [Roberts, 2000]. This is a genetic linkage
example, looking at the genetic linkage of 197 animals. The animals are
divided into four categories with frequencies given by

Z = 2,2,232, = 12518 20 34 ,

with corresponding cell probabilities of

6
1- 1-6 >
6 6 7

N I
+
INITo)
Nik

From this, we get a posterior distribution of 6, given the data Z, of

ZZ+Z3 Z4

P6/Z =#6 N 2+6 ' 1-6
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We would like to use this to observe the behavior of the parameter 6 (i.e.,
what are likely values for 6) given the data. Note that any constants in the
denominator in # 6 have been eliminated because they cancel in the
Metropolis-Hastings sampler. We use the random-walk version where the
step is generated by the uniform distribution over the interval -a a . Note
that we setup a MATLAB inline function to get the probability of accepting
the candidate point.

% Set up the preliminaries.

z1l = 125;
z2 = 18;
z3 = 20;
z4 = 34;
n = 1100;

% Step size for the proposal distribution.
a=20.1;
% Set up the space to store values.
theta = zeros(1,n);
% Get an inline function to evaluate probability.
strg = "((2+th).~z1) .*((1-th) .~(z2+z3)) .*(th."~z4)";
ptheta = inline(strg,“"th","z1",%2z2","23",%z4%);
We can now generate the chain as shown below.

% Use Metropolis-Hastings random-walk
% where y = theta(i-1) + z
% and z is uniform(-a,a).
% Get initial value for theta.
theta(l) = rand(l);
for 1 = 2:n
% Generate from proposal distribution.
y = theta(i-1) - a + 2*a*rand(l);
% Generate from uniform.
u = rand(l);
alpha = min([ ptheta(y,z1,z2,z3,z4)/...
ptheta(theta(i-1),z1,z2,z3,z4),1]);
if u <= alpha
theta(i) = vy;
else
theta(i) = theta(i-1);
end
end

We set the burn-in period to 100, so only the last 1000 elements are used to
produce the density histogram estimate of the posterior density of 6 givenin
Figure 11.5.
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FIGURE 11.5
This shows the density histogram estimate of the posterior density of 6 given the observed

data.

11.4 The Gibbs Sampler

Although the Gibbs sampler can be shown to be a special case of the Metrop-
olis-Hastings algorithm [Gilks, et al., 1996b; Robert and Casella, 1999], we
include it in its own section, because it is different in some fundamental
ways. The two main differences between the Gibbs sampler and Metropolis-
Hastings are:

1) We always accept a candidate point.
2) We must know the full conditional distributions.

In general, the fact that we must know the full conditional distributions
makes the algorithm less applicable.

The Gibbs sampler was originally developed by Geman and Geman [1984],
where it was applied to image processing and the analysis of Gibbs distribu-
tions on a lattice. It was brought into mainstream statistics through the arti-
cles of Gelfand and Smith [1990] and Gelfand, et al. [1990].
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In describing the Gibbs sampler, we follow the treatment in Casella and
George [1992]. Let’s assume that we have a joint density that is given by
fxy, Y4 , and we would like to understand more about the marginal
density. For example, we might want to know the shape, the mean, the vari-
ance or some other characteristic of interest.

The marginal density is given by

fx = fxy, yq dy; dyq. (11.10)

Equation 11.10 says that to get the marginal distribution, we must integrate
over all of the other variables. In many applications, this integration is very
difficult (and sometimes impossible) to perform. The Gibbs sampler is a way
to get f x by simulation. As with the other MCMC methods, we use the
Gibbs sampler to generate a sample X, X, from f x and then use the
sample to estimate the desired characteristic of f x . Casella and George
[1992] note that if m is large enough, then any population characteristic can
be calculated with the required degree of accuracy.

To illustrate the Gibbs sampler, we start off by looking at the simpler case
where the joint distribution is f x; X, . Using the notation from the previous
sections, X, is a two element vector with elements given by

Xe= Xi1 X2

We start the chain with an initial starting point of X, = X, ; X, , . We
then generate a sample from f x; X, by sampling from the conditional dis-
tributions given by f x;|X, and f x,|X; . Ateach iteration, the elements of
the random vector are obtained one at a time by alternately generating values
from the conditional distributions. We illustrate this in the procedure given
below.

PROCEDURE - GIBBS SAMPLER (BIVARIATE CASE)

1. Generate a starting point X, = X, ; X, , .Sett = 0.
2. Generate a point X; ; from

th,1|Xt,2_

1
x
~

3. Generate a point X; , from
f X 2| Xevr,1 = Xes1 1 -

4. Set t = t+1 and repeat steps 2 through 4.
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Note that the conditional distributions are conditioned on the current or
most recent values of the other components of X,. Example 11.6 shows how
this is done in a simple case taken from Casella and George [1992].

Example 11.6
To illustrate the Gibbs sampler, we consider the following joint distribution

x+/-1 1 n-x+.-1

n
fxy N 'y y ,

where x =0 1 nand 0 y 1. Let’ssay our goal is to estimate some
characteristic of the marginal distribution f x of X. By ignoring the overall
dependence on n, /7 and ., we find that the conditional distribution f x|y
is binomial with parameters nand y, and the conditional distribution f y|x
is a beta distribution with parameters x+/ and n-x+ . [Casella and
George, 1992]. The MATLAB commands given below use the Gibbs sampler
to generate variates from the joint distribution.

% Set up preliminaries.

% Here we use k for the chain length, because n
% is used for the number of trials in a binomial.
k = 1000; % generate a chain of size 1000

m = 500; % burn-in will be 500

a= 2; % chosen

b = 4;

X = zeros(1,k);

y = zeros(1,k);

n = 16;

We are now ready to generate the elements in the chain.We start off by gen-
erating a starting point.

% Pick a starting point.
x(1) = binornd(n,0.5,1,1);
y(1) = betarnd(x(1) + a, n - x(1) + b,1,1);

for i = 2:k

x(1) = binornd(n,y(i-1),1,1);

y(i) = betarnd(x(i)+a, n-x(i)+b, 1, 1);
end

Note that we do not have to worry about whether or not we will accept the
next value in the chain. With Gibbs sampling every candidate is accepted. We
can estimate the marginal using the following
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fx = —2—  fxly .
X - X|Yi

i=m+1

This says that we evaluate the probability conditional on the values of y; that
were generated after the burn-in period. This is implemented in MATLAB as
follows:

% Get the marginal by evaluating the conditional.
% Use MATLAB"s Statistics Toolbox.

% Find the P(X=x]Y"s)

fhat = zeros(1,17);

for 1 = 1:17

fthat(i) = mean(binopdf(i-1,n,y(500:k)));

end

The true marginal probability mass function is [Casella and George, 1992]

Ny /+. +x+/ +n-x+.

X+ /+ . +/+.+n

f x

forx =01 n. We plot the estimated probability mass function along
with the true marginal in Figure 11.6. This shows that the estimate is very
close to the true function.

Casella and George [1992] and Gelfand and Smith [1990] recommend that
K different sequences be generated, each one with length n. Then the last ele-
ment of each sequence is used to obtain a sample of size K that is approxi-
mately independent for large enough K. We do note that there is some
disagreement in the literature regarding the utility of running one really long
chain to get better convergence to the target distribution or many shorter
chains to get independent samples [Gilks, et al., 1996b]. Most researchers in
this field observe that one long run would often be used for exploratory anal-
ysis and a few moderate size runs is preferred for inferences.

The procedure given below for the general Gibbs sampler is for one chain
only. Itis easier to understand the basic concepts by looking at one chain, and
it is simple to expand the algorithm to multiple chains.

PROCEDURE - GIBBS SAMPLER

1. Generate a starting point X, = X, Xo g -Sett =0.
2. Generate a point X, ; from
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On the left, we have the estimated probability mass function for the marginal distribution
f x . The mass function on the right is from the true probability mass function. We see that

there is close agreement between the two.

Generate a point X, , from

f Xi 1| Xe, 2 = X2

Xia=Xt q -

fXe 2| Xist1 = Xewr 1Xe,3 = X5

Generate a point X, 4 from

f Xt,d|Xt+1,1 = Xt+1,1a

Xid = Xeq -

Xeet,d=1 = Xee1,d-1 -

3.Sett = t+1 and repeat steps 2 through 3.

Example 11.7

We show another example of Gibbs sampling as applied to bivariate normal
data. Say we have the same model as we had in Example 11.4, where we
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wanted to generate samples from a bivariate normal with the following

parameters
_ a2 3= |15/ -|1 09
12 51/ 109 1

From Gelman, et al. [1995] we know that f x,|x, is umvarlate normal with
mean ,+5 x,— , and standard deviation 1-5. Similarly, f X,|X; |s
univariate normal with mean ,+5 x,— , and standard deviation 1 - 5°.
With this information, we can implement the Gibbs sampler to generate the
random variables.

% Set up constants and arrays.
= 6000;
xgibbs = zeros(n,2);
rho = 0.9;
= [1;2];% This is the mean.
sig = sqrt(1-rho™2);
% Initial point.
xgibbs(1,:) = [10 10];
% Start the chain.
for i = 2:n
= y(1) + rho*(xgibbs(i-1,2)-y(2));
xgibbs(i,1) = mu + sig*randn(l);
= y(2) + rho*(xgibbs(i,1) - y(1));
xgibbs(i,2) = mu + sig*randn(l);
end

Notice that the next element in the chain is generated based on the current
values for x; and Xx,. A scatterplot of the last 2000 variates generated with
this method is shown in Figure 11.7.

We return now to our example described at the beginning of the chapter,
where we are investigating the hypothesis that there has been a reduction in
coal mining disasters over the years 1851 to 1962. To understand this further,
we follow the model given in Roberts [2000]. This model assumes that the
number of disasters per year follows a Poisson distribution with a mean rate
of 6 until the k-th year. After the k-th year, the number of disasters is distrib-
uted according to the Poisson distribution with a mean rate of . This is rep-
resented as

1
-
=

Y, ” Poisson 6 i
k+1 n,

Y; ” Poisson i
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FIGURE 11.7
This is a scatterplot of the bivariate normal variates generated using Gibbs sampling. Note

that the results are similar to Figure 11.4.
where the notation ‘~" means ‘is distributed as.’
A Bayesian model is given by the following

6 > Gamma a, b,

> Gamma a, b,
b, > Gamma ¢, d;
b, > Gamma c, d,

and the k is discrete uniform over 1 112 (since there are 112 years).
Note that 6, and k are all independent of each other.
This model leads to the following conditional distributions:

6]Y b, b, k> Gamma)a; + Y; k+b*

|Y 6 by b, k” Gamma)a, + Y; n—Kk+b*
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b |[Y 6 b, k”Gamma a, +c¢, 6+d,;
b)Y 6 b, k”Gamma a,+c, +d,

fKY6 by b, = LYk6
LY;6
j=1
The likelihood is given by
k
Yi
LYk®6 =exp k -6 6 77

We use Gibbs sampling to simulate the required distributions and examine
the results to explore the change-point model. For example, we could look at
the posterior densities of 6, and k to help us answer the questions posed
at the beginning of the chapter.

Example 11.8
A plot of the time series for the coal data is shown in Figure 11.8, where we
see graphical evidence supporting the hypothesis that a change-point does
occur [Raftery and Akman, 1986] and that there has been a reduction in the
rate of coal mine disasters over this time period.

We set up the preliminary data needed to implement Gibbs sampling as fol-
lows:

% Set up preliminaries.

load coal

% y contains number of disasters.

% year contains the year.

= length(y);

m = 1100; % number in chain

% The values for the parameters are the same
% as in Roberts[2000].

-]

al = 0.5;
a2 = 0.5;
cl = 0;
c2 = 0;
di = 1;
d2 = 1;

theta = zeros(1,m);
lambda = zeros(1,m);
k = zeros(l1,n);
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FIGURE 11.8
Time series of the coal data. It does appear that there was a reduction in the rate of disasters

per year, after a certain year. Estimating that year is the focus of this example.

% Holds probabilities for k.
like = zeros(1,n);

We are now ready to implement the Gibbs sampling. We will run the chain
for 1100 iterations and use a burn-in period of 100.

% Get starting points.
k(1) = unidrnd(n,1,1);
% Note that k will indicate an index to the year
% that corresponds to a hypothesized change-point.
theta(l) = 1;
lambda(1l) = 1;
bl = 1;
b2 = 1;
% Start the Gibbs Sampler.
for 1 = 2:m
kk k(i-1);
% Get parameters for generating theta.
t = al + sum(y(1:kk));
lam = kk + bl;
% Generate the variate for theta.
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theta(i) = gamrnd(t,1/1am,1,1);
% Get parameters for generating lambda.
t = a2 + sum(y) - sum(y(1:kk));
lam = n-kk+b2;
% Generate the variate for lambda.
lambda(i) = gamrnd(t,1/1lam,1,1);
% Generate the parameters bl and b2.
bl = gamrnd(al+cl,1/(theta(i)+d1),1,1);
b2 = gamrnd(a2+c2,1/(lambda(i)+d2),1,1);
% Now get the probabilities for k.
for j = 1:n
like() = exp((lambda(i)-theta(i))*j)*...
(theta(i)/lambda(i))”sum(y(1:3));
end
like = like/sum(like);
% Now sample the variate for k.
k(1) = cssample(l:n,like,1);
end

The sequences for 6, and k are shown in Figure 11.9, where we can see that
a burn-in period of 100 is reasonable. In Figure 11.10. we plot the frequencies
for the estimated posterior distribution using the generated k variates. We see
evidence of a posterior mode at k = 41, which corresponds to the year 1891.
So, we suspect that the change-point most likely occurred around 1891. We
can also look at density histograms for the posterior densities for 6 and
These are given in Figure 11.11, and they indicate that the mean rate of disas-
ters did decrease after the change-point.

11.5 Convergence Monitoring

The problem of deciding when to stop the chain is an important one and is
the topic of current research in MCMC methods. After all, the main purpose
of using MCMC is to get a sample from the target distribution and explore its
characteristics. If the resulting sequence has not converged to the target dis-
tribution, then the estimates and inferences we get from it are suspect.

Most of the methods that have been proposed in the literature are really
diagnostic in nature and have the goal of monitoring convergence. Some are
appropriate only for Metropolis-Hastings algorithms and some can be
applied only to Gibbs samplers.We will discuss in detail one method due to
Gelman and Rubin [1992] and Gelman [1996], because it is one of the simplest
to understand and to implement. Additionally, it can be used in any of the
MCMC algorithms. We also very briefly describe another widely used
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FIGURE 11.9
This shows the sequences that were generated using the Gibbs sampler.

method due to Raftery and Lewis [1992, 1996] that can be employed within
the MCMC method. Other papers that review and compare the various con-
vergence diagnostics are Cowles and Carlin [1996], Robert [1995] and Brooks
[1998]. Some recent research in this area can be found in Canty [1999] and
Brooks and Giudici [2000].

Gelman and Rubin Method

We will use , to represent the characteristic of the target distribution (mean,
moments, quantiles, etc.) in which we are interested. One obvious way to
monitor convergence to the target distribution is to run multiple sequences
of the chain and plot , versus the iteration number. If they do not converge
to approximately the same value, then there is a problem. Gelman [1996]
points out that lack of convergence can be detected by comparing multiple
sequences, but cannot be detected by looking at a single sequence.

The Gelman-Rubin convergence diagnostic is based on running multiple
chains. Cowles and Carlin [1996] recommend ten or more chains if the target
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This is the frequency histogram for the random variables k generated by the Gibbs sampler
of Example 11.8. Note the mode at k = 41 corresponding to the year 1891.
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This figure shows density histograms for the posterior distributions for 6 and , and there
seems to be evidence showing that there was a reduction in the mean rate of disasters per
year.
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distribution is unimodal. The starting points for these chains are chosen to be
widely dispersed in the target distribution. This is important for two reasons.
First, it will increase the likelihood that most regions of the target distribution
are visited in the simulation. Additionally, any convergence problems are
more likely to appear with over-dispersed starting points.

The method is based on the idea that the variance within a single chain will
be less than the variance in the combined sequences, if convergence has not
taken place. The Gelman-Rubin approach monitors the scalar quantities of
interest in the analysis (i.e., , ).

We start off with k parallel sequences of length n starting from over-dis-
persed points in the target distribution. The between-sequence variance B
and the within-sequence W are calculated for each scalar summary , . We
denote the j-th scalar summary in the i-th chain by

s ijs i=1 k j=1 n.
Thus, the subscript j represents the position in the chain or sequence and i

denotes which sequence it was calculated from.
The between-sequence variance is given as

B = & I (11.12)
i=1
where
e % - (11.12)
j=1
and
k
T = % . (11.13)

Equation 11.12 is the mean of the n values of the scalar summary in the i-th
sequence, and Equation 11.13 is the average across sequences.
The within-sequence variance is determined by

W=z s (11.14)
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with
2= L _T7 7 (11.15)

Note that Equation 11.15 is the sample variance of the scalar summary for the
i-th sequence, and Equation 11.14 is the average variance for the k sequences.

Finally, W and B are combined to get an overall estimate of the variance of
, inthe target distribution:

var , = 2=lw+ip, (11.16)
n n

Equation 11.16 is a conservative estimate of the variance of ,, if the starting
points are over-dispersed [Gelman, 1996]. In other words, it tends to over
estimate the variance.

Alternatively, the within-sequence variance given by W is an underesti-
mate of the variance of , . This should make sense considering the fact that
finite sequences have not had a chance to travel all of the target distribution
resulting in less variability for ,. As n gets large, both var , and W
approach the true variance of ,, one from above and one from below.

The Gelman-Rubin approach diagnoses convergence by calculating

=~ _ var ,
JR = /T. (11.17)

This is the ratio between the upper bound on the standard deviation of , and
the lower bound. It estimates the factor by which var , mightbe reduced by
further iterations. The factor given by Equation 11.17 is called the estimated
potential scale reduction. If the potential scale reduction is high, then the
analyst is advised to run the chains for more iterations. Gelman [1996] recom-
mends that the sequences be run until R for all scalar summaries are less
than1.1or1.2.

Example 11.9

We return to Example 11.3 to illustrate the Gelman-Rubin method for moni-

toring convergence. Recall that our target distribution is the univariate stan-

dard normal. This time our proposal distribution is univariate normal with
= Xyand = 5.0urscalar summary , isthe mean of the elements of the

chain. We implement the Gelman-Rubin method using four chains.

% Set up preliminaries.
sig = 5;
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% We will generate 500 iterations of the chain.
n = 5000;

numchain = 4;

% Set up the vectors to store the samples.
% This is 4 chains, 5000 samples.

X = zeros(numchain,n);

% This is 4 sequences (rows) of summaries.
nu = zeros(numchain,n);

% Track the rhat for each iteration:

rhat = zeros(1,n);

% Get the starting values for the chain.

% Use over-dispersed starting points.
X(1,1) = -10;

X(2,1) = 10;

X(3,1) -5;

X(4,1) 5;

The following implements the chains. Note that each column of our matrices
X and nu is one iteration of the chains, and each row contains one of the
chains. The X matrix keeps the chains, and the matrix nu is the sequence of
scalar summaries for each chain.

% Run the chain.
for j = 2:n
for 1 = l:numchain
4 Generate variate from proposal distribution.
y = randn(1)*sig + X(1,j-1);
% Generate variate from uniform.
u = rand(l);
% Calculate alpha.
alpha = normpdf(y,0,1)/normpdf(X(i,j-1),0,1);
if u <= alpha
% Then set the chain to the y.

X

X(1,3) =Y;
else

X(1,3) = X(1,)-1);
end

end
% Get the scalar summary - means of each row.
nu(:,j) = mean(X(:,1:5)")";
rhat(J) = csgelrub(nu(:,1:j));
end

The function csgelrub will return the estimated R for a given set of
sequences of scalar summaries. We plot the four sequences for the summary
statistics of the chains in Figure 11.12. From these plots, we see that it might
be reasonable to assume that the sequences have converged, since they are
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getting close to the same value in each plot. In Figure 11.13, we show a plot
of R for each iteration of the sequence. This seems to confirm that the chains
are getting close to convergence. Our final value of R at the last iteration of
the chain is 1.05.

One of the advantages of the Gelman-Rubin method is that the sequential
output of the chains does not have to be examined by the analyst. This can be
difficult, especially when there are a lot of summary quantities that must be
monitored. The Gelman-Rubin method is based on means and variances, so
it is especially useful for statistics that approximately follow the normal dis-
tribution. Gelman, et al. [1995] recommend that in other cases, extreme quan-
tiles of the between and within sequences should be monitored.

Raftery and Lewis Method

We briefly describe this method for two reasons. First, it is widely used in
applications. Secondly, it is available in MATLAB code through the Econo-
metrics Toolbox (see Section 11.6 for more information) and in Fortran from
StatLib. So, the researcher who needs another method besides the one of Gel-
man and Rubin is encouraged to download these and try them. The article by
Raftery and Lewis [1996] is another excellent resource for information on the
theoretical basis for the method and for advice on how to use it in practice.

This technique is used to detect convergence of the chain to the target dis-
tribution and also provides a way to bound the variance of the estimates
obtained from the samples. To use this method, the analyst first runs one
chain of the Gibbs sampler for N,;,. This is the minimum number of itera-
tions needed for the required precision, given that the samples are indepen-
dent. Using this chain and other quantities as inputs (the quantile to be
estimated, the desired accuracy, the probability of getting that accuracy, and
aconvergence tolerance), the Raftery-Lewis method yields several useful val-
ues. Among them are the total number of iterations needed to get the desired
level of accuracy and the number of points in the chain that should be dis-
carded (i.e., the burn-in).

11.6 MaTLAB Code

The Statistics Toolbox for MATLAB does not provide functions that imple-
ment MCMC methods, but the pieces (i.e., evaluating probability density
functions and generating random variables) are there for the analyst to easily
code up the required simulations. Also, the examples given in this text can be
adapted to fit most applications by simply changing the proposal and target
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Here are the sequences of summary statistics in Example 11.9. We are tracking the mean of
sequences of variables generated by the Metropolis-Hastings sampler. The target distribution
is a univariate standard normal. It appears that the sequences are close to converging, since

they are all app

roaching the same value.
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This sequence of values for R indicates that it is very close to one, showing near convergence.
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distributions. There is an Econometrics Toolbox that contains M-files for the
Gibbs sampler and the Raftery-Lewis convergence diagnostic. The software
can be freely downloaded at www.spatial-econometrics.com. Exten-
sive documentation for the procedures in the Econometrics Toolbox is also
available at the website. The Raftery-Lewis method for S-plus and Fortran
can be downloaded at:

e S-plus: http://lib_stat.cmu. edu/S/gibbsit
= Fortran: http://lib.stat.cmu. edu/general/gibbsit

There are several user-contributed M-files for MCMC available for download
at The MathWorks website:

ftp.mathworks.com/pub/contrib/v5/stats/mcmc/

For those who do not use MATLAB, another resource for software that will
do Gibbs sampling and Bayesian analysis is the BUGS (Bayesian Inference
Using Gibbs Sampling) software. The software and manuals can be down-
loaded at www .mrc-bsu.cam.ac.uk/bugs/welcome.shtml.

In the Computational Statistics Toolbox, we provide an M-file function
called csgelrub that implements the Gelman-Rubin diagnostic. It returns
R for given sequences of scalar summaries. We also include a function that
implements a demo of the Metropolis-Hastings sampler where the target dis-
tribution is standard bivariate normal. This runs four chains, and the points
are plotted as they are generated so the user can see what happens as the
chain grows. The M-file functions pertaining to MCMC that we provide are
summarized in Table 11.1.

List of Functions from Chapter 11 Included in the Computational
Statistics Toolbox

Purpose MaTLAB Function

Gelman-Rubin convergence diagnostic given csgelrub
sequences of scalar summaries

Graphical demonstration of what happens in csmcmedemo
the Metropolis-Hastings sampler
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11.7 Further Reading

For an excellent introduction to Markov chain Monte Carlo methods, we rec-
ommend the book Markov Chain Monte Carlo in Practice [Gilks, et al., 1996b].
This contains a series of articles written by leading researchers in the area and
describes most aspects of MCMC from the theoretical to the practical. For a
complete theoretical treatment of MCMC methods and many examples, the
reader is referred to Robert and Casella [1999]. This book also contains a
description of many of the hybrid MCMC methods that have been devel-
oped. The text by Tanner [1996] provides an introduction to computational
algorithms for Bayesian and likelihood inference.

Most recent books on random number generation discuss the Metropolis-
Hastings sampler and the Gibbs sampler. Gentle [1998] has a good discussion
of MCMC methods and includes some examples in MATLAB. Ross [1997]
has a chapter on MCMC and also discusses the connection between Metrop-
olis-Hastings and simulated annealing. Ross [2000] also covers the topic of
MCMC.

The monograph by Lindley [1995] gives an introduction and review of
Bayesian statistics. For an overview of general Markov chain theory, see Tier-
ney [1996], Meyn and Tweedie [1993] or Norris [1997]. If the reader would
like more information on Bayesian data analysis, then the book Bayesian Data
Analysis [Gelman, et al., 1995] is a good place to start. This text also contains
some information and examples about the MCMC methods discussed in this
chapter. Most of these books also include information on Monte Carlo inte-
gration methods, including importance sampling and variance reduction.

Besides simulated annealing, a connection between MCMC methods and
the finite mixtures EM algorithm has been discussed in the literature. For
more information on this, see Robert and Casella [1999]. There is also another
method that, while not strictly an MCMC method, seems to be grouped with
them. This is called Sampling Importance Resampling [Rubin, 1987, 1988]. A
good introduction to this can be found in Ross [1997], Gentle [1998] and
Albert [1993].
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Exercises
11.1. The von Mises distribution is given by

1 bcos x

T = b

-# X #,

where 1, is the modified Bessel function of the first kind and order
zero. Letting b = 3 and a starting point of 1, use the Metropolis
random-walk algorithm to generate 1000 random iterations of the
chain. Use the uniform distribution over the interval -1 1 to gen-
erate steps in the walk. Plot the output from the chain versus the
iteration number. Does it look like you need to discard the initial
values in the chain for this example? Plot a histogram of the sample
[Gentle, 1998].

11.2. Use the Metropolis-Hastings algorithm to generate samples from the
beta distribution. Try using the uniform distribution as a candidate
distribution. Note that you can simplify by canceling constants.

11.3. Use the Metropolis-Hastings algorithm to generate samples from the
gamma distribution. What is a possible candidate distribution? Sim-
plify the ratio by canceling constants.

11.4. Repeat Example 11.3 to generate a sample of standard normal ran-
dom variables using different starting values and burn-in periods.

11.5. Let’s say that X ; and X , have conditional distributions that are
exponential over the interval 0 B , where B is a known positive
constant. Thus,

X X1
f X 1]x 2 NX z€ 0 x; B

X

fX o)X, NX se e 0 x, B

Use Gibbs sampling to generate samples from the marginal distribu-
tion f x ; . Choose your own starting values and burn-in period.
Estimate the marginal distribution. What is the estimated mean, vari-
ance, and skewness coefficient for f x ; ? Plot a histogram of the
samples obtained after the burn-in period and the sequential output.
Start multiple chains from over-dispersed starting points and use the
Gelman-Rubin convergence diagnostics for the mean, variance and
skewness coefficient [Casella and George, 1992].

11.6. Explore the use of the Metroplis-Hastings algorithm in higher dimen-
sions. Generate 1000 samples for a trivariate normal distribution cen-
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tered at the origin and covariance equal to the identity matrix. Thus,
each coordinate direction should be a univariate standard normal
distribution. Use a trivariate normal distribution with covariance
matrix 3 = 9 1, (i.e., 9’s are along the diagonal and 0’s everywhere
else) and mean given by the current value of the chain x,. Use
Xo i =10, i =1 3 as the starting point of the chain. Plot the
sequential output for each coordinate. Construct a histogram for the
first coordinate direction. Does it look like a standard normal? What
value did you use for the burn-in period? [Gentle, 1998.]

11.7. A joint density is given by
FX3 Xy X3 =Cexp — X1+ X+ X3+ XX+ X 1 X3+XX5

where x ; 0. Use one of the techniques from this chapter to simulate
samples from this distribution and use them to estimate E X ;X ,X; .
Start multiple chains and track the estimate to monitor the conver-
gence [Ross, 1997].

11.8. Use Gibbs sampling to generate samples that have the following
density

4 3 2
X1 Xy X = KX3X5X3 1-X1—-X,—-X3

where x ; 0 and x;+X,+x,; 1.LetB ab representa beta dis-
tribution with parameters a and b. We can write the conditional dis-
tributions as

XX, X357 1-X,-X;Q  Q7B52
XXy Xs7 1-X,;-X; R R*B 42
X4X; X7 1-X,-X,S  S*B32

where the notation Q > B a b means Q is from a beta distribution.
Plot the sequential output for each x ; [Arnold, 1993].

11.9. Let’s say that we have random samples Z, Z, that are indepen-
dent and identically distributed from the normal distribution with
mean 6 and variance 1. In the notation of Equation 11.1, these con-
stitute the set of observations D. We also have a prior distribution on
6 such that

1

P6 N >
1+6

We can write the posterior as follows
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P6D NP6L6D = —— 0expr—0=2
1 2 g

Let the true mean be 6 = 0.06 and generate a random sample of size
n = 20 from the normal distribution to obtain the z;. Use Metropolis-
Hastings to generate random samples from the posterior distribution
and use them to estimate the mean and the variance of the posterior
distribution. Start multiple chains and use the Gelman-Rubin diag-
nostic method to determine when to stop the chains.

11.10. Generate a set of n = 2000 random variables for the bivariate
distribution given in Example 11.4 using the technique from
Chapter 4. Create a scatterplot of these data and compare to the set
generated in Example 11.4.

11.11. For the bivariate distribution of Example 11.4, use a random-walk
generating density Y = X,+Z where the increment random vari-
able Z is distributed as bivariate uniform. Generate a sequence of 6000
elements and construct a scatterplot of the last 2000 values. Compare
to the results of Example 11.4.

11.12. For the bivariate distribution of Example 11.4, use a random-walk
generating density Y = X,+Z where the increment random vari-
ables Z are bivariate normal with mean zero and covariance

3= (060
0 04
Generate a sequence of 6000 elements and construct a scatterplot of
the last 2000 values. Compare to the results of Example 11.4.

11.13. Use the Metropolis-Hastings sampler to generate random samples
from the lognormal distribution

1 " Inx *&
fx = exp1- Y
X Af2# 2 $?
" 2
f x Nlexp!— Inx 3;;
X $

Use the independence sampler and the gamma as a proposal distri-
bution, being careful about the tails. Plot the sample using the density
histogram and superimpose the true probability density function to
ensure that your random variables are from the desired distribution.
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Chapter 12

Spatial Statistics

12.1 Introduction

We include this final chapter to illustrate an area of data analysis where the
methods of computational statistics can be applied. We do not cover this
topic in great detail, but we do present some of the areas in spatial statistics
that utilize the techniques discussed in the book. These methods include
exploratory data analysis and visualization (see Chapter 5), kernel density
estimation (see Chapter 8), and Monte Carlo simulation (see Chapter 6).

What Is Spatial Statistics?

Spatial statistics is concerned with statistical methods that explicitly con-
sider the spatial arrangement of the data. Most statisticians and engineers are
familiar with time-series data, where the observations are measured at dis-
crete time intervals. We know there is the possibility that the observations
that come later in the series are dependent on earlier values. When analyzing
such data, we might be interested in investigating the temporal data process
that generated the data. This can be thought of as an unobservable curve (that
we would like to estimate) that is generated in relation to its own previous
values.

Similarly, we can view spatial data as measurements that are observed at
discrete locations in a two-dimensional region. As with time series data, the
observations might be spatially correlated (in two dimensions), which should
be accounted for in the analysis.

Bailey and Gatrell [1995] sum up the definition and purpose of spatial sta-
tistics in this way:

observational data are available on some process operating in space and
methods are sought to describe or explain the behaviour of this process and
its possible relationship to other spatial phenomena. The object of the anal-
ysis is to increase our basic understanding of the process, assess the evidence
in favour of various hypotheses concerning it, or possibly to predict values
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in areas where observations have not been made. The data with which we
are concerned constitute a sample of observations on the process from which
we attempt to infer its overall behaviour. [Bailey and Gatrell, 1995, p. 7]

Types of Spatial Data

Typically, methods in spatial statistics fall into one of three categories that are
based on the type of spatial data that is being analyzed. These types of data
are called: point patterns, geostatistical data, and lattice data. The locations of
the observations might be referenced as points or as areal units. For example,
point locations might be designated by latitude and longitude or by their x
and y coordinates. Areal locations could be census tracts, counties, states, etc.

Spatial point patterns are data made up of the location of point events. We
are interested in whether or not their relative locations represent a significant
pattern. For example, we might look for patterns such as clustering or regu-
larity. While in some point-pattern data we might have an attribute attached
to an event, we are mainly interested in the locations of the events. Some
examples where spatial statistics methods can be applied to point patterns
are given below.

= We have a data set representing the location of volcanic craters in
Uganda. It shows a trend in a north-easterly direction, possibly
representing a major fault. We want to explore and model the
distribution of the craters using methods for analyzing spatial point
patterns.

= In another situation, we have two data sets showing thefts in the
Oklahoma City area in the 1970’s. One data set corresponds to those
committed by Caucasian offenders, and one data set contains infor-
mation on offences by African-Americans. An analyst might be
interested in whether there is a difference in the pattern of offences
committed by each group of offenders.

= Seismologists have data showing the distribution of earthquakes
in a region. They would like to know if there is any pattern that
might help them make predictions about future earthquakes.

= Epidemiologists collect data on where diseases occur. They would
like to determine any patterns that might indicate how the disease
is passed to other individuals.

With geostatistical data (or spatially continuous data), we have a mea-
surement attached to the location of the observed event. The locations can
vary continuously throughout the spatial region, although in practice, mea-
surements (or attributes) are taken at only a finite number of locations. We are
not necessarily interested in the locations themselves. Instead, we want to
understand and model the patterns in the attributes, with the goal of using

© 2002 by Chapman & Hall/CRC



the model to predict values of the variable at locations where measurements
were not taken. Some examples of geostatistical data analysis include the fol-
lowing:

= Rainfall is recorded at various points in a region. These data could
be used to model the rainfall over the entire region.

= Geologists take ore samples at locations in a region. They would
like to use these data to estimate the extent of the mineral deposit
over the entire region.

= Environmentalists measure the level of a pollutant at locations in
a region with the goal of using these data to model and estimate
the level of pollutant at other locations in the region.

The third type of spatial data is called lattice data. These data are often
associated with areas that can be regularly or irregularly spaced. The objec-
tive of the analysis of lattice data is to model the spatial pattern in the
attributes associated with the fixed areas. Some examples of lattice data are:

= A sociologist has data that comprises socio-economic measures for
regions in China. The goal of the analysis might be to describe and
to understand any patterns of inequality between the areas.

= Market analysts use socio-economic data from the census to target
a promising new area to market their products.

= A political party uses data representing the geographical voting
patterns in a previous election to determine a campaign schedule
for their candidate.

Spatial Point Patterns

In this text, we look at techniques for analyzing spatial point patterns only. A
spatial point pattern is a set of point locations s, s, in astudy region R.
Each point location s; is a vector containing the coordinates of the i-th event,

The term event can refer to any spatial phenomenon that occurs at a point
location. For example, events can be locations of trees growing in a forest,
positions of cells in tissue or the incidence of disease at locations in a commu-
nity. Note that the scale of our study affects the reasonableness of the assump-
tion that the events occur at point locations.

In our analysis of spatial point patterns, we might have to refer to other
locations in the study region R, where the phenomenon was not observed.
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We need a way to distinguish them from the locations where observations
were taken, so we refer to these other locations as points in the region.

At the simplest level, the data we are analyzing consist only of the coordi-
nate locations of the events. As mentioned before, they could also have an
attribute or variable associated with them. For example, this attribute might
be the date of onset of the disease, the species of tree that is growing, or the
type of crime.

This type of spatial data is sometimes referred to as a marked point pattern.
In our treatment of spatial point patterns, we assume that the data represent
a mapped point pattern. This is one where all relevant events in the study
region R have been measured. The study region R can be any shape. How-
ever, edge effects can be a problem with many methods in spatial statistics.
We describe the ramifications of edge effects as they arise with the various
techniques. In some cases, edge effects are handled by leaving a specified
guard area around the edge of the study region, but still within R. The anal-
ysis of point patterns is sensitive to the definition of R, so one might want to
perform the analysis for different guard areas and/or different study regions.

One way we can think of spatial point patterns is in terms of the number of
events occurring in an arbitrary sub-region of R. We denote the number of
events in a sub-region Aas Y A . The spatial process is then represented by
the random variables Y A , AP R. Since we have a random process, we can
look at the behavior in terms of the first-order and second-order properties.
These are related to the expected value (i.e., the mean) and the covariance
[Bailey and Gatrell, 1995]. The mean and the covariance of Y A depend on
the number of events in arbitrary sub-regions A, and they depend on the size
of the areas and the study region R. Thus, it is more useful to look at the first-
and second-order properties in terms of the limiting behavior per unit area.

The first-order property is described by the intensity s . The intensity is
defined as the mean number of events per unit area at the points. Mathemat-
ically, the intensity is given by

s = lim1————y, (12.1)
$

where ds is a small region around the points, and ds is its area. If it is a sta-
tionary point process, then Equation 12.1 is a constant over the study region.
We can then write the intensity as

EYA = A, (12.2)
where A is the area of the sub-region, and s the value of the intensity.
To understand the second-order properties of a spatial point process, we

need to look at the number of events in pairs of sub-regions of R. The second-
order property reflects the spatial dependence in the process. We describe
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this using the second-order intensity s; s; . As with the intensity, this is
defined using the events per unit area, as follows,

EYds Yds &

s; s = lim j——————y. 12.3
b ds; ds; B0 dSi,de £ ( )
If the process is stationary, then s; s; = s;—s; . This means that the sec-

ond-order intensity depends only on the vector difference of the two points.
The process is said to be second-order and isotropic if the second-order inten-
sity depends only on the distance between s; and s;. In other words, it does
not depend on the direction.

Complete Spatial Randomness

The benchmark model for spatial point patterns is called complete spatial
randomness or CSR. In this model, events follow a homogeneous Poisson
process over the study region. The definition of CSR is given by the following
[Diggle, 1983]:

1. The intensity does not vary over the region. Thus, Y A follows a
Poisson distribution with mean A, where A is the area of A and
is constant.

2. There are no interactions between the events. This means that, for
a given n, representing the total number of events in R, the events
are uniformly and independently distributed over the study region.

In a CSR process, an event has the same probability of occurring at any loca-
tion in R, and events neither inhibit nor attract each other. The methods cov-
ered in this chapter are mostly concerned with discovering and modeling
departures from the CSR model, such as regularity and clustering. Realiza-
tions of these three types of spatial point processes are shown in Figures 12.1
through 12.3, so the reader can understand the differences between these
point patterns.

In Figure 12.1, we have an example of a spatial point process that follows
the CSR model. Note that there does not appear to be systematic regularity
or clustering in the process. The point pattern displayed in Figure 12.2 is a
realization of a cluster process, where the clusters are obviously present.
Finally, in Figure 12.3, we have an example of a spatial point process that
exhibits regularity.

In this chapter, we look at methods for exploring and for analyzing spatial
point patterns only. We follow the treatment of this subject that is given in
Bailey and Gatrell [1995]. In keeping with the focus of this text, we emphasize
the simulation and computational approach, rather than the theoretical. In
the next section, we look at ways to visualize spatial point patterns using the
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FIGURE 12.1

In this figure, we show a realization from a CSR point process.
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FIGURE 12.2

Here we have an example of a spatial point process that exhibits clustering.

Point Pattern Exhibiting Regularity

FIGURE 12.3
This spatial point process exhibits regularity.
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graphical capabilities that come with the basic MATLAB package.
Section 12.3 contains information about exploring spatial point patterns and
includes methods for estimating first-order and second-order properties of
the underlying point process. In Section 12.4, we discuss how to model the
observed spatial pattern, with an emphasis on comparing the observed pat-
tern to one that is completely spatially random. Finally, in Section 12.5, we
offer some other models for spatial point patterns and discuss how to simu-
late data from them.

12.2 Visualizing Spatial Point Processes

The most intuitive way to visualize a spatial point pattern is to plot the data
as a dot map. A dot map shows the region over which the events are
observed, with the events shown using plotting symbols (usually points).
When the boundary region is not part of the data set, then the dot map is the
same as a scatterplot.

We mentioned briefly in Section 12.1 that some point patterns could have
an attribute attached to each event. One way to visualize these attributes is to
use different colors or plotting symbols that represent the values of the
attribute. Another option is to plot text that specifies the attribute value at the
event locations. For example, if the data represent earthquakes, then one
could plot the level of the quake at each event location. However, this can be
hard to interpret and gets cluttered if there are a lot of observations. Plotting
this type of scatterplot is easily done in MATLAB using the text function. Its
use will be illustrated in the exercises.

In some cases, the demographics of the population (e.g., number of people,
age, income, etc.) over the study region is important. For example, if the data
represent incidence of disease, then we might expect events to be clustered in
regions of high population density. One way to visualize this is to combine
the dot map with a surface representing the attribute, similar to what we
show in Example 12.4.

We will be using various data sets in this chapter to illustrate spatial statis-
tics for point patterns. We describe them in the next several examples and
show how to construct dot maps and boundaries in MATLAB. All of these
data sets are analyzed in Bailey and Gatrell [1995].

Example 12.1

In this first example, we look at data comprised of the crater centers of 120
volcanoes in west Uganda [Tinkler, 1971]. We see from the dot map in
Figure 12.4 that there is an indication of aregional trend in the north-easterly
direction. The data are contained in the file uganda, which contains the
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boundary as well as the event locations. The following MATLAB code shows
how to obtain a dot map.

load uganda

% This loads up x and y vectors corresponding
% to point locations.

% 1t also loads up a two column matrix
% containing the vertices to the region.
% Plot locations as points.
plot(x,y,".k")

hold on

% Plot boundary as line.
plot(ugpoly(:,1),ugpoly(:,2),"k")

hold off

title("Volcanic Craters in Uganda®)

Volcanic Craters in Uganda
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FIGURE 12.4
This dot map shows the boundary region for volcanic craters in Uganda.

Example 12.2

Here we have data for the locations of homes of juvenile offenders living in a
housing area in Cardiff, Wales [Herbert, 1980] in 1971. We will use these data
in later examples to determine whether they show evidence of clustering or
spatial randomness. These data are in the file called cardi ff. When this is
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loaded using MATLAB, one also obtains a polygon representing the bound-
ary. The following MATLAB commands construct the dot map using a single
call to the plot function. The result is shown in Figure 12.5.

load cardiff

%
%
%
%
%
%

This loads up x and y vectors corresponding
to point locations.It also loads up a two
column matrix containing the vertices

to the region.

Plot locations as points and boundary as line.
Note: can do as one command:

plot(x,y, " .k",cardpoly(:,1),cardpoly(:,2), k")
title("Juvenile Offenders in Cardiff")
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FIGURE 12.5
This is the dot map showing the locations of homes of juvenile offenders in Cardiff.

Example 12.3

These data are the locations where thefts occurred in Oklahoma City in the
late 1970’s [Bailey and Gatrell, 1995]. There are two data sets: 1) okwhite
contains the data for Caucasian offenders and 2) okblack contains the event
locations for thefts committed by African-American offenders. Unlike the
previous data sets, these do not have a specific boundary associated with
them. We show in this example how to get a boundary for the okwhite data
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using the MATLAB function convhul 1. This function returns a set of indices
to events in the data set that lie on the convex hull of the locations.

load okwhite

% Loads up two vectors: okwhx, okwhy

% These are event locations for the pattern.

% Get the convex hull.

K = convhull (okwhx, okwhy);

% K contains the indices to points on the convex hull.
% Get the events.

cvh = [okwhx(K), okwhy(K)];

plot(okwhx,okwhy, *k.",cvh(:,1),cvh(:,2), k")
title("Location of Thefts by Caucasian Offenders”®)

A plot of these data and the resulting boundary are shown in Figure 12.6. We
show in one of the exercises how to use a function called csgetregion
(included with the Computational Statistics Toolbox) that allows the user to
interactively set the boundary.

Location of Thefts by Caucasian Offenders
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FIGURE 12.6
This shows the event locations for locations of thefts in Oklahoma City that were committed
by Caucasians. The boundary is the convex hull.
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12.3 Exploring First-order and Second-order Properties

In this section, we look at ways to explore spatial point patterns.We see how
to apply the density estimation techniques covered in Chapter 8 to estimate
the intensity or first-order property of the spatial process. The second-order
property can be investigated by using the methods of Chapter 5 to explore
the distributions of nearest neighbor distances.

Estimating the Intensity

One way to summarize the events in a spatial point pattern is to divide the
study region into sub-regions of equal area. These are called quadrats, which
is a name arising from the historical use of square sampling areas used in
field sampling. By counting the number of events falling in each of the quad-
rats, we end up with a histogram or frequency distribution that summarizes
the spatial pattern. If the quadrats are non-overlapping and completely cover
the spatial region of interest, then the quadrat counts convert the point pat-
tern into area or lattice data. Thus, the methods appropriate for lattice data
can be used.

To get an estimate of intensity, we divide the study region using a regular
grid, count the number of events that fall into each square and divide each
count by the area of the square. We can look at various plots, as shown in
Example 12.4, to understand how the intensity of the process changes over
the study region.

Note that if edge effects are ignored, then the other methods in Chapter 8,
such as frequency polygons or average shifted histograms can also be
employed to estimate the first-order effects of a spatial point process.

Not surprisingly, we can apply kernel estimation to get an estimate of the
intensity that is smoother than the quadrat method. As before, we let s denote
a point in the study region R and s; s, represent the event locations.
Then an estimate of the intensity using the kernel method is given by

hs = L1y S-S (12.4)

where k is the kernel and h is the bandwidth. The kernel is a bivariate proba-
bility density function as described in Chapter 8. In Equation 12.4, the edge-
correction factor is

Sk > du (12.5)

© 2002 by Chapman & Hall/CRC



Equation 12.5 represents the volume under the scaled kernel centered on s
which is inside the study region R. As with the quadrat method, we can look
athow s changes to gain insight about the intensity of the point process.
The same considerations, as discussed in Chapter 8, regarding the choice of
the kernel and the bandwidth apply here. An overly large h provides an esti-
mate that is very smooth, possibly hiding variation in the intensity. A small
bandwidth might indicate more variation than is warranted, making it
harder to see the overall pattern in the intensity. A recommended choice for
the bandwidth is h = 0.68n™°%, when R is the unit square [Diggle, 1981]. This
value could be appropriately scaled for the size of the actual study region.
Bailey and Gatrell [1995] recommend the following quartic kernel

ku ==1-u'u u'u 1. (12.6)

3
#
When this is substituted into Equation 12.4, we have the following estimate
for the intensity

hs = —1--4 (12.7)

where d; is the distance between point s and event location s; and the correc-
tion for edge effects G, s has, for simplicity, not been included.

Example 12.4

In this example, we apply the kernel method as outlined above to estimate
the intensity of the uganda data. We include a function called csintenkern
that estimates the intensity of a point pattern using the quartic kernel. For
simplicity, this function ignores edge effects. The following MATLAB code
shows how to apply this function and how to plot the results. Note that we
set the window width to h = 220. Other window widths are explored in the
exercises. First, we load the data and call the function. The output variable
lamhat contains the values of the estimated intensity.

load uganda

X = [x,y];

h = 220;

[x1,yl,lamhat] = csintenkern(X,ugpoly,h);

We use the pcolor function to view the estimated intensity. To get a useful
color map, we use an inverted gray scale. The estimated intensity is shown in
Figure 12.7, where the ridge of higher intensity is visible.

pcolor(xl,yl, lamhat)
map = gray(256);
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FIGURE 12.7 o
In this figure, we have the estimate of the intensity for the uganda crater data. This is
obtained using the function csintkern with h = 220.

% Flip the colormap so zero is white and max is black.
map = Flipud(map);

colormap(map)

shading flat

hold on

plot(ugpoly(:,1),ugpoly(:,2), k")

hold off

Of course, one could also plot this as a surface. The MATLAB code we pro-
vide below shows how to combine a surface plot of the intensity with a dot
map below. The axes can be rotated using the toolbar button or the
rotate3d command to look for an interesting viewpoint.

% First plot the surface.

surf(xl,yl, lamhat)

map = gray(256);

map = Flipud(map);

colormap(map)

shading flat

% Now plot the dot map underneath the surface.
X(:,3) = -max(lamhat(:))*ones(length(x),1);
ugpoly(:,3) = -max(lamhat(:z))*...
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ones(length(ugpoly(:,1)),1);
hold on
plot3(X(:,1),X(:,2),X(:,3),".")
plot3(ugpoly(:,1),ugpoly(:,2),ugpoly(:,3),"k")
hold off
axis off
grid off

The combination plot of the intensity surface with the dot map is shown in
Figure 12.8.

FIGURE 12.8
This shows the kernel estimate of the intensity along with a dot map.

Estimating the Spatial Dependence

We now turn our attention to the problem of exploring the second-order
properties of a spatial point pattern. These exploratory methods investigate
the second-order properties by studying the distances between events in the
study region R. We first look at methods based on the nearest neighbor dis-
tances between events or between points and events. We then discuss an
alternative approach that summarizes the second-order effects over a range
of distances.

Nearest Neighbor Distances - G and F Distributions

The nearest neighbor event-event distance is represented by W. This is
defined as the distance between a randomly chosen event and the nearest
neighboring event. The nearest neighbor point-event distance, denoted by X,
is the distance between a randomly selected point in the study region and the
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nearest event. Note that nearest neighbor distances provide information at
small physical scales, which is a reasonable approach if there is variation in
the intensity over the region R.

It can be shown [Bailey and Gatrell, 1995; Cressie 1993] that, if the CSR
model holds for a spatial point process, then the cumulative distribution
function for the nearest neighbor event-event distance W is given by

2
Gw =PW w =1-¢ ™ (12.8)

for w 0. The cumulative distribution function for the nearest neighbor
point-event distance X is

Fx =P X x =1-¢ ™, (12.9)

with x 0.

We can explore the second-order properties of a spatial point pattern by
looking at the observed cumulative distribution function of X or W. The
empirical cumulative distribution function for the event-event distances W is
given by

Gw = T Wi W (12.10)

Similarly, the empirical cumulative distribution function for the point-event
distances X is

Fx = 2% X (12.11)

where m is the number of points randomly sampled from the study region.

Aplotof G w and F x provides possible evidence of inter-event interac-
tions. If there is clustering in the point pattern, then we would expect a lot of
short distance neighbors. This means that G w would climb steeply for
smaller values of w and flatten out as the distances get larger. On the other
hand, if there is regularity, then there should be more long distance neighbors
and G w would be flat at small distances and climb steeply at larger w or x.
When we examine a plot of F x , the opposite interpretation holds. For
example, if there is an excess of long distances values in F x , then that s evi-
dence for clustering. B

We could also plot G w against F x . If the relationship follows a straight
line, then this is evidence that there is no spatial interaction. If there is clus-
tering, then we expect G w to exceed F x , with the opposite situation
occurring if the point pattern exhibits regularity.
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From Equation 12.8, we can construct a simpler display for detecting
departures from CSR. Under CSR, we would expect a plot of

12

IM‘% (12.12)

%

# $

versus w to be a straight line. In Equation 12.12, we need a suitable estimate
for the intensity . One possibility istouse = n r, where r is the area of
the study region R.

So far, we have not addressed the problem of edge effects. Events near the
boundary of the region R might have a nearest neighbor that is outside the
boundary. Thus, the nearest neighbor distances near the boundary might be
biased. One possible solution is to have a guard area inside the perimeter of
R. We do not compute nearest neighbor distances for points or events in the
guard area, but we can use events in the guard area in computing nearest
neighbors for points or events inside the rest of R. Other solutions for making
corrections are discussed in Bailey and Gatrell [1995] and Cressie [1993].

Example 12.5

The data in bodmin represent the locations of granite tors on Bodmin Moor
[Pinder and Witherick, 1977; Upton and Fingleton, 1985]. There are 35 loca-
tions, along with the boundary. The x and y coordinates for the locations are
stored in the x and y vectors, and the vertices for the region are given in bod-
poly. The reader is asked in the exercises to plot a dot map of these data. In
this example, we use the event locations to illustrate the nearest neighbor dis-
tribution functions G w and F x . First, we show how to get the empirical
distribution function for the event-event nearest neighbor distances.

load bodmin
% Loads data in x and y and boundary in bodpoly.
% Get the Ghat function first and plot.

X = [x,yl;
w = 0:.1:10;
n = length(x);

nw = length(w);

ghat = zeros(1,nw);

% The G function is the nearest neighbor

% distances for each event.

% Find the distances for all points.

dist = pdist(X);

% Convert to a matrix and put large

% numbers on the diagonal.

D = diag(realmax*ones(1,n)) + squareform(dist);

% Find the smallest distances in each row or col.
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mind = min(D);
% Now get the values for ghat.
for i = 1:nw
ind = find(mind<=w(i));
ghat(i) = length(ind);
end
ghat = ghat/n;

To see whether there is evidence for clustering or regularity, we plot Gw
using the following commands.

% Plot the Ghat as a function of w. Shows evidence
% of clustering.

figure,plot(w,ghat, "k")

axis([O 10 0 1.1])

xlabel ("Event-Event Distances - w"),ylabel("Ghat")

We see from Figure 12.9, that the curve climbs steeply at small values of w,
providing possible evidence for clustering. This indicates that there are many
small event-event distances, which is what we would expect for clustering.
The reader is asked to explore this further in the exercises by plotting the
expression in Equation 12.12 versus w. Next, we determine the F x . First we
find the nearest neighbor distances for m = 75 randomly selected points in
the study region.

0.8

Ghat

0.4r

0.2r

0 1 2 3 4 5 6 7 8 9 10
Event Event Distances w

FIGURE 12.9
This is the empirical distribution function for the event-event nearest neighbor distances for
the bodmin data. This provides possible evidence for clustering.
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XX = W;
m = 75;
nx = length(xx);
fhat = zeros(1,nx);
mind = zeros(1,m);% one for each point m
xt = [0 O; X];
% The F function is the nearest neighbor distances for
% randomly selected points. Generate a point, find its
% closest event.
for 1 = 1:m
% Generate a point in the region.
[xt(1,1), xt(1,2)] = csbinproc(bodpoly(:,1), ...
bodpoly(:,2), 1);
% Find the distances to all events.
dist = pdist(xt);
% The First n in dist are the distance
% between the point(first row) and all the events.
% Find the smallest here.
mind(i) = min{dist(1:n));
end

Now that we have the nearest neighbor distances, we can find the empirical
distribution function, as follows.

% Now get the values for fhat.
for 1 = 1:nx
ind = find(nind<=xx(1));
fthat(i) = length(ind);
end
fhat = fhat/m;

We plot the empirical distribution function Fx in Figure 12.10, where it also
seems to provide evidence for the cluster model.

K-Function

The empirical cumulative distribution functions G w and F x use dis-
tances to the nearest neighbor, so they consider the spatial point pattern over
the smallest scales. It would be useful to have some insight about the pattern
at several scales. We use an estimate of the K-function, which is related to the
second-order properties of an isotropic process [Ripley, 1976, 1981]. If the K-
function is used when there are first-order effects over large scales, then spa-
tial dependence indicated by the K-function could be due to first-order effects
instead [Bailey and Gatrell, 1995]. If this is the case, the analyst might want to
study sub-regions of R where first-order homogeneity is valid.
The K-function is defined as
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FIGURE 12.10
This is the empirical distribution function for the point-event distances of the bodmin data.

K d = T'E # extraevents within distance d of an arbitrary event ,

where is a constant representing the intensity over the region and E .
denotes the expected value.
An edge corrected estimate for the K-function is given by the following

Kd =L % (12.13)

In Equation 12.13, r represents the area of the study region R, n is the number
of events, d;; is the distance between the i-th and j-th events, and I, is an indi-
cator function that takes on the value of one if d;; d and zero otherwise. The
wj; in Equation 12.13 is a correction factor for edge effects. If a circle is cen-
tered at event i and passes through event j, then w;; is the proportion of the
circumference of the circle that is in region R.

The estimated K-function can be compared to what we would expect if the
process that generated the data is completely spatially random. For a CSR
spatial point process, the theoretical K-function is

Kd = #d°. (12.14)
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If our observed process exhibits regularity for a given value of d, then we
expect that the estimated K-function will be less than #d’ . Alternatively, if the
spatial pattern has clustering, then K d #d”. Plots of the K d and K d
under CSR (Equation 12.14) enable us to explore the second-order properties
of the spatial process. B

Another approach, based on the K-function, is to transform K d using

Ld = [Kd _g. (12.15)

Peaks of positive values in a plot of L d would correspond to clustering,
with troughs of negative values indicating regularity, for the corresponding
scale d. Note thatwith K d and L d , we can explore spatial dependence at
a range of scales d. The quantity

LdD /%—d (12.16)

is called the L-function, and Equation 12.15 is an estimate of it.

Example 12.6 ) )

In this example, we find K d and L d for the cardiff data set. We pro-
vide a function in the Computational Statistics Toolbox called cskhat for
estimating the K-function and illustrate its use below.

load cardiff

% Loads data in x and y and region in cardpoly.
% Get the scales or distances for K_hat.

d = 1:30;

X = [x,yl;

% Get the estimate of K_hat.

khat = cskhat(X, cardpoly, 1:30);

The next commands show how to plot K d and the theoretical K-function
for a random process.

% Plot the khat function along with the K-function
% under CSR. Shows clustering because

% khat is above the curve.
plot(d,pi*d.”2,"k",d,khat,"k.")

xlabel ("Distances - d7)

ylabel (*K Function®)

This plotis given in Figure 12.11, where we see possible evidence for cluster-
ing, because the observed K-function is above the curve corresponding to a
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random process. As mentioned previously, we can also plot the function
L d . Thisis shown in Figure 12.12, where we see clustering at all scales.

% Get the Lhat function.

% Positive peaks - clustering at all of these scales.
% Clustering shown at d = 10, showing possible

% clustering at that scale.

lhat = sqrt(khat/pi) - d;

plot(d, lhat, "k")

xlabel ("Distances - d7)

ylabel ("Lhat")
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FIGURE 12.11 ~
This shows the function K d for the cardiff data. Note that it is above the curve for a

random process, indicating possible clustering.

12.4 Modeling Spatial Point Processes

When analyzing spatial point patterns, we are mainly interested in discover-
ing patterns such as clustering or regularity versus complete spatial random-
ness. The exploratory methods of the previous section are meant to provide
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FIGURE 12.12..
In this plot of L d , we see possible evidence of clustering at all scales.

evidence for a model that might explain the process that generated the spatial
point pattern.We now look at ways to use Monte Carlo hypothesis testing to
understand the statistical significance of our evidence for departures from
CSR. These tests are based on nearest neighbor distances and the K-function.

Nearest Neighbor Distances

Recall that the theoretical cumulative distribution function (under the CSR
model) for the nearest neighbor event-event distance W is given by

2

Gw =PW w =1-¢™; w 0, (12.17)

and the cumulative distribution function for the nearest neighbor point-
event distance X is

2
Fx =P X x =1-¢ ™; x 0. (12.18)

These distributions can be used to implement statistical hypothesis tests
that use summary statistics of the observed nearest neighbor distances. The
estimated distributions, G w or F x , can be plotted against the corre-
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sponding theoretical distributions under CSR. If the CSR model is valid for
the observed spatial point process, then we would expect these plots to fol-
low a straight line. Equations 12.17 and 12.18 assume that no edge effects are
present, so it is important to correct for the edge effects when calculating
G w and F x . The reader is referred to Cressie [1993, p. 614] for a descrip-
tion of the edge corrections for G w and F x . As with the exploratory
methods described in the previous section, it is difficult to assess the signifi-
cance of any departure from CSR that is seen in the plots, even though we
might suspect such a departure.

1

09 1

08¢ 1

0.71 i

0.6 1

051 4

Fhat

04r 1

031 4

0.2t i

0.1r 1

O 1 1 1 1 1 1 1 1 1
0 01 02 03 04 05 06 07 08 09 1

Theoretical CDF Under CSR

FIGURE 12.13 ~
This is the empirical point-event nearest neighbor distribution function F x for the Bodmin

Tors data. Since the curve lies below the 45 degree line, this indicates clustering. Note that
edge effects have been ignored.

In the plots discussed in the previous section, we have to judge the general
shape of the curve for G w or F x , which is subjective and not very exact.
We now offer another useful way to display these functions. When we plot
the empirical distributions for the observed nearest neighbor distances
against the theoretical distributions, we expect a straight line, if the point pat-
tern follows a CSR process. In a clustered process, the curve for F x would
lie below the 45 degree line as shown in Figure 12.13 for the bodmin data. If
the process exhibits regularity, then the empirical distribution function F x
lies above the line. As before, the opposite interpretation holds for the distri-
bution function G w .
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We now describe simulation techniques that compare the estimated distri-
bution functions with the distribution under CSR, allowing the analyst to
assess the significance of any departure from CSR. These methods are partic-
ularly useful, because the edge effects are taken care of by the simulation pro-
cedure, so explicit corrections do not need to be made. However, we note that
edge-corrected statistics may lead to more powerful tests than those that do
not incorporate the edge corrections.

In the procedure explained below, we see that edge effects are accounted
for because of the following:

1. The estimated distributions G w and IE X are obtained for R
without edge correction.

2. The estimate of the distribution under CSR is obtained via simula-
tion for the particular study region R. In other words, we use a
procedure that, for a given n, yields events that are uniformly and
independently distributed over the region. See Section 12.5 for
more information.

We describe the method as it applies to the point-event distances X, with
an analogous approach holding for the event-event distances W. In
Example 12.7, we illustrate the procedure as it applies to W and leave the
other as an exercise for the reader. The simulation estimate for F x under
CSR is obtained by first generating B spatial point patterns of size n that are
independently and uniformly distributed over R. The empirical cumulative
distribution function is determined for each simulated point pattern, without
correcting for edge effects. We denote these by F, x , b = 1 B. Taking
the mean of these functions yields an estimate of the distribution of the point-
event nearest neighbor distances for a process under CSR,

B

'ECSR X = é Fp X . (12.19)

b=1

Letting Fobs X denote the empirical cumulative distribution function for the
observed spatial point pattern, we can plot Fops X against Fcsg X . If the
data follow the CSR model, then the plot should be a straight line. If the data
exhibit clustering, then the plot will be above the line. If regularity is present,
then the plot will be below the line.

We can assess the significance of the departure from CSR by constructing
upper and lower simulation envelopes. These are given by

Ux =max, Fy X (12.20)

and
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Lx =min, Fy x . (12.21)
The significance of the departure from CSR is found using

PFos X UX =P ForsXx L X =B}rl. (12.22)

For example, if we want to detect clustering that is significant at /7 = 0.05,
then (from Equation 12.22) we need 19 simulations. Adding the upper and
lower simulation envelopes to the plot of Fg,s X against Fesk X enables us
to determine the significance of the clustering. If Fo,, X is below the upper
envelope, then the result showing clustering is significant. Note that Equa-
tion 12.22 is for a fixed X, so the analyst must look at each point in the curve
of Fops X . In the exercises, we describe an alternative, more powerful test.

PROCEDURE - MONTE CARLO TEST USING NEAREST NEIGHBOR DISTANCES

1. Obtain the empirical cumulative distribution function using the
observed spatial point pattern, Fops X (Or Gops W ). Do not correct
for edge effects.

2. Simulate a spatial point pattern over the study region of size n from
a CSR process.

3. Get the empirical cumulative distribution function F, x (or
Gy w .) Do not correct for edge effects.

4. Repeat steps 2 and 3, B times, where B is determined from
Equation 12.22.

5. Take the average of the B distributions using Equation 12.19 to get
the estimated distribution of the nearest neighbor distances under
CSR, FCSR X (Or GCSR w )

6. Find the lower and upper simulation envelopes.

7. Plot Fops X (Or Gops W ) against Fesg X (OF Gesg W ).

8. Add plots of the lower and upper simulation envelopes to assess
the significance of the test.

Example 12.7

In this example, we show how to implement the procedure for comparing
Gops W with an estimate of the empirical distribution function under CSR.
We use the bodmin data set, so we can compare this with previous results.
First we get Gops W .

load bodmin

X = [x,yl;
% Note that we are using a smaller range
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% for w than before.
w = 0:.1:6;

nw = length(w);

nx = length(x);
ghatobs = csghat(X,w);

The next step is to simulate from a CSR process over the same region and
determine the empirical event-event distribution function for each simula-
tion.

% Get the simulations.
B = 99;
% Each row is a Ghat from a simulated CSR process.
simul = zeros(B,nw);
for b = 1:B
[xt,yt] = csbinproc(bodpoly(:,1), bodpoly(:,2), nx);
simul(b,:) = csghat([xt,yt],w);
end

We need to take the average of all of the simulations so we can plot these val-
ues along the horizontal axis. The average and the envelopes are easily found
in MATLAB. The resulting plot is given in Figure 12.14. Note that there does
not seem to be significant evidence for departure from the CSR model using
the event-event nearest neighbor distribution function Ggps W .

% Get the average.

ghatmu = mean(simul);

% Get the envelopes.

ghatup = max(simul);

ghatlo = min(simul);

plot(ghatmu,ghatobs, "k* ,ghatmu,ghatup, - - .
"k--",ghatmu,ghatlo, "k--")

K-Function

We can use a similar approach to formally compare the observed K-function
with an estimate of the K-function under CSR. We determine the upper and
lower envelopes as follows

Ud =max, Ko d (12.23)
and

Ld =min, Ked . (12.24)
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FIGURE 12.14 "
In this figure, we have the upper and lower envelopes for G from a CSR process over the

bodmin region. It does not appear that there is strong evidence for clustering or regularity
in the point pattern.

The K, d are obtained by simulating spatial point patterns of size n events
in R under CSR.

Alternatively, we can use the L-function to assess departures from CSR. The
upper and lower simulation envelopes for the L-function are obtained in the
same manner. With the L-function, the significance of the peaks or troughs
(for fixed d) can be assessed using

Plowd Ud =Plosd Ld = (12.25)

We outline the steps in the following procedure and show how to implement
them in Examples 12.8 and 12.9.

PROCEDURE - MONTE CARLO TEST USING THE K-FUNCTION

1. Estimate the K-function using the observed spatial point pattern to
get Kops d .

2. Simulate a spatial point pattern of size n over the region R from a
CSR process.
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3. Estimate the K-function using the simulated pattern to get kb d .
4. Repeat steps 2 and 3, B times.

5. Find the upper and lower simulation envelopes using Equations
12.23 and 12.24.

6. Plot Kops d and the simulation envelopes.

Example 12.8

We apply the Monte Carlo test for departure from CSR to the bodmin data.
We obtain the required simulations using the following steps. First we load
up the data and obtain Kops d .

load bodmin

X = [x,yl;

d = 0:.5:10;

nd = length(d);

nx = length(x);

% Now get the Khat for the observed pattern.
khatobs = cskhat(X, bodpoly, d);

We are now ready to obtain the K-functions for a CSR process through simu-
lation. We use B = 20 simulations to obtain the envelopes.

% Get the simulations.

B = 20;

% Each row is a Khat from a simulated CSR process.

simul = zeros(B,nd);

for b = 1:B
[xt,yt] = csbinproc(bodpoly(:,1), bodpoly(:,2), nx);
simul(b,:) = cskhat([xt,yt],bodpoly, d);

end

The envelopes are easily obtained using the MATLAB commands max and
min.

% Get the envelopes.

khatup = max(simul);

khatlo = min(simul);

% And plot the results.
plot(d,khatobs, "k* ,d,khatup, "k--",d,khatlo, "k--7)

In Figure 12.15, we show the upper and lower envelopes along with the esti-
mated K-function Kops d . We see from this plot that at the very small scales,
there is no evidence for departure from CSR. At some scales there is evidence
for clustering and at other scales there is evidence of regularity.
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FIGURE 12.15 ~ )
In this figure, we have the results of testing for departures from CSR based on K using

simulation. We show the upper and lower simulation envelopes for the Bodmin Tor data.
At small scales (approximately d 2), the process does not show departure from CSR. This
is in agreement with the nearest neighbor results of Figure 12.14. At other scales (approxi-
mately 2 d 6), we have evidence for clustering. At higher scales (approximately 7.5 d),
we see evidence for regularity.

Example 12.9

In Example 12.6, we estimated the K-function for the cardi ff data. A plot
of the associated L-function (see Figure 12.12) showed clustering at those
scales. We use the simulation approach to determine whether these results
are significant. First we get the estimate of the L-function as before.

load cardiff

X = [x,yl;

d = 0:30;

nd = length(d);

nx = length(x);

khatobs = cskhat(X, cardpoly, d);
% Get the lhat function.

lhatobs = sqgrt(khatobs/pi) - d;

Now we do the same simulations as in the previous example, estimating the
K-function for each CSR sample. Once we get the K-function for the sample,
it is easily converted to the L-function as shown.
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% Get the simulations.
B = 20;
% Each row is a Khat from a simulated CSR process.
simul = zeros(B,nd);
for b = 1:B
[xt,yt] = csbinproc(cardpoly(:,1),--.
cardpoly(:,2), nx);
temp = cskhat([xt,yt],cardpoly, d);
simul(b,:) = sqrt(temp/pi) -d;
end

We then get the upper and lower simulation envelopes as before. The plot is
shown in Figure 12.16. From this, we see that there seems to be compelling
evidence that this is a clustered process.

% Get the envelopes.
lThatup = max(simul);
lthatlo = min(simul);
plot(d, lhatobs, "k*,d, lhatup, "k--",d, lhatlo, "k--7)

IS
o
-
\
N\ TN — —
AN N~ —
051 ~ N~ i
\
A .
~ -
1 1 1 1 1 1
0 5 10 15 20 25 30
Distances d
FIGURE 12.16

The upper_and lower envelopes were obtained using 20 simulations from a CSR process.
Since the L -function lies above the upper envelope, the clustering is significant.
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12.5 Simulating Spatial Point Processes

Once one determines that the model for CSR is not correct, then the analyst
should check to see what other model is reasonable. This can be done by sim-
ulation as shown in the previous section. Instead of simulating from a CSR
process, we can simulate from one that exhibits clustering or regularity. We
now discuss other models for spatial point processes and how to simulate
them. We include methods for simulating a homogeneous Poisson process
with specified intensity, a binomial process, a Poisson cluster process, an inhi-
bition process, and a Strauss process. Before continuing, we note that simula-
tion requires specification of all relevant parameters. To check the adequacy
of a model by simulation one has to “calibrate” the simulation to the data by
estimating the parameters that go into the simulation.

Homogeneous Poisson Process

We first provide a method for simulating a homogeneous Poisson process
with no conditions imposed on the number of events n. Unconditionally, a
homogeneous Poisson process depends on the intensity . So, in this case,
the number of events n changes in each simulated pattern.

We follow the fanning out procedure given in Ross [1997] to generate such
a process for a circular region. This technique can be thought of as fanning
out from the origin to a radius r. The successive radii where events are
encountered are simulated by using the fact that the additional area one
needs to travel to encounter another event is exponentially distributed with
rate . The steps are outlined below.

PROCEDURE - SIMULATING A POISSON PROCESS

1. Generate independent exponential variates X; X, , with rate
stopping when

N = min n: X, + +X, #r
2. If N = 1, then stop, because there are no events in the circular

region.
3.IfN 1,thenfori=1 N-1, find
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4. Generate N -1 uniform (0,1) variates, U, Un_:-
5. In polar coordinates, the events are given by R; 2#U, .

Ross [1997] describes a procedure where the region can be somewhat arbi-
trary. For example, in Cartesian coordinates, the region would be defined
between the x axis and a nonnegative function f x ,startingat x = 0. Arect-
angular region with the lower left corner at the origin is an example where
this can be applied. For details on the algorithm for an arbitrary region, we
refer the reader to Ross [1997]. We show in Example 12.10 how to implement
the procedure for a circular region

Example 12.10

In this example, we show how to generate a homogeneous Poisson process
for a given . This is accomplished using the given MATLAB commands.

% Set the lambda.
lambda = 2;
r =5;
tol = 0O;
i=1;
% Generate the exponential random variables.
while tol < pi*r"2
x(1) = exprnd(1/lambda,1,1);
tol = sum(x);
i=i+l;
end
x(end)=[1;
N = length(x);
% Get the coordinates for the angles.
th = 2*pi*rand(1,N);
R = zeros(1,N);
% Find the R_i.
for 1 = 1:N
R(1) = sgrt(sum(x(1:1))/pi);
end
[Xc,Yc]=pol2cart(th,R);

The x and y coordinates for the generated locations are contained in Xc and
Yc. The radius of our circular region is 5, and the intensity is = 2. The
result of our sampling scheme is shown in Figure 12.17. We see that the loca-
tions are all within the required radius. To verify the intensity, we can esti-
mate it by dividing the number of points in the sample by the area

% estimate the overall intensity
lamhat = length(Xc)/(pi*r"2);
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FIGURE 12.17 _ _
This spatial point pattern was simulated using the procedure for simulating a homogeneous

Poisson process with specified intensity.

Our estimated intensity is =205,

Binomial Process

We saw in previous examples that we needed a way to simulate realizations
from a CSR process. If we condition on the number of events n, then the loca-
tions are uniformly and independently distributed over the study region.
This type of process is typically called a binomial process in the literature
[Ripley, 1981]. To distinguish this process from the homogeneous Poisson
process, we offer the following:

1. When generating variates from the homogeneous Poisson process,
the intensity is specified. Therefore, the number of events in a
realization of the process is likely to change for each one generated.

2. When generating variates from a binomial process, the number of
events in the region is specified.

To simulate from a binomial process, we first enclose the study region R
with a rectangle given by
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X y : Xmin X Xmax ’ ymin y ymax . (1226)

We can generate the x coordinates for an event location from a uniform dis-
tribution over the interval X, , Xmax - Similarly, we generate the y coordi-
nates from a uniform distribution over the interval Y., , Ymax - If the event
is within the study region R, then we keep the location. These steps are out-
lined in the following procedure and are illustrated in Example 12.11.

PROCEDURE - SIMULATING A BINOMIAL PROCESS

1. Enclose the study region R in a rectangle, given by Equation 12.26.

2. Obtain a candidate location s; by generating an x coordinate that
is uniformly distributed over X, Xmax @nd ay coordinate that
is uniformly distributed over VY.in, Ymax -

3. If s; is within the study region R, then retain the event.
4. Repeat steps 2 through 3 until there are n events in the sample.

Example 12.11

In this example, we show how to simulate a CSR point pattern using the
region given with the uganda data set. First we load up the data set and find
a rectangular region that bounds R.

load uganda

% loads up X, y, ugpoly

Xp ugpoly(:,1);

yp = ugpoly(:,2);

n = length(x);

Xg zeros(n,1);

yg = zeros(n,1l);

% Find the maximum and the minimum for a “box® around
% the region. Will generate uniform on this, and throw
% out those points that are not inside the region.

% Find the bounding box.

minx = min(xp);

maxx = max(xp);

miny = min(yp);

maxy = max(yp);

Now we are ready to generate the locations, as follows.

% Now get the points.
i =1;

CX = maxx - minx;

Cy = maxy - miny;
while 1 <= n
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xt = rand(1)*cx + minx;
yt = rand(1)*cy + miny;
k = inpolygon(xt, yt, xp, yp);
if k ==
% It is in the region
xg(1) = Xxt;
yg(i) = yt;
i = i+1;
end
end

In Figure 12.18, we show a realization of this process. Note that this does look
like a CSR process generated these data, unlike the point pattern for the
actual crater locations.

Generated Data Using Binomial Process
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FIGURE 12.18
This shows a point pattern generated according to a binomial process.

Poisson Cluster Process

We can generate a Poisson cluster process by including a spatial clustering
mechanism into the model. First, parent events form a homogeneous Poisson
process. Each parent gives rise to a random number of offspring according to
some probability distribution f. The positions of the children relative to their
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parents are independently distributed according to a bivariate distribution g.
The events retained in the final pattern are the child events only. The resulting
process is isotropic if g is radially symmetric.

To simulate this type of pattern, we first simulate the parents from a homo-
geneous Poisson process. Note that the parents should be simulated over a
region that is larger than the study region. This is to ensure that edge effects
are avoided. Parents outside the study region can have offspring that are in
R, so we want to account for those events. For each parent event, we deter-
mine the number of offspring by randomly sampling from f. The next step is
to locate the number of children around each parent event according to g. The
steps for this procedure are outlined here.

PROCEDURE - SIMULATING A POISSON CLUSTER PROCESS

1. Simulate the desired number of parents over a region that is slightly
larger than the study region R. The parents are generated according
to a CSR process.

2. Generate the number of children for each parent according to a
probability distribution f. One reasonable choice is to have a Pois-
son number of children.

3. Generate the locations for each child around the parent according
to a bivariate probability distribution g. For example, g could be
multivariate normal, with the mean given by the parent location.

4. Save only the child events that are within the study region.

In the following example, we apply this procedure to generate a Poisson clus-
ter process over the unit square.

Example 12.12

We now show how to generate a Poisson cluster process using MATLAB. We
first generate 15 parents from a binomial process over a region that is slightly
larger.

npar = 15;

% Get the vertices for the regions.
rx = [0110 0];

ry =[00110];

rxp = [-.05 1.05 1.05 -.05 -.05];
ryp = [-.05 -.05 1.05 1.05 -.05];

% Get all of the parents.

[xp,yp] = csbinproc(rxp, ryp, npar);

We use a Poisson distribution with mean = 15 to generate the number of
children for the parents.
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lam = 15;
% Get the number of children per parent.
nchild = poissrnd(lam,1,npar);

Now we find the locations of the children around the parent using a bivariate
normal distribution that is centered at each parent. The covariance of the dis-
tribution is given by I, where | isa202 identity matrix. The value given
to the variance * would govern the spread of the cluster of children around
the parent.

X =1[1;
sig = r*eye(2);
r = 0.05;

% Locate the children.
for i1 = 1l:npar
xc = randn(nchild(i),2)*sig + ...
repmat([xp(i) yp(i)],nchild(i),1);
X = [X; xc]l;
end

To get the final events for our sample, we need to determine which ones are
inside the study region R. We do this using the MATLAB function inpoly-
gon. In Figure 12.19, we show the resulting spatial sample. We provide a
function called csclustproc that will generate patterns that follow a Pois-
son cluster process.

% Find the ones that are in the region of interest.
ind = find(inpolygon(X(:,1), X(:,2), rx, ry));

% Those are the children for the sample.

x = X(ind,1);

y = X(ind,2);

Inhibition Process

An inhibition process is one that often shows regularity. To simulate this type
of process, we include a mechanism in the model that stipulates a minimum
distance between two events. We call this distance the inhibition distance G.

One way to obtain such a process is to first generate a homogeneous Pois-
son process over the region. The events are then thinned by deleting all pairs
of events that are closer than G . Implementing this procedure in MATLAB is
left as an exercise.

Another method is to generate a homogeneous Poisson process one event
at a time and discard candidate events if they are within distance G of any
previously retained event. This type of process is sometimes referred to as
Sequential Spatial Inhibition or SSI [Ripley, 1981]. It is important to keep in
mind that if the inhibition distance is too large for the region R, then it might
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FIGURE 12.19
This sample was generated according to a Poisson cluster process.

be difficult (if not impossible) to generate the required number of points. In
Example 12.13, we provide the MATLAB code to generate an inhibition spa-
tial point pattern using this procedure.

Example 12.13
To start the procedure, we set the boundary for the region and the inhibition
distance.

delta = 0.1;

% Get the vertices for the regions.
rx = [0 220 0];

ry = [0 02 2 0];

n = 100;

We generate the initial event from a CSR process. Subsequent events are gen-
erated and kept if they are not closer than G to any existing events.

X = zeros(n,2);

% Generate the first event.

X(1,:) = csbinproc(rx,ry,1);
i =1;

% Generate the other events.
while i<n
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[sx,sy] = csbinproc(rx, ry, 1);
Xt = [sx sy ; X(1:i,:)];
% Find the distance between the events
dist = pdist(xt);
% Find the distance between the candidate event
% and the others that have been generated already.
ind = find(dist(1:1) <= delta);
if isempty(ind)
% Then we keep the event.

i = i+1;
X(1,:) = [sx, sy];
end

end

To verify that no two events are closer than G, we find the smallest distance

as follows.

% Verify that all are no closer than the
% inhibition distance.

dist = pdist(X);

delhat = min(dist);

For this spatial point pattern, we get a minimum distance of 0.1008. A point

pattern generated according to this procedure is shown in Figure 12.20.
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FIGURE 12.20
This spatial point pattern was generated under the SSI inhibition process.
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Strauss Process

The Strauss process [Ripley, 1981] is a point pattern where a specified fraction
of events is allowed within a distance G of any given event. To generate such
a pattern, the first event is located uniformly in R. Other event locations are
generated sequentially, similar to the SSI process. If there are existing events
within radius G of the candidate location, then it is accepted with probability
¢™, with m representing the number of events closer than G. The inhibition
parameter is given by ¢, which can take on values in the interval 0 1 .

The inhibition parameter specifies the fraction of events allowed within the
inhibition distance. If ¢ = 0, then the resulting process is the same as SSI. As
with the SSI process, care should be taken when specifying the parameters for
the process to ensure that the required number of events can be generated.
We outline below the steps to generate a spatial point pattern that follows a
Strauss process.

PROCEDURE - SIMULATING A STRAUSS PROCESS

1. Choose the parameters n, ¢, and G.
2. Generate the first event location s, uniformly on R (from a CSR
process).
3. Generate a candidate location s; uniformly on R.
4. 1fm =0
accept the candidate event s;
Else if U ¢
accept the candidate event s;
5. Repeat steps 3 and 4 until there are n locations in the sample.

It should be noted that we are conditioning on the number of points n in the
region. So, in this case, we should consider this a conditional Strauss process.

Example 12.14

We now implement the above procedure in MATLAB. We generate a spatial
point pattern of size 100 from a Strauss process over a rectangular region. The
inhibition distance is G = 0.1, and the inhibition parameter is ¢ = 0.5. We
start by setting these parameters and the boundary of the study region.

delta = 0.1;

% Get the vertices for the regions.
rx = [0110 0];

ry = [0 02 2 0];

% Set number of data points.

n = 100;

% Set the inhibition parameter.
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c = 0.5;

X = zeros(n,2);

% Generate the Tirst point.
X(1,:) = csbinproc(rx,ry,1);

The following code is similar to the SSI process, except that we now have a
mechanism for accepting points that are closer than the inhibition distance.
i =1;
while I<n
[sx,sy] = csbinproc(rx, ry, 1);
Xt = [sx sy ; X(1:i,:)];
% Find the distance between the events.
dist = pdist(xt);
% Find the distance between the candidate event
% and the others that have been generated already.
ind = find(dist(1:1) <= delta);
m = length(ind);
ifm==
% Then ok to keep the point - nothing is close.
i = i+1;
X(1,:) = [sx, syl;
elseif rand(l) <= c¢™m
% The ok to keep the point.

i = i+1;

X(i,:) = [sx, syl;
end
end

A spatial point pattern generated from these commands is shown in
Figure 12.21.

12.6 MaTLAB Code

The MathWorks has a Mapping Toolbox for MATLAB, which has some func-
tions for spatial statistics. However, the techniques are mostly applicable to
geostatistical data. There is also a user-written Spatial Statistics Toolbox that
can be downloaded from the internet at

http://www.spatial-statistics.com/

As with the Mapping Toolbox, this has functions mostly for continuous spa-
tial data.
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This spatial point pattern was generated from a Strauss process with G = 0.1 and ¢ = 0.5.

We provide functions with the Computational Statistics Toolbox that
implement most of the techniques that are described in this chapter. These
functions are listed in Table 12.1

TABLE 12.1
List of functions from Chapter 12 Included in the Computational Statistics
Toolbox
Purpose MaTLAB Function
These functions are used to generate samples from csbinproc
various spatial point processes. csclustproc
csinhibproc
cspoissproc
csstraussproc
This function enables the user to interactively find csgetregion
a study region.
This is used to estimate the intensity using the csintkern

quartic kernel. It ignores edge effects.

These functions pertain to the second-order effects csfthat
of a spatial point pattern. csghat
cskhat
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12.7 Further Reading

For information on the theory for all types of spatial data analysis, we highly
recommend Cressie [1993] for a comprehensive treatment of the subject. This
text is suitable for scientists and engineers at the graduate level. Those areas
that require a higher level of mathematics background are clearly marked.
The book has many excellent features, among which are lots of examples that
illustrate the concepts and the inclusion of spatial data sets.

We already mentioned the text by Bailey and Gatrell [1995]. This book is
another excellent resource for spatial statistics. It includes a discussion of the
three types of spatial data (point patterns, geostatistical and lattice data), as
well as a fourth type dealing with spatial interaction data. The text has many
examples and is easy to understand. For a collection of papers on spatial sta-
tistics, we refer the reader to Arlinghaus [1996]. This handbook contains
many examples of the application of spatial statistics.

For books that focus mainly on spatial point patterns, we refer the reader
to Ripley [1981] and Diggle [1983]. Isaaks and Srivastava [1989] and Journel
and Huijbregts [1978] are two texts that discuss geostatistical data. For infor-
mation on the analysis of lattice data, we recommend Cliff and Ord [1981]
and Haining [1993].
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Exercises

12.1. We mention in the text that there might be an attribute associated
with the spatial point pattern. One way to view this attribute would
be to plot the value at each event location rather than the plotting
symbol. Load the okblack data set. Randomly generate some num-
bers that would correspond to the dollar amount of the theft at each
location. Plot these numbers (attributes) at the locations using the
text command. Keep in mind that you have to convert the numbers
to strings before plotting.

12.2. Repeat the procedure in Example 12.4 using bandwidths of
h = 100 500. Plot the estimated intensities. How do they differ from
the results in Example 12.4? Which bandwidth is better?

12.3. Using the bodmin data, plot a dot map. Does it look like a cluster
process is a good model for these events?

12.4. Load the okwhite data set. Use the csgetregion function to
interactively select a boundary. Simply click with the left mouse but-
ton at the locations of the vertices for the region. There is no need to
close the region. When you are done selecting vertices, right click
anywhere in the figure window. The output from this function is a
set of vertices for the study region. Plot the event locations and the
region.

12.5. Explore the Oklahoma City data sets. Estimate the first-order prop-
erties and the second-order properties for both patterns. Do the two
sets follow different models?

12.6. Write a MATLAB function that will generate an inhibition process
using the thinning approach.

12.7. Repeat Example 12.7 for the point-event nearest neighbor distance
distribution. Do you arrive at similar conclusions?

12.8. Repeat Example 12.5. Plot the expression given in Equation 12.12
versus w. Does this indicate evidence for departure from CSR?

12.9. The test given in Equation 12.22 suffers from two problems: 1) it is
for a fixed x, and 2) it is not a powerful test. An alternative would be
to use the following test statistic

FObs X _FCSR X .

T = max,

Use the Monte Carlo techniques of Chapter 6 to determine whether
or not there is significant evidence to reject the null hypothesis (that
the point process is CSR). What type of departure from CSR would
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a large value of T indicate? What type of departure from CSR would
a small value of T indicate [Cressie, 1993, p. 636]?

12.10. Generate a realization of a Poisson cluster process. Use your test
from problem 12.9 to see if there is significant evidence of clustering.

12.11. Generate a realization of an inhibition process. Apply the nearest-
neighbor exploratory graphical techniques (F and G distributions, K-
and L-functions) to see if there is evidence of regularity. Apply the
simulation envelope methods to verify that it exhibits regularity.
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Appendix A

Introduction to MATLAB

A.1 What Is MATLAB?

MATLAB is a technical computing environment developed by The Math-
Works, Inc. for computation and data visualization. It is both an interactive
system and a programming language, whose basic data element is an array:
scalar, vector, matrix or multi-dimensional array. Besides basic array opera-
tions, it offers programming features similar to those of other computing lan-
guages (e.g., functions, control flow, etc.).

In this appendix, we provide a brief summary of MATLAB to help the
reader understand the algorithms in the text. We do not claim that this intro-
duction is complete, and we urge the reader to learn more about MATLAB
from other sources. The documentation that comes with MATLAB is excel-
lent, and the reader should find the tutorials helpful. For a comprehensive
overview of MATLAB, we also recommend Hanselman and Littlefield [1998,
2001]. If the reader needs to understand more about the graphics and GUI
capabilities in MATLAB, Marchand [1999] is the one to use.

MATLAB will execute on Windows, UNIX, and Linux systems. Here we
focus on the Windows version, but most of the information applies to all sys-
tems. The main MATLAB software package contains many functions for ana-
lyzing data. There are also specialty toolboxes extending the capabilities of
MATLAB that are available from The MathWorks and third party vendors.
Some toolboxes are also on the internet for free downloading. For more infor-
mation on these toolboxes, see http://www.mathworks.com.

In this text, we use the latest releases of MATLAB (Version 6) and the Sta-
tistics Toolbox (Version 3). However, most of the following discussion applies
to all versions of MATLAB. We alert the reader to places where they differ.

We assume that readers know how to start MATLAB for their particular
platform. When MATLAB is started, you will have a command window with
a prompt where you can enter commands. In MATLAB 6, other windows
come up (help window, history window, etc.), but we do not cover those here.
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A.2 Getting Help in MaTLAB

One useful and important aspect of MATLARB is the Hel p feature. There are
many ways to get information about a MATLAB function. Not only does the
Help provide information about the function, but it also gives references for
other related functions. We discuss below the various ways to get help in
MATLAB.

< Command Line: Typing help and then the function name at the
command line will, in most cases, tell you everything you need to
know about the function. In this text, we do not write about all the
capabilities or uses of a function. The reader is strongly encouraged
to use command line help to find out more. As an example, typing
help plotatthe command line provides lots of useful information
about the basic plot function. Note that the command line help
works with the Computational Statistics Toolbox as well.

= Help Menu: The help files can also be accessed via the usual Help
menu. This opens up a separate help window. Information can be
obtained by clicking on links or searching the index (Version 6). In
MATLAB 5, you can get a similar window by accessing the Help
Desk via the Help menu.

A.3 File and Workspace Management

We can enter commands interactively at the command line or save them inan
M-file. So, it is important to know some commands for file management. The
commands shown in Table A.1 can be used to list, view and delete files.

MATLAB remembers the commands that you enter and all of the values of
any variable you create for that session. These variables live in the MATLAB
workspace. You can recall the variable at any time by typing in the variable
name with no punctuation at the end. Note that MATLAB is case sensitive, so
Temp, temp, and TEMP represent different variables.

In MATLAB 6, there is a separate command history window. The arrow
keys can be used in all versions of MATLAB to recall and edit commands. The
up-arrow and down-arrow keys scroll through the commands. The left and
right arrows move through the present command. By using these keys, the
user can recall commands and edit them using common editing keystrokes.

We can view the contents of the current workspace using the Workspace
Browser. This is accessed through the File menu or the toolbar. All vari-
ables in the workspace are listed in the window. The variables can be viewed
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TABLE A.1

File Management Commands

Command

Usage

dir, Is

delete filename

cd, pwd

cd dir, chdir

type fFilename
edit filename

which filename

Shows the files in the present directory.

Deletes filename.

Show the present directory.

Changes the directory. In MATLAB 6, there is a
pop-up menu on the toolbar that allows the user
to change directory.

Lists the contents of Filename.

Brings up Filename in the editor.

Displays the path to i lename. This can help

determine whether a file is part of the standard
MATLAB package.

what Lists the .m files and .mat files that are in the
current directory.

TABLE A.2

MaTLas Commands for Workspace Management

Command Usage

who Lists all variables in the workspace.

whos Lists all variables in the workspace along with the
size in bytes, array dimensions, and object type.

clear Removes all variables from the workspace.

clear x y Removes variables x and y from the workspace.
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and edited in a spreadsheet-like window format by double-clicking on the
variable name.

The commands contained in Table A.2 help manage the workspace. It is
important to be able to get data into MATLAB and to save it. We outline
below some of the ways to get data in and out of MATLAB. These are not the
only options for file I/0. For example, see help on fprintf, fscant, and
textread for more possibilities.

= Command Line: The save and load commands are the main way
to perform file 170 in MATLAB. We give some examples of how
to use the save command. The load command works similarly.

Command Usage

save Tilename Saves all variables in
filename.mat.

save Tilename varl var2 Savesonly variablesvarl
var2 in filename._mat.

save filename varl -ascii Saves varl in ASCII
format in Filename.

= File Menu: There are commands in the Fi le menu for saving and
loading the workspace.

= Import Wizard: In MATLAB 6, there is a spreadsheet-like window
for inputting data. To execute the wizard, type ul import at the
command line.

A.4 Punctuation in MATLAB

Table A.3 contains some of the common punctuation characters in MATLAB,
and how they are used.

A.5 Arithmetic Operators

Arithmetic operators (*, /Z, +, -, ) in MATLAB follow the convention in linear
algebra. If we are multiplying two matrices, A and B, they must be dimen-
sionally correct. In other words, the number of columns of A must be equal
to the number of rows of B. To multiply, we simply use A*B. It is important
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TABLE A.3

List of MaTLAB Punctuation

Punctuation

Usage

%

A percent sign denotes a comment line. Information after
the % is ignored.

A comma tells MATLAB to display the results. A blank
space works similarly. It also concatenates array elements
along a row.

A semi-colon suppresses printing the contents of the
variable to the screen. It also concatenates array elements
along a column.

Three periods denotes the continuation of a statement.
Comment statements and variable names cannot be
continued with this punctuation.

An exclamation tells MATLAB to execute the following
as an operating system command.

The colon specifies arange of numbers. For example, 1:10
means the numbers 1 through 10. A colon in an array
dimension accesses all elements in that dimension.

The period before an operator tells MATLAB to perform
the corresponding operation on each element in the array.

to remember that the default interpretation of an operation is to perform the

corresponding array operation.

MATLAB follows the usual order of operations. The precedence can be

changed by using parentheses, as in other programming languages.

It is often useful to operate on an array element-by-element. For instance,
we might want to square each element of an array. To accomplish this, we add
a period before the operator. As an example, to square each element of array

A, we use A."2. These operators are summarized below in Table A.4.
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TABLE A.4
List of Element-by-Element Operators in MATLAB

Operator Usage
W* Multiply element-by-element.
-/ Divide element-by-element.
N Raise elements to powers.
|

A.6 Data Constructs in MATLAB

Basic Data Constructs

We do not cover the object-oriented aspects of MATLAB here. Thus, we are
concerned mostly with data that are floating point (type double) or strings
(type char). The elements in the arrays will be of these two data types.

The fundamental data element in MATLAB is an array. Arrays can be:

e The 000 empty array created using [ ].

A 101 scalar array.

= A row vector, which isa 1 0n array.

= A column vector, which isan n0 1 array.

= A matrix with two dimensions, say mOn or n0On.
A multi-dimensional array, say mO 0n.

Arrays must always be dimensionally conformal and all elements must be
of the same data type. In other words, a 2 0 3 matrix must have 3 elements
(e.g., numbers) on each of its 2 rows. Table A.5 gives examples of how to
access elements of arrays.

Building Arrays

In most cases, the statistician or engineer will be using outside data in an
analysis, so the data would be imported into MATLAB using load or some
other method described previously. Sometimes, we need to type in simple
arrays for testing code or entering parameters, etc. Here we cover some of the
ways to build small arrays. Note that this can also be used to concatenate
arrays.
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Commas or spaces concatenate elements (which can be arrays) as columns.
Thus, we get a row vector from the following

temp = [1, 4, 5];
or we can concatenate two column vectors a and b into one matrix, as follows
temp = [a b];
The semi-colon tells MATLAB to concatenate elements as rows. So, we would
get a column vector from this command:
temp = [1; 4; 5];

We note that when concatenating array elements, the sizes must be confor-
mal. The ideas presented here also apply to cell arrays, discussed below.

Before we continue with cell arrays, we cover some of the other useful func-
tions in MATLAB for building arrays. These are summarized here.

Function Usage

zeros, ones These build arrays containing all 0’s or
all 1’s, respectively.

rand, randn These build arrays containing uniform
(0,1) random variables or standard
normal random variables, respectively.
See Chapter 4 for more information.

eye This creates an identity matrix.

Cell Arrays

Cell arrays and structures allow for more flexibility. Cell arrays can have ele-
ments that contain any data type (even other cell arrays), and they can be of
different sizes. The cell array has an overall structure that is similar to the
basic data arrays. For instance, the cells are arranged in dimensions (rows,
columns, etc.). Ifwe have a 2 0 3 cell array, then each of its 2 rows has to have
3 cells. However, the content of the cells can be different sizes and can contain
different types of data. One cell might contain char data, another double,
and some can be empty. Mathematical operations are not defined on cell
arrays.

In Table A.5, we show some of the common ways to access elements of
arrays, which can be cell arrays or basic arrays. With cell arrays, this accesses
the cell element, but not the contents of the cells. Curly braces, { }, are used
to get to the elements inside the cell. For example, A{1,1} would give us the
contents of the cell (type double or char). Whereas, A(1,1) is the cell itself
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TABLE A.5
Examples of Accessing Elements of Arrays

Notation Usage

a(i) Denotes the i-th element (cell) of a row or
column vector array (cell array).

A(,I) Accesses the i-th column of a matrix or cell
array. In this case, the colon in the row
dimension tells MATLAB to access all rows.

A(i,) Accesses the i-th row of a matrix or cell array.
The colon tells MATLAB to gather all of the
columns.

A(1,3,4) This accesses the element in the first row,

third column on the fourth entry of
dimension 3 (sometimes called the page).

and has data type cel I. The two notations can be combined to access part of
the contents of a cell. To get the first two elements of the contents of A{1,1},
assuming it contains a vector, we can use

A{1,1} (1:2).

Cell arrays are very useful when using strings in plotting functions such as
text.

Structures are similar to cell arrays in that they allow one to combine col-
lections of dissimilar data into a single variable. Individual structure ele-
ments are addressed by names called fields. We use the dot notation to access
the fields. Each element of a structure is called a record.

As an example, say we have a structure called node, with fields parent
and children. To access the parent field of the second node, we use
node(2) .parent. We can get the value of the chi 1d of the fifth node using
node(5) .child. The trees in Chapter 9 and Chapter 10 are programmed
using structures.

A.7 Script Files and Functions

MATLAB programs are saved in M-files. These are text files that contain
MATLAB commands, and they are saved with the .m extension. Any text edi-
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tor can be used to create them, but the one that comes with MATLAB is rec-
ommended. This editor can be activated using the Fi e menu or the toolbar.

When script files are executed, the commands are implemented just as if
you typed them in interactively. The commands have access to the workspace
and any variables created by the script file are in the workspace when the
script finishes executing. To execute a script file, simply type the name of the
file at the command line or use the option in the Fi le menu.

Script files and functions both have the same .m extension. However, a
function has a special syntax for the first line. In the general case, this syntax
is

function [outl,...,outM] = func_name(inl,...,inN)

A function does not have to be written with input or output arguments.
Whether you have these or not depends on the application and the purpose
of the function. The function corresponding to the above syntax would be
saved in a file called func_name.m. These functions are used in the same
way any other MATLAB function is used.

It is important to keep in mind that functions in MATLAB are similar to
those in other programming languages. The function has its own workspace.
So, communication of information between the function workspace and the
main workspace is done via input and output variables.

It is always a good idea to put several comment lines at the beginning of
your function. These are returned by the help command.

We use a special type of MATLAB function in several examples contained
in this book. This is called the inline function. This makes a MATLAB
inline object from a string that represents some mathematical expression or
the commands that you want MATLAB to execute. As an optional argument,
you can specify the input arguments to the inline function object. For
example, the variable gfunc represents an inl ine object:

gfunc = inline("sin(2*pi*f + theta)","f","theta");
This calculates the sin 2#f + 6 , based on two input variables: ¥ and theta.
We can now call this function just as we would any MATLAB function.

X = 0:.1:4*pi;

thet = pi/2;

ys = gfunc(x, thet);
In particular, the inl ine function is useful when you have a simple function
and do not want to keep it in a separate file.
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A.8 Control Flow

Most computer languages provide features that allow one to control the flow
of execution depending on certain conditions. MATLAB has similar con-
structs:

= For loops

< While loops

= If-else statements
« Switch statement

These should be used sparingly. In most cases, it is more efficientin MATLAB
to operate on an entire array rather than looping through it.

For Loop
The basic syntax for a for loop is

for 1 = array
commands
end

Each time through the loop, the loop variable i assumes the next value in
array. The colon notation is usually used to generate a sequence of numbers
that 1 will take on. For example,

for 1 = 1:10

The commands between the for and the end statements are executed once
for every value in the array. Several for loops can be nested, where each loop
is closed by end.

While Loop
A while loop executes an indefinite number of times. The general syntax is:

while expression
commands
end

The commands between the while and the end are executed as long as
expression is true. Note that in MATLAB a scalar that is non-zero evalu-
ates to true. Usually a scalar entry is used in the expression, but an array
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can be used also. In the case of arrays, all elements of the resulting array must
be true for the commands to execute.

I F-Else Statements

Sometimes, commands must be executed based on arelational test. The i1 f-
el se statement is suitable here. The basic syntax is

iT expression
commands

elseiT expression
commands

else
commands

end

Only one end is required at the end of the sequence of i f, elseifand else
statements. Commands are executed only if the corresponding expression
is true.

Switch Statement

The switch statement is useful if one needs a lot of 1T, elsei T statements
to execute the program. This construct is very similar to that in the C lan-
guage. The basic syntax is:

switch expression
case valuel

commands execute if expression is valuel
case value2

commands execute if expression is value2
otherwise

commands
end

Expression must be either a scalar or a character string.

A.9 Simple Plotting

For more information on some of the plotting capabilities of MATLAB, the
reader is referred to Chapter 5 of this text. Other useful resources are the
MATLAB documentation Using MATLAB Graphics and Graphics and GUI’s
with MATLAB [Marchand, 1999]. In this appendix, we briefly describe some
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of the basic uses of plot for plotting 2-D graphics and plot3 for plotting 3-D
graphics. The reader is strongly urged to view the help file for more infor-
mation and options for these functions.

When the function plot is called, it opens a Figure window, if one is not
already there, scales the axes to fit the data and plots the points. The default
is to plot the points and connect them using straight lines. For example,

plot(x,y)

plots the values in vector x on the horizontal axis and the values in vector y
on the vertical axis, connected by straight lines. These vectors must be the
same size or you will get an error.

Any number of pairs can be used as arguments to plot. For instance, the
following command plots two curves,

plot(x,yl,x,y2)

on the same axes. If only one argument is supplied to plot, then MATLAB
plots the vector versus the index of its values.

The default is a solid line, but MATLAB allows other choices. These are
given in Table A.6.

TABLE A.6
Line Styles for Plots
Notation Line Type
- Solid LIne
: Dotted Line
- Dash-dot Line
- Dashed line

If several lines are plotted on one set of axes, then MATLAB plots them as
different colors. The predefined colors are listed in Table A.7.

Plotting symbols (e.g., *, X, 0, etc.) can be used for the points. Since the list
of plotting symbols is rather long, we refer the reader to the online help for
plot for more information. To plot a curve where both points and a con-
nected curve are displayed, use

plot(x, y, X, y, “b*7?)

This command first plots the points in x and y, connecting them with straight
lines. It then plots the points in x and y using the symbol * and the color blue.

The plot3 function works the same as plot, except that it takes three vec-
tors for plotting:

plot3(x, y, 2)
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TABLE A.7
Line Colors for Plots

Notation Color

b blue
green
red
cyan
magenta
yellow
black
white

=S AK308Q

All of the line styles, colors and plotting symbols apply to plot3. Other
forms of 3-D plotting (e.g., surf and mesh) are covered in Chapter 5. Titles
and axes labels can be created for all plots using title, xlabel, ylabel
and zlabel.

Before we finish this discussion on simple plotting techniques in MATLAB,
we present a way to put several axes or plots in one Figure window. This is
through the use of the subplot function. This creates an m 0 n matrix of
plots (or axes) in the current Figure window. We provide an example below,
where we show how to create two plots side-by-side.

% Create the left-most plot.
subplot(1,2,1)

plot(x,y)

% Create the right-most plot
subplot(1,2,2)

plot(x,z)

The first two arguments to subplot tell MATLAB about the layout of the
plots within the figure window. The third argument tells MATLAB which
plot to work with. The plots are numbered from top to bottom and left to
right. The most recent plot that was created or worked on is the one affected
by any subsequent plotting commands. To access a previous plot, simply use
the subplot function again with the proper value for the third argument p.
You can think of the subplot function as a pointer that tells MATLAB what
set of axes to work with.

Through the use of MATLAB’s low-level Handle Graphics functions, the
data analyst has complete control over graphical output. We do not present
any of that here, because we make limited use of these capabilities. However,
we urge the reader to look at the online help for propedit. This graphical
user interface allows the user to change many aspects or properties of the
plots.
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A.10 Contact Information

For MATLAB product information, please contact:

The MathWorks, Inc.

3 Apple Hill Drive

Natick, MA, 01760-2098 USA
Tel: 508-647-7000

Fax: 508-647-7101

E-mail: info@mathworks.com
Web: www.mathworks.com

There are two useful resources that describe new products, programming
tips, algorithm development, upcoming events, etc. One is the monthly elec-
tronic newsletter called the MATLAB Digest. Another is called MATLAB News
& Notes, published quarterly. You can subscribe to both of these at
www . mathworks.com or send an email request to

subscribe@mathworks.com

Back issues of these documents are available on-line.
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Appendix B

Index of Notation

Single Letters

Histogram bin

Dimensionality

Bin width or smoothing parameter
Null hypothesis

Alternative hypothesis
Sample central moment
Sample size

Probability

Quantile

Sample variance

Statistic

Jackknife replicate

Uniform (0,1) random variable
A random variable

Order statistic

Sample mean

Bootstrap sample

Standard normal random variable

Expected value of X

Probability mass or density function
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